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      Chapter 7: Sampling Distributions and Estimations
    


      Sampling Distribution
    


      Learning Objectives
    


	Understand the inferential relationship between a sampling distribution and a population parameter.
      

	Graph a frequency distribution of sample means using a data set.
      

	Understand the relationship between sample size and the distribution of sample means.
      

	Understand sampling error.
      




      Introduction
    


      Have you ever wondered how the mean, or average, amount of money per person in a population is determined? It would be impossible to contact 100% of the population, so there must be a statistical way to estimate the mean number of dollars per person in the population.
    


      Suppose, more simply, that we are interested in the mean number of dollars that are in each of the pockets of ten people on a busy street corner. The diagram below reveals the amount of money that each person in the group of ten has in his/her pocket. We will investigate this scenario later in the lesson.
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      Sampling Distributions
    


      In previous chapters, you have examined methods that are good for the exploration and description of data. In this section, we will discuss how collecting data by random sampling helps us to draw more rigorous conclusions about the data.
    


      The purpose of sampling is to select a set of units, or elements, from a population that we can use to estimate the parameters of the population. Random sampling is one special type of probability sampling. Random sampling erases the danger of a researcher consciously or unconsciously introducing bias when selecting a sample. In addition, random sampling allows us to use tools from probability theory that provide the basis for estimating the characteristics of the population, as well as for estimating the accuracy of the samples.
    


      Probability theory is the branch of mathematics that provides the tools researchers need to make statistical conclusions about sets of data based on samples. As previously stated, it also helps statisticians estimate the parameters of a population. A parameter is a summary description of a given variable in a population. A population mean is an example of a parameter. When researchers generalize from a sample, they’re using sample observations to estimate population parameters. Probability theory enables them to both make these estimates and to judge how likely it is that the estimates accurately represent the actual parameters of the population.
    


      Probability theory accomplishes this by way of the concept of sampling distributions. A single sample selected from a population will give an estimate of the population parameters. Other samples would give the same, or slightly different, estimates. Probability theory helps us understand how to make estimates of the actual population parameters based on such samples.
    


      In the scenario that was presented in the introduction to this lesson, the assumption was made that in the case of a population of size ten, one person had no money, another had $1.00, another had $2.00, and so on. until we reached the person who had $9.00.
    


      The purpose of the task was to determine the average amount of money per person in this population. If you total the money of the ten people, you will find that the sum is $45.00, thus yielding a mean of $4.50. However, suppose you couldn't count the money of all ten people at once. In this case, to complete the task of determining the mean number of dollars per person of this population, it is necessary to select random samples from the population and to use the means of these samples to estimate the mean of the whole population. To start, suppose you were to randomly select a sample of only one person from the ten. The ten possible samples are represented in the diagram in the introduction, which shows the dollar bills possessed by each sample. Since samples of one are being taken, they also represent the means you would get as estimates of the population. The graph below shows the results:
    


[image: ]



      The distribution of the dots on the graph is an example of a sampling distribution. As can be seen, selecting a sample of one is not very good, since the group’s mean can be estimated to be anywhere from $0.00 to $9.00, and the true mean of $4.50 could be missed by quite a bit.
    


      What happens if we take samples of two? From a population of 10, in how many ways can two be selected if the order of the two does not matter? The answer, which is 45, can be found by using a graphing calculator as shown in the figure below. When selecting samples of size two from the population, the sampling distribution is as follows:
    


[image: ]



      Increasing the sample size has improved your estimates. There are now 45 possible samples, such as ($0, $1), ($0, $2), ($7, $8), ($8, $9), and so on, and some of these samples produce the same means. For example, ($0, $6), ($1, $5), and ($2, $4) all produce means of $3. The three dots above the mean of 3 represent these three samples. In addition, the 45 means are not evenly distributed, as they were when the sample size was one. Instead, they are more clustered around the true mean of $4.50. ($0, $1) and ($8, $9) are the only two samples whose means deviate by as much as $4.00. Also, five of the samples yield the true estimate of $4.50, and another eight deviate by only plus or minus 50 cents.
    


      If three people are randomly selected from the population of 10 for each sample, there are 120 possible samples, which can be calculated with a graphing calculator as shown below. The sampling distribution in this case is as follows:
    


[image: ]



      Here are screen shots from a graphing calculator for the results of randomly selecting 1, 2, and 3 people from the population of 10. The 10, 45, and 120 represent the total number of possible samples that are generated by increasing the sample size by 1 each time.
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      Next, the sampling distributions for sample sizes of 4, 5, and 6 are shown:
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      From the graphs above, it is obvious that increasing the size of the samples chosen from the population of size 10 resulted in a distribution of the means that was more closely clustered around the true mean. If a sample of size 10 were selected, there would be only one possible sample, and it would yield the true mean of $4.50. Also, the sampling distribution of the sample means is approximately normal, as can be seen by the bell shape in each of the graphs.
    


      Now that you have been introduced to sampling distributions and how the sample size affects the distribution of the sample means, it is time to investigate a more realistic sampling situation. Assume you want to study the student population of a university to determine approval or disapproval of a student dress code proposed by the administration. The study's population will be the 18,000 students who attend the school, and the elements will be the individual students. A random sample of 100 students will be selected for the purpose of estimating the opinion of the entire student body, and attitudes toward the dress code will be the variable under consideration. For simplicity's sake, assume that the attitude variable has two variations: approve and disapprove. As you know from the last chapter, a scenario such as this in which a variable has two attributes is called binomial.
    


      The following figure shows the range of possible sample study results. It presents all possible values of the parameter in question by representing a range of 0 percent to 100 percent of students approving of the dress code. The number 50 represents the midpoint, or 50 percent of the students approving of the dress code and 50 percent disapproving. Since the sample size is 100, at the midpoint, half of the students would be approving of the dress code, and the other half would be disapproving.
    


[image: ]



      To randomly select the sample of 100 students, every student is presented with a number from 1 to 18.000, and the sample is randomly chosen from a drum containing all of the numbers. Each member of the sample is then asked whether he or she approves or disapproves of the dress code. If this procedure gives 48 students who approve of the dress code and 52 who disapprove, the result would be recorded on the figure by placing a dot at 48%. This statistic is the sample proportion. Let’s assume that the process was repeated, and it resulted in 52 students approving of the dress code. Let's also assume that a third sample of 100 resulted in 51 students approving of the dress code. The results are shown in the figure below.
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      In this figure, the three different sample statistics representing the percentages of students who approved of the dress code are shown. The three random samples chosen from the population give estimates of the parameter that exists for the entire population. In particular, each of the random samples gives an estimate of the percentage of students in the total student body of 18,000 who approve of the dress code. Assume for simplicity's sake that the true proportion for the population is 50%. This would mean that the estimates are close to the true proportion. To more precisely estimate the true proportion, it would be necessary to continue choosing samples of 100 students and to record all of the results in a summary graph as shown:
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      Notice that the statistics resulting from the samples are distributed around the population parameter. Although there is a wide range of estimates, most of them lie close to the 50% area of the graph. Therefore, the true value is likely to be in the vicinity of 50%. In addition, probability theory gives a formula for estimating how closely the sample statistics are clustered around the true value. In other words, it is possible to estimate the sampling error, or the degree of error expected for a given sample design. The formula [image: s=\sqrt{\frac{p(1-p)}{n}}] contains three variables: the parameter, [image: p], the sample size, [image: n], and the standard error, [image: s].
    


      The symbols [image: p] and [image: 1-p] in the formula represent the population parameters. For example, if 60 percent of the student body approves of the dress code and 40% disapproves, [image: p] and [image: 1-p] would be 0.6 and 0.4,, respectively. The square root of the product of [image: p] and [image: 1-p] is the population standard deviation. As previously stated, the symbol [image: n] represents the number of cases in each sample, and [image: s] is the standard error.
    


      If the assumption is made that the true population parameters are 0.50 approving of the dress code and 0.50 disapproving of the dress code, when selecting samples of 100, the standard error obtained from the formula equals 0.05:
    


[image: s=\sqrt{\frac{(0.5)(0.5)}{100}} = 0.05]



      This calculation indicates how tightly the sample estimates are distributed around the population parameter. In this case, the standard error is the standard deviation of the sampling distribution.
    


      The Empirical Rule states that certain proportions of the sample estimates will fall within defined increments, each increment being one standard error from the population parameter. According to this rule, 34% of the sample estimates will fall within one standard error above the population parameter, and another 34% will fall within one standard error below the population parameter. In the above example, you have calculated the standard error to be 0.05, so you know that 34% of the samples will yield estimates of student approval between 0.50 (the population parameter) and 0.55 (one standard error above the population parameter). Likewise, another 34% of the samples will give estimates between 0.5 and 0.45 (one standard error below the population parameter). Therefore, you know that 68% of the samples will give estimates between 0.45 and 0.55. In addition, probability theory says that 95% of the samples will fall within two standard errors of the true value, and 99.7% will fall within three standard errors. In this example, you can say that only three samples out of one thousand would give an estimate of student approval below 0.35 or above 0.65.
    


      The size of the standard error is a function of the population parameter. By looking at the formula [image: s=\sqrt{\frac{p(1-p)}{n}}], it is obvious that the standard error will increase as the quantity [image: p \ (1-p)] increases. Referring back to our example, the maximum for this product occurred when there was an even split in the population. When [image: p = 0.5, \ p(1-p)=(0.5)(0.5)=0.25]. If [image: p=0.6], then [image: p(1-p)=(0.6)(0.4)=0.24]. Likewise, if [image: p=0.8], then [image: p(1-p) = (0.8)(0.2) = 0.16]. If [image: p] were either 0 or 1 (none or all of the student body approves of the dress code), then the standard error would be 0. This means that there would be no variation, and every sample would give the same estimate.
    


      The standard error is also a function of the sample size. In other words, as the sample size increases, the standard error decreases, or the bigger the sample size, the more closely the samples will be clustered around the true value. Therefore, this is an inverse relationship. The last point about that formula that is obvious is emphasized by the square root operation. That is, the standard error will be reduced by one-half as the sample size is quadrupled.
    


On the Web



http://tinyurl.com/294stkw Explore the result of changing the population parameter, the sample size, and the number of samples taken for the proportion of Reese’s Pieces that are brown or yellow.
    


      Lesson Summary
    


      In this lesson, we have learned about probability sampling, which is the key sampling method used in survey research. In the example presented above, the elements were chosen for study from a population by random sampling. The sample size had a direct effect on the distribution of estimates of the population parameter. The larger the sample size, the closer the sampling distribution was to a normal distribution.
    


      Points to Consider
    


	Does the mean of the sampling distribution equal the mean of the population?
      

	If the sampling distribution is normally distributed, is the population normally distributed?
      

	Are there any restrictions on the size of the sample that is used to estimate the parameters of a population?
      

	Are there any other components of sampling error estimates?
      




      Multimedia Links
    


       For an example using the sampling distribution of [image: x]-bar (15.0)(16.0), see EducatorVids, Statistics: Sampling Distribution of the Sample Mean (2:15).
    



[image: ]

Click here to watch the video










      For another example of the sampling distribution of [image: x]-bar (15.0)(16.0), see tcreelmuw, Distribution of Sample Mean (2:22).
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Click here to watch the video










      Review Questions
    


      The following activity could be done in the classroom, with the students working in pairs or small groups. Before doing the activity, students could put their pennies into a jar and save them as a class, with the teacher also contributing. In a class of 30 students, groups of 5 students could work together, and the various tasks could be divided among those in each group.
    


1. If you had 100 pennies and were asked to record the age of each penny, predict the shape of the distribution. (The age of a penny is the current year minus the date on the coin.)
      

2. Construct a histogram of the ages of the pennies.
      

3. Calculate the mean of the ages of the pennies.
      




      Have each student in each group randomly select a sample of 5 pennies from the 100 coins and calculate the mean of the five ages of the coins chosen. Have the students then record their means on a number line. Have the students repeat this process until all of the coins have been chosen.
    


4. How does the mean of the samples compare to the mean of the population (100 ages)? Repeat step 4 using a sample size of 10 pennies. (As before, allow the students to work in groups.)
      

5. What is happening to the shape of the sampling distribution of the sample means as the sample size increases?
      




      The z-Score and the Central Limit Theorem
    


      Learning Objectives
    


	Understand the Central Limit Theorem and calculate a sampling distribution using the mean and standard deviation of a normally distributed random variable.
      

	Understand the relationship between the Central Limit Theorem and the normal approximation of a sampling distribution.
      




      Introduction
    


      In the previous lesson, you learned that sampling is an important tool for determining the characteristics of a population. Although the parameters of the population (mean, standard deviation, etc.) were unknown, random sampling was used to yield reliable estimates of these values. The estimates were plotted on graphs to provide a visual representation of the distribution of the sample means for various sample sizes. It is now time to define some properties of a sampling distribution of sample means and to examine what we can conclude about the entire population based on these properties.
    


      Central Limit Theorem
    


      The Central Limit Theorem is a very important theorem in statistics. It basically confirms what might be an intuitive truth to you: that as you increase the sample size for a random variable, the distribution of the sample means better approximates a normal distribution.
    


      Before going any further, you should become familiar with (or reacquaint yourself with) the symbols that are commonly used when dealing with properties of the sampling distribution of sample means. These symbols are shown in the table below:
    

Table 1.1




	
	
Population Parameter

	
Sample Statistic

	
Sampling Distribution






	
            Mean
          
	
[image: \mu]

	
[image: \bar{x}]

	
[image: \mu_{\bar{x}}]




	
            Standard Deviation
          
	
[image: \sigma]

	
[image: s]

	
[image: S_{\bar{x}}] or [image: \sigma_{\bar{x}}]




	
            Size
          
	
[image: N]

	
[image: n]

	






      As the sample size, [image: n], increases, the resulting sampling distribution would approach a normal distribution with the same mean as the population and with [image: \sigma_{\bar{x}} = \frac{\sigma}{\sqrt{n}}]. The notation [image: \sigma_{\bar{x}}] reminds you that this is the standard deviation of the distribution of sample means and not the standard deviation of a single observation.
    


      The Central Limit Theorem states the following:
    


      If samples of size [image: n] are drawn at random from any population with a finite mean and standard deviation, then the sampling distribution of the sample means, [image: \bar{x}], approximates a normal distribution as [image: n] increases.
    


      The mean of this sampling distribution approximates the population mean, and the standard deviation of this sampling distribution approximates the standard deviation of the population divided by the square root of the sample size: [image: \mu_{\bar{x}}=\mu] and [image: \sigma_{\bar{x}} = \frac{\sigma}{\sqrt{n}}].
    


      These properties of the sampling distribution of sample means can be applied to determining probabilities. If the sample size is sufficiently large [image: (>30)], the sampling distribution of sample means can be assumed to be approximately normal, even if the population is not normally distributed.
    


Example: Suppose you wanted to answer the question, “What is the probability that a random sample of 20 families in Canada will have an average of 1.5 pets or fewer?” where the mean of the population is 0.8 and the standard deviation of the population is 1.2.
    


      For the sampling distribution, [image: \mu_{\bar{x}}=\mu=0.8] and [image: \sigma_{\bar{x}} = \frac{\sigma}{\sqrt{n}} = \frac{1.2}{\sqrt{20}} = 0.268].
    


      Using technology, a sketch of this problem is as follows:
    


[image: ]



      The shaded area shows the probability that the sample mean is less than 1.5.
    


      The [image: z]-score for the value 1.5 is [image: z = \frac{\bar{x}-\mu_{\bar{x}}}{\sigma_{\bar{x}}} = \frac{1.5-0.8}{0.27} \approx 2.6].
    


      As shown above, the area under the standard normal curve to the left of 1.5 (a [image: z]-score of 2.6) is approximately 0.9937. This value can also be determined by using a graphing calculator as follows:
    


[image: ]



      Therefore, the probability that the sample mean will be below 1.5 is 0.9937. In other words, with a random sample of 20 families, it is almost definite that the average number of pets per family will be less than 1.5.
    


      The properties associated with the Central Limit Theorem are displayed in the diagram below:
    


[image: ]



      The vertical axis now reads probability density, rather than frequency, since frequency can only be used when you are dealing with a finite number of sample means. Sampling distributions, on the other hand, are theoretical depictions of an infinite number of sample means, and probability density is the relative density of the selections from within this set.
    


Example: A random sample of size 40 is selected from a known population with a mean of 23.5 and a standard deviation of 4.3. Samples of the same size are repeatedly collected, allowing a sampling distribution of sample means to be drawn.
    


      a) What is the expected shape of the resulting distribution?
    


      b) Where is the sampling distribution of sample means centered?
    


      c) What is the approximate standard deviation of the sample means?
    


      The question indicates that multiple samples of size 40 are being collected from a known population, multiple sample means are being calculated, and then the sampling distribution of the sample means is being studied. Therefore, an understanding of the Central Limit Theorem is necessary to answer the question.
    


      a) The sampling distribution of the sample means will be approximately bell-shaped.
    


      b) The sampling distribution of the sample means will be centered about the population mean of 23.5.
    


      c) The approximate standard deviation of the sample means is 0.68, which can be calculated as shown below:
    


[image: \sigma_{\bar{x}}&=\frac{\sigma}{\sqrt{n}}\ \sigma_{\bar{x}} & = \frac{4.3}{\sqrt{40}}\ \sigma_{\bar{x}} & = 0.68]



Example: Multiple samples with a sample size of 40 are taken from a known population, where [image: \mu=25] and [image: \sigma=4]. The following chart displays the sample means:
    


[image: 25 && 25 && 26 && 26 && 26 && 24 && 25 && 25 && 24 && 25\ 26 && 25 && 26 && 25 && 24 && 25 && 25 && 25 && 25 && 25\ 24 && 24 && 24 && 24 && 26 && 26 && 26 && 25 && 25 && 25\ 25 && 25 && 24 && 24 && 25 && 25 && 25 && 24 && 25 && 25\ 25 && 24 && 25 && 25 && 24 && 26 && 24 && 26 && 24 && 26\\]



      a) What is the population mean?
    


      b) Using technology, determine the mean of the sample means.
    


      c) What is the population standard deviation?
    


      d) Using technology, determine the standard deviation of the sample means.
    


      e) As the sample size increases, what value will the mean of the sample means approach?
    


      f) As the sample size increases, what value will the the standard deviation of the sample means approach?
    


      a) The population mean of 25 was given in the question: [image: \mu=25].
    


      b) The mean of the sample means is 24.94 and is determined by using '1 Vars Stat' on the TI-83/84 calculator: [image: \mu_{\bar{x}}=24.94].
    


      c) The population standard deviation of 4 was given in the question: [image: \sigma = 4].
    


      d) The standard deviation of the sample means is 0.71 and is determined by using '1 Vars Stat' on the TI-83/84 calculator: [image: S_{\bar{x}}=0.71]. Note that the Central Limit Theorem states that the standard deviation should be approximately [image: \frac{4}{\sqrt{40}}=0.63].
    


      e) The mean of the sample means will approach 25 and is determined by a property of the Central Limit Theorem: [image: \mu_{\bar{x}}=25].
    


      f) The standard deviation of the sample means will approach [image: \frac{4}{\sqrt{n}}] and is determined by a property of the Central Limit Theorem: [image: \sigma_{\bar{x}}=\frac{4}{\sqrt{n}}].
    


On the Web



http://tinyurl.com/2f969wj Explore how the sample size and the number of samples affect the mean and standard deviation of the distribution of sample means.
    


      Lesson Summary
    


      The Central Limit Theorem confirms the intuitive notion that as the sample size increases for a random variable, the distribution of the sample means will begin to approximate a normal distribution, with the mean equal to the mean of the underlying population and the standard deviation equal to the standard deviation of the population divided by the square root of the sample size, [image: n].
    


      Point to Consider
    


	How does sample size affect the variation in sample results?
      




      Multimedia Links
    


       For an explanation of the Central Limit Theorem (16.0), see Lutemann, The Central Limit Theorem, Part 1 of 2 (2:29).
    



[image: ]

Click here to watch the video










      For the second part of the explanation of the Central Limit Theorem (16.0), see Lutemann, The Central Limit Theorem, Part 2 of 2 (4:39).
    



[image: ]

Click here to watch the video










      For an example of using the Central Limit Theorem (9.0), see jsnider3675, Application of the Central Limit Theorem, Part 1 (5:44).
    



[image: ]

Click here to watch the video










      For the continuation of an example using the Central Limit Theorem (9.0), see jsnider3675, Application of the Central Limit Theorem, Part 2 (6:38).
    



[image: ]

Click here to watch the video










      Review Questions
    


1. The lifetimes of a certain type of calculator battery are normally distributed. The mean lifetime is 400 days, with a standard deviation of 50 days. For a sample of 6000 new batteries, determine how many batteries will last:
        
a. between 360 and 460 days.
          

b. more than 320 days.
          

c. less than 280 days.
          








      Confidence Intervals
    


      Learning Objectives
    


	Calculate the mean of a sample as a point estimate of the population mean.
      

	Construct a confidence interval for a population mean based on a sample mean.
      

	Calculate a sample proportion as a point estimate of the population proportion.
      

	Construct a confidence interval for a population proportion based on a sample proportion.
      

	Calculate the margin of error for a point estimate as a function of sample mean or proportion and size.
      

	Understand the logic of confidence intervals, as well as the meaning of confidence level and confidence intervals.
      




      Introduction
    


      The objective of inferential statistics is to use sample data to increase knowledge about the entire population. In this lesson, we will examine how to use samples to make estimates about the populations from which they came. We will also see how to determine how wide these estimates should be and how confident we should be about them.
    


      Confidence Intervals
    


      Sampling distributions are the connecting link between the collection of data by unbiased random sampling and the process of drawing conclusions from the collected data. Results obtained from a survey can be reported as a point estimate. For example, a single sample mean is a point estimate, because this single number is used as a plausible value of the population mean. Keep in mind that some error is associated with this estimate-the true population mean may be larger or smaller than the sample mean. An alternative to reporting a point estimate is identifying a range of possible values the parameter might take, controlling the probability that the parameter is not lower than the lowest value in this range and not higher than the largest value. This range of possible values is known as a confidence interval. Associated with each confidence interval is a confidence level. This level indicates the level of assurance you have that the resulting confidence interval encloses the unknown population mean.
    


      In a normal distribution, we know that 95% of the data will fall within two standard deviations of the mean. Another way of stating this is to say that we are confident that in 95% of samples taken, the sample statistics are within plus or minus two standard errors of the population parameter. As the confidence interval for a given statistic increases in length, the confidence level increases.
    


      The selection of a confidence level for an interval determines the probability that the confidence interval produced will contain the true parameter value. Common choices for the confidence level are 90%, 95%, and 99%. These levels correspond to percentages of the area under the normal density curve. For example, a 95% confidence interval covers 95% of the normal curve, so the probability of observing a value outside of this area is less than 5%. Because the normal curve is symmetric, half of the 5% is in the left tail of the curve, and the other half is in the right tail of the curve. This means that 2.5% is in each tail.
    


[image: ]



      The graph shown above was made using a TI-83 graphing calculator and shows a normal distribution curve for a set of data for which [image: \mu=50] and [image: \sigma=12]. A 95% confidence interval for the standard normal distribution, then, is the interval ([image: -1.96], 1.96), since 95% of the area under the curve falls within this interval. The [image: \pm 1.96] are the [image: z]-scores that enclose the given area under the curve. For a normal distribution, the margin of error is the amount that is added to and subtracted from the mean to construct the confidence interval. For a 95% confidence interval, the margin of error is [image: 1.96\sigma]. (Note that previously we said that 95% of the data in a normal distribution falls within [image: \pm 2] standard deviations of the mean. This was just an estimate, and for the remainder of this textbook, we'll assume that 95% of the data actually falls within [image: \pm 1.96] standard deviations of the mean.)
    


      The following is the derivation of the confidence interval for the population mean, [image: \mu]. In it, [image: z_{\frac{\alpha}{2}}] refers to the positive [image: z]-score for a particular confidence interval. The Central Limit Theorem tells us that the distribution of [image: \bar{x}] is normal, with a mean of [image: \mu] and a standard deviation of [image: \frac{\sigma}{\sqrt{n}}]. Consider the following:
    


[image: -z_{\frac{\alpha}{2}} < \frac{\bar{x}-\mu}{\frac{\sigma}{\sqrt{n}}} < z_{\frac{\alpha}{2}}]



      All values are known except for [image: \mu]. Solving for this parameter, we have:
    


[image: &-\bar{x} - z_{\frac{\alpha}{2}}\frac{\sigma}{\sqrt{n}} < -\mu<z_{\frac{\alpha}{2}}\frac{\sigma}{\sqrt{n}}-\bar{x}\ &\bar{x} + z_{\frac{\alpha}{2}}\frac{\sigma}{\sqrt{n}} > \mu > -z_{\frac{\alpha}{2}}\frac{\sigma}{\sqrt{n}}+\bar{x}\ &\bar{x} + z_{\frac{\alpha}{2}}\frac{\sigma}{\sqrt{n}} > \mu > \bar{x} - z_{\frac{\alpha}{2}}\frac{\sigma}{\sqrt{n}}\ &\bar{x} - z_{\frac{\alpha}{2}}\frac{\sigma}{\sqrt{n}} < \mu < \bar{x} + z_{\frac{\alpha}{2}}\frac{\sigma}{\sqrt{n}}]



      Another way to express this is: [image: \bar{x} \pm z_{\frac{\alpha}{2}}\left ( \frac{\sigma}{\sqrt{n}} \right )].
    


On the Web



http://tinyurl.com/27syj3x This simulates confidence intervals for the mean of the population.
    


Example: Jenny randomly selected 60 muffins of a particular brand and had those muffins analyzed for the number of grams of fat that they each contained. Rather than reporting the sample mean (point estimate), she reported the confidence interval. Jenny reported that the number of grams of fat in each muffin is between 10.3 grams and 11.2 grams with 95% confidence.
    


      In this example, the population mean is unknown. This number is fixed, not variable, and the sample means are variable, because the samples are random. If this is the case, does the confidence interval enclose this unknown true mean? Random samples lead to the formation of confidence intervals, some of which contain the fixed population mean and some of which do not. The most common mistake made by persons interpreting a confidence interval is claiming that once the interval has been constructed, there is a 95% probability that the population mean is found within the confidence interval. Even though the population mean is unknown, once the confidence interval is constructed, either the mean is within the confidence interval, or it is not. Hence, any probability statement about this particular confidence interval is inappropriate. In the above example, the confidence interval is from 10.3 to 12.1, and Jenny is using a 95% confidence level. The appropriate statement should refer to the method used to produce the confidence interval. Jenny should have stated that the method that produced the interval from 10.3 to 12.1 has a 0.95 probability of enclosing the population mean. This means if she did this procedure 100 times, 95 of the intervals produced would contain the population mean. The probability is attributed to the method, not to any particular confidence interval. The following diagram demonstrates how the confidence interval provides a range of plausible values for the population mean and that this interval may or may not capture the true population mean. If you formed 100 intervals in this manner, 95 of them would contain the population mean.
    


[image: ]



Example: The following questions are to be answered with reference to the above diagram.
    


      a) Were all four sample means within [image: 1.96 \frac{\sigma}{\sqrt{n}}], or [image: 1.96\sigma_{\bar{x}}], of the population mean? Explain.
    


      b) Did all four confidence intervals capture the population mean? Explain.
    


      c) In general, what percentage of [image: \bar{x}'s] should be within [image: 1.96 \frac{\sigma}{\sqrt{n}}] of the population mean?
    


      d) In general, what percentage of the confidence intervals should contain the population mean?
    


      a) The sample mean, [image: \bar{x}], for Sample 3 was not within [image: 1.96\frac{\sigma}{\sqrt{n}}] of the population mean. It did not fall within the vertical lines to the left and right of the population mean.
    


      b) The confidence interval for Sample 3 did not enclose the population mean. This interval was just to the left of the population mean, which is denoted with the vertical line found in the middle of the sampling distribution of the sample means.
    


      c) 95%
    


      d) 95%
    


      When the sample size is large [image: (n>30)], the confidence interval for the population mean is calculated as shown below:
    


[image: \bar{x}\pm z_{\frac{\alpha}{2}} \left ( \frac{\sigma}{\sqrt{n}} \right )], where [image: z_{\frac{\alpha}{2}}] is 1.96 for a 95% confidence interval, 1.645 for a 90% confidence interval, and 2.56 for a 99% confidence interval.
    


Example: Julianne collects four samples of size 60 from a known population with a population standard deviation of 19 and a population mean of 110. Using the four samples, she calculates the four sample means to be:
    


[image: 107 \qquad 112 \qquad 109 \qquad 115]



      a) For each sample, determine the 90% confidence interval.
    


      b) Do all four confidence intervals enclose the population mean? Explain.
    


      a) [image: &\bar{x} \pm z\frac{\sigma}{\sqrt{n}} && \bar{x} \pm z\frac{\sigma}{\sqrt{n}} && \bar{x} \pm z\frac{\sigma}{\sqrt{n}}\ &107 \pm (1.645)(\frac{19}{\sqrt{60}}) && 112 \pm (1.645)(\frac{19}{\sqrt{60}}) && 109 \pm (1.645)(\frac{19}{\sqrt{60}})\ &107 \pm 4.04 && 112 \pm 4.04 && 109 \pm 4.04\ &\text{from} \ 102.96 \ \text{to} \ 111.04 && \text{from} \ 107.96 \ \text{to} \ 116.04 && \text{from} \ 104.96 \ \text{to} \ 113.04]



[image: &\bar{x} \pm z\frac{\sigma}{\sqrt{n}}\ &115 \pm (1.645)(\frac{19}{\sqrt{60}})\ &115 \pm 4.04\ &\text{from} \ 110.96 \ \text{to} \ 119.04]



      b) Three of the confidence intervals enclose the population mean. The interval from 110.96 to 119.04 does not enclose the population mean.
    


Technology Note: Simulation of Random Samples and Formation of Confidence Intervals on the TI-83/84 Calculator



      Now it is time to use a graphing calculator to simulate the collection of three samples of sizes 30, 60, and 90, respectively. The three sample means will be calculated, as well as the three 95% confidence intervals. The samples will be collected from a population that displays a normal distribution, with a population standard deviation of 108 and a population mean of 2130. First, store the three samples in L1, L2, and L3, respectively, as shown below:
    


[image: ]



[image: ]



      Store 'randInt[image: (\mu,\sigma,n)]' in L1. The sample size is [image: n=30].
    


      Store 'randInt[image: (\mu,\sigma,n)]' in L2. The sample size is [image: n=60].
    


      Store 'randInt[image: (\mu,\sigma,n)]' in L3. The sample size is [image: n=90].
    


      The lists of numbers can be viewed by pressing [STAT][ENTER]. The next step is to calculate the mean of each of these samples.
    


      To do this, first press [2ND][LIST] and go to the MATH menu. Next, select the 'mean(' command and press [2ND][L1][ENTER]. Repeat this process for L2 and L3.
    


      Note that your confidence intervals will be different than the ones calculated below, because the random numbers generated by your calculator will be different, and thus, your means will be different. For us, the means of L1, L2, and L3 were 1309.6, 1171.1, and 1077.1, respectively, so the confidence intervals are as follows:
    


[image: & \bar{x} \pm z\frac{\sigma}{\sqrt{n}} && \bar{x} \pm z\frac{\sigma}{\sqrt{n}} && \bar{x} \pm z\frac{\sigma}{\sqrt{n}}\ & 1309.6 \pm (1.96)(\frac{108}{\sqrt{30}}) && 1171.1 \pm (1.96)(\frac{108}{\sqrt{60}}) && 1077.1 \pm (1.96)(\frac{108}{\sqrt{90}})\ & 1309.6 \pm 38.65 && 1171.1 \pm 27.33 && 1077.1 \pm 22.31\ & \text{from} \ 1270.95 \ \text{to} \ 1348.25 && \text{from} \ 1143.77 \ \text{to} \ 1198.43 && \text{from} \ 1054.79 \ \text{to} \ 1099.41]



      As was expected, the value of [image: \bar{x}] varied from one sample to the next. The other fact that was evident was that as the sample size increased, the length of the confidence interval became smaller, or decreased. This is because with the increase in sample size, you have more information, and thus, your estimate is more accurate, which leads to a narrower confidence interval.
    


      In all of the examples shown above, you calculated the confidence intervals for the population mean using the formula [image: \bar{x} \pm z_{\frac{\alpha}{2}} \left ( \frac{\sigma}{\sqrt{n}} \right )]. However, to use this formula, the population standard deviation [image: \sigma] had to be known. If this value is unknown, and if the sample size is large [image: (n>30)], the population standard deviation can be replaced with the sample standard deviation. Thus, the formula [image: \bar{x} \pm z_{\frac{\alpha}{2}} \left ( \frac{s_x}{\sqrt{n}} \right )] can be used as an interval estimator, or confidence interval. This formula is valid only for simple random samples. Since [image: z_{\frac{\alpha}{2}} \left ( \frac{s_x}{\sqrt{n}} \right )] is the margin of error, a confidence interval can be thought of simply as: [image: \bar{x} \pm] the margin of error.
    


Example: A committee set up to field-test questions from a provincial exam randomly selected grade 12 students to answer the test questions. The answers were graded, and the sample mean and sample standard deviation were calculated. Based on the results, the committee predicted that on the same exam, 9 times out of 10, grade 12 students would have an average score of within 3% of 65%.
    


      a) Are you dealing with a 90%, 95%, or 99% confidence level?
    


      b) What is the margin of error?
    


      c) Calculate the confidence interval.
    


      d) Explain the meaning of the confidence interval.
    


      a) You are dealing with a 90% confidence level. This is indicated by 9 times out of 10.
    


      b) The margin of error is 3%.
    


      c) The confidence interval is [image: \bar{x} \pm] the margin of error, or 62% to 68%.
    


      d) There is a 0.90 probability that the method used to produce this interval from 62% to 68% results in a confidence interval that encloses the population mean (the true score for this provincial exam).
    


      Confidence Intervals for Hypotheses about Population Proportions
    


      In estimating a parameter, we can use a point estimate or an interval estimate. The point estimate for the population proportion, [image: p], is [image: \hat{p}]. We can also find interval estimates for this parameter. These intervals are based on the sampling distributions of [image: \hat{p}].
    


      If we are interested in finding an interval estimate for the population proportion, the following two conditions must be satisfied:
    


1. We must have a random sample.
      

2. The sample size must be large enough ([image: n\hat{p}>10] and [image: n(1-\hat{p})>10]) that we can use the normal distribution as an approximation to the binomial distribution.
      




[image: \sqrt{\frac{p(1-p)}{n}}] is the standard deviation of the distribution of sample proportions. The distribution of sample proportions is as follows:
    


[image: ]



      Since we do not know the value of [image: p], we must replace it with [image: \hat{p}]. We then have the standard error of the sample proportions, [image: \sqrt{\frac{\hat{p}(1-\hat{p})}{n}}]. If we are interested in a 95% confidence interval, using the Empirical Rule, we are saying that we want the difference between the sample proportion and the population proportion to be within 1.96 standard deviations.
    


      That is, we want the following:
    


[image: &-1.96 \ \text{standard errors} < \hat{p}-p<1.96 \ \text{standard errors}\ &-\hat{p}-1.96\sqrt{\frac{\hat{p}(1-\hat{p})}{n}} < - p < -\hat{p} + 1.96 \sqrt{\frac{\hat{p}(1-\hat{p})}{n}}\ &\hat{p} + 1.96 \sqrt{\frac{\hat{p}(1-\hat{p})}{n}} > p > \hat{p}-1.96\sqrt{\frac{\hat{p}(1-\hat{p})}{n}}\ &\hat{p} - 1.96 \sqrt{\frac{\hat{p}(1-\hat{p})}{n}} < p < \hat{p}+1.96\sqrt{\frac{\hat{p}(1-\hat{p})}{n}}]



      This is a 95% confidence interval for the population proportion. If we generalize for any confidence level, the confidence interval is as follows:
    


[image: \hat{p}-z_{\frac{\alpha}{2}}\sqrt{\frac{\hat{p}(1-\hat{p})}{n}} < p < \hat{p} + z_{\frac{\alpha}{2}} \sqrt{\frac{\hat{p}(1-\hat{p})}{n}}]



      In other words, the confidence interval is [image: \hat{p} \pm z_{\frac{\alpha}{2}} \left ( \sqrt{\frac{\hat{p}(1-\hat{p})}{n}} \right )]. Remember that [image: z_{\frac{\alpha}{2}}] refers to the positive [image: z]-score for a particular confidence interval. Also, [image: \hat{p}] is the sample proportion, and [image: n] is the sample size. As before, the margin of error is [image: z_{\frac{\alpha}{2}} \left ( \sqrt{\frac{\hat{p}(1-\hat{p})}{n}} \right )], and the confidence interval is [image: \hat{p}\pm] the margin of error.
    


Example: A congressman is trying to decide whether to vote for a bill that would legalize gay marriage. He will decide to vote for the bill only if 70 percent of his constituents favor the bill. In a survey of 300 randomly selected voters, 224 (74.6%) indicated they would favor the bill. The congressman decides that he wants an estimate of the proportion of voters in the population who are likely to favor the bill. Construct a confidence interval for this population proportion.
    


      Our sample proportion is 0.746, and our standard error of the proportion is 0.0251. We will construct a 95% confidence interval for the population proportion. Under the normal curve, 95% of the area is between [image: z = -1.96] and [image: z=1.96]. Thus, the confidence interval for this proportion would be:
    


[image: & 0.746 \pm (1.96)(0.0251)\ & 0.697 < p < 0.795]



      With respect to the population proportion, we are 95% confident that the interval from 0.697 to 0.795 contains the population proportion. The population proportion is either in this interval, or it is not. When we say that this is a 95% confidence interval, we mean that if we took 100 samples, all of size [image: n], and constructed 95% confidence intervals for each of these samples, 95 out of the 100 confidence intervals we constructed would capture the population proportion, [image: p].
    


Example: A large grocery store has been recording data regarding the number of shoppers that use savings coupons at its outlet. Last year, it was reported that 77% of all shoppers used coupons, and 19 times out of 20, these results were considered to be accurate within 2.9%.
    


      a) Are you dealing with a 90%, 95%, or 99% confidence level?
    


      b) What is the margin of error?
    


      c) Calculate the confidence interval.
    


      d) Explain the meaning of the confidence interval.
    


      a) The statement 19 times out of 20 indicates that you are dealing with a 95% confidence interval.
    


      b) The results were accurate within 2.9%, so the margin of error is 0.029.
    


      c) The confidence interval is simply [image: \hat{p} \pm] the margin of error.
    


[image: 77\%-2.9\%=74.1\% \qquad 77\%+2.9\%=79.9\%]



      Thus, the confidence interval is from 0.741 to 0.799.
    


      d) The 95% confidence interval from 0.741 to 0.799 for the population proportion is an interval calculated from a sample by a method that has a 0.95 probability of capturing the population proportion.
    


On the Web



http://tinyurl.com/27syj3x This simulates confidence intervals for the population proportion.
    


http://tinyurl.com/28z97lr Explore how changing the confidence level and/or the sample size affects the length of the confidence interval.
    


      Lesson Summary
    


      In this lesson, you learned that a sample mean is known as a point estimate, because this single number is used as a plausible value of the population mean. In addition to reporting a point estimate, you discovered how to calculate an interval of reasonable values based on the sample data. This interval estimator of the population mean is called the confidence interval. You can calculate this interval for the population mean by using the formula [image: \bar{x}\pm z_{\frac{\alpha}{2}} \left ( \frac{\sigma}{\sqrt{n}} \right )]. The value of [image: z_{\frac{\alpha}{2}}] is different for each confidence interval of 90%, 95%, and 99%. You also learned that the probability is attributed to the method used to calculate the confidence interval.
    


      In addition, you learned that you calculate the confidence interval for a population proportion by using the formula [image: \hat{p} \pm z_{\frac{\alpha}{2}} \left ( \sqrt{\frac{\hat{p}(1-\hat{p})}{n}} \right )].
    


      Points to Consider
    


	Does replacing [image: \sigma] with [image: s] change your chance of capturing the unknown population mean?
      

	Is there a way to increase the chance of capturing the unknown population mean?
      




      Multimedia Links
    


       For an explanation of the concept of confidence intervals (17.0), see kbower50, What are Confidence Intervals? (3:24).
    



[image: ]

Click here to watch the video










      For a description of the formula used to find confidence intervals for the mean (17.0), see mathguyzero, Statistics Confidence Interval Definition and Formula (1:26).
    



[image: ]

Click here to watch the video










      For an interactive demonstration of the relationship between margin of error, sample size, and confidence intervals (17.0), see wolframmathematica, Confidence Intervals: Confidence Level, Sample Size, and Margin of Error (0:16).
    



[image: ]

Click here to watch the video










      For an explanation on finding the sample size for a particular margin of error (17.0), see statslectures, Calculating Required Sample Size to Estimate Population Mean (2:18).
    



[image: ]

Click here to watch the video










      Review Questions
    


1. In a local teaching district, a technology grant is available to teachers in order to install a cluster of four computers in their classrooms. From the 6,250 teachers in the district, 250 were randomly selected and asked if they felt that computers were an essential teaching tool for their classroom. Of those selected, 142 teachers felt that computers were an essential teaching tool.
        
a. Calculate a 99% confidence interval for the proportion of teachers who felt that computers are an essential teaching tool.
          

b. How could the survey be changed to narrow the confidence interval but to maintain the 99% confidence interval?
          





2. Josie followed the guidelines presented to her and conducted a binomial experiment. She did 300 trials and reported a sample proportion of 0.61.
        
a. Calculate the 90%, 95%, and 99% confidence intervals for this sample.
          

b. What did you notice about the confidence intervals as the confidence level increased? Offer an explanation for your findings?
          

c. If the population proportion were 0.58, would all three confidence intervals enclose it? Explain.
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      Learning Objectives
    


	Develop null and alternative hypotheses to test for a given situation.
      

	Understand the critical regions of a graph for one- and two-tailed hypothesis tests.
      

	Calculate a test statistic to evaluate a hypothesis.
      

	Test the probability of an event using the [image: P]-value.
      

	Understand type I and type II errors.
      

	Calculate the power of a test.
      




      Introduction
    


      In this chapter, we will explore hypothesis testing, which involves making conjectures about a population based on a sample drawn from the population. Hypothesis tests are often used in statistics to analyze the likelihood that a population has certain characteristics. For example, we can use hypothesis testing to analyze if a senior class has a particular average SAT score or if a prescription drug has a certain proportion of the active ingredient.
    


      A hypothesis is simply a conjecture about a characteristic or set of facts. When performing statistical analyses, our hypotheses provide the general framework of what we are testing and how to perform the test.
    


      These tests are never certain, and we can never prove or disprove hypotheses with statistics, but the outcomes of these tests provide information that either helps support or refute the hypothesis itself.
    


      In this section, we will learn about different hypothesis tests, how to develop hypotheses, how to calculate statistics to help support or refute the hypotheses, and how to better understand the errors associated with hypothesis testing.
    


      Developing Null and Alternative Hypotheses
    


Hypothesis testing involves testing the difference between a hypothesized value of a population parameter and the estimate of that parameter, which is calculated from a sample. If the parameter of interest is the mean of the population in hypothesis testing, we are essentially determining the magnitude of the difference between the mean of the sample and the hypothesized mean of the population. If the difference is very large, we reject our hypothesis about the population. If the difference is very small, we do not. Below is an overview of this process.
    


[image: ]



      In statistics, the hypothesis to be tested is called the null hypothesis and is given the symbol [image: H_0]. The alternative hypothesis is given the symbol [image: H_a].
    


      The null hypothesis defines a specific value of the population parameter that is of interest. Therefore, the null hypothesis always includes the possibility of equality. Consider the following:
    


[image: H_0: \mu & = 3.2\ H_a: \mu & \neq 3.2]



      In this situation, if our sample mean, [image: \bar{x}], is very different from 3.2, we would reject [image: H_0]. That is, we would reject [image: H_0] if [image: \bar{x}] is much larger than 3.2 or much smaller than 3.2. This is called a two-tailed test. An [image: \bar{x}] that is very unlikely if [image: H_0] is true is considered to be good evidence that the claim [image: H_0] is not true. Consider [image: H_0: \mu \le 3.2] and [image: H_a: \mu > 32]. In this situation, we would reject [image: H_0] for very large values of [image: \bar{x}]. This is called a one-tailed test. If, for this test, our data gives [image: \bar{x}=15], it would be highly unlikely that finding an [image: \bar{x}] this different from 3.2 would occur by chance, so we would probably reject the null hypothesis in favor of the alternative hypothesis.
    


Example: If we were to test the hypothesis that the seniors had a mean SAT score of 1100, our null hypothesis would be that the SAT score would be equal to 1100, or:
    


[image: H_0: \mu = 1100]



      We test the null hypothesis against an alternative hypothesis, which, as previously stated, is given the symbol [image: H_a] and includes the outcomes not covered by the null hypothesis. Basically, the alternative hypothesis states that there is a difference between the hypothesized population mean and the sample mean. The alternative hypothesis can be supported only by rejecting the null hypothesis. In our example above about the SAT scores of graduating seniors, our alternative hypothesis would state the opposite of the null hypothesis, or:
    


[image: H_a: \mu \neq 1100]



      Let’s take a look at examples and develop a few null and alternative hypotheses.
    


Example: We have a medicine that is being manufactured, and each pill is supposed to have 14 milligrams of the active ingredient. What are our null and alternative hypotheses?
    


      Solution:
    


[image: H_0 : \mu &=14\ H_a : \mu &\neq 14]



      Our null hypothesis states that the population has a mean equal to 14 milligrams. Our alternative hypothesis states that the population has a mean that differs from 14 milligrams. This is a two-tailed test.
    


Example: A school principal wants to test if it is true what teachers say-that high school juniors use the computer an average 3.2 hours a day. What are our null and alternative hypotheses?
    


[image: H_0: \mu &= 3.2\ H_a: \mu & \neq 3.2]



      Our null hypothesis states that the population has a mean equal to 3.2 hours. Our alternative hypothesis states that the population has a mean that differs from 3.2 hours. This is also a two-tailed test.
    


      Deciding Whether to Reject the Null Hypothesis: One-Tailed and Two-Tailed Hypothesis Tests
    


      When a hypothesis is tested, a statistician must decide on how much evidence is necessary in order to reject the null hypothesis. For example, if the null hypothesis is that the average height of a population is 64 inches, a statistician wouldn't measure one person who is 66 inches and reject the hypothesis based on this one trial. It is too likely that the discrepancy was merely due to chance.
    


      We use statistical tests to determine if the sample data give good evidence against the [image: H_0]. The numerical measure that we use to determine the strength of the sample evidence we are willing to consider strong enough to reject [image: H_0] is called the level of significance, and it is denoted by [image: \alpha]. If we choose, for example, [image: \alpha=0.01], we are saying that the data we have collected would happen no more than 1% of the time when [image: H_0] is true.
    


      The most frequently used levels of significance are 0.05 and 0.01. If our data results in a statistic that falls within the region determined by the level of significance, then we reject [image: H_0]. Therefore, the region is called the critical region. When choosing the level of significance, we need to consider the consequences of rejecting or failing to reject the null hypothesis. If there is the potential for health consequences (as in the case of active ingredients in prescription medications) or great cost (as in the case of manufacturing machine parts), we should use a more conservative critical region, with levels of significance such as 0.005 or 0.001.
    


      When determining the critical regions for a two-tailed hypothesis test, the level of significance represents the extreme areas under the normal density curve. This is a two-tailed hypothesis test, because the critical region is located in both ends of the distribution. For example, if there was a significance level of 0.05, the critical region would be the most extreme 5 percent under the curve, with 2.5 percent on each tail of the distribution.
    


[image: ]



      Therefore, if the mean from the sample taken from the population falls within one of these critical regions, we would conclude that there was too much of a difference between our sample mean and the hypothesized population mean, and we would reject the null hypothesis. However, if the mean from the sample falls in the middle of the distribution (in between the critical regions), we would fail to reject the null hypothesis.
    


      We calculate the critical region for a single-tail hypothesis test a bit differently. We would use a single-tail hypothesis test when the direction of the results is anticipated or we are only interested in one direction of the results. For example, a single-tail hypothesis test may be used when evaluating whether or not to adopt a new textbook. We would only decide to adopt the textbook if it improved student achievement relative to the old textbook. A single-tail hypothesis simply states that the mean is greater or less than the hypothesized value.
    


      When performing a single-tail hypothesis test, our alternative hypothesis looks a bit different. When developing the alternative hypothesis in a single-tail hypothesis test, we would use the symbols for greater than or less than. Using our example about SAT scores of graduating seniors, our null and alternative hypothesis would look something like:
    


[image: H_0: \mu &= 1100\ H_a: \mu & > 1100]



      In this scenario, our null hypothesis states that the mean SAT score would be equal to 1100, while the alternate hypothesis states that the mean SAT score would be greater than 1100. A single-tail hypothesis test also means that we have only one critical region, because we put the entire region of rejection into just one side of the distribution. When the alternative hypothesis is that the sample mean is greater, the critical region is on the right side of the distribution. When the alternative hypothesis is that the sample is smaller, the critical region is on the left side of the distribution (see below).
    


[image: ]



      To calculate the critical regions, we must first find the cut-offs, or the critical values, where the critical regions start. These values are specified by the [image: z]-distribution and can be found in a table that lists the areas of each of the tails under a normal distribution. Using this table, we find that for a 0.05 significance level, our critical values would fall at 1.96 standard errors above and below the mean. For a 0.01 significance level, our critical values would fall at 2.57 standard errors above and below the mean. Using the [image: z]-distribution, we can find critical values (as specified by standard [image: z]-scores) for any level of significance for either single-tailed or two-tailed hypothesis tests.
    


Example: Determine the critical value for a single-tailed hypothesis test with a 0.05 significance level.
    


      Using the [image: z]-distribution table, we find that a significance level of 0.05 corresponds with a critical value of 1.645. If our alternative hypothesis is that the mean is greater than a specified value, the critical value would be 1.645. Due to the symmetry of the normal distribution, if the alternative hypothesis is that the mean is less than a specified value, the critical value would be [image: -1.645].
    


Technology Note: Finding Critical [image: z]-Values on the TI-83/84 Calculator



      You can also find this critical value using the TI-83/84 calculator as follows: Press [2ND][DISTR], choose 'invNorm(', enter 0.05, 0, and 1, separated by commas, and press [ENTER]. This returns [image: -1.64485]. The syntax for the 'invNorm(' command is 'invNorm (area to the left, mean, standard deviation)'.
    


      Calculating the Test Statistic
    


      Before evaluating our hypotheses by determining the critical region and calculating the test statistic, we need to confirm that the distribution is normal and determine the hypothesized mean, [image: \mu], of the distribution.
    


      To evaluate the sample mean against the hypothesized population mean, we use the concept of [image: z-]scores to determine how different the two means are from each other. Based on the Central Limit Theorem, the distribution of [image: \overline{x}] is normal, with mean, [image: \mu], and standard deviation, [image: \frac{\sigma}{\sqrt{n}}]. As we learned in previous lessons, the [image: z]-score is calculated by using the following formula:
    


[image: z=\frac{\bar{x}-\mu}{\frac{\sigma}{\sqrt{n}}}]



      where:
    


[image: z] is the standardized score.
    


[image: \bar{x}] is the sample mean.
    


[image: \mu] is the population mean under the null hypothesis.
    


[image: \sigma] is the population standard deviation.
    


      If we do not have the population standard deviation, and if [image: n \ge 30], we can use the sample standard deviation, [image: s]. If [image: n < 30] and we do not have the population sample standard deviation, we use a different distribution, which will be discussed in a future lesson.
    


      Once we calculate the [image: z]-score, we can make a decision about whether to reject or to fail to reject the null hypothesis based on the critical values.
    


      The following are the steps you must take when doing a hypothesis test:
    


1. Determine the null and alternative hypotheses.
      

2. Verify that the necessary conditions are satisfied, and summarize the data into a test statistic.
      

3. Determine the [image: \alpha] level.
      

4. Determine the critical region(s).
      

5. Make a decision (reject or fail to reject the null hypothesis).
      

6. Interpret the decision in the context of the problem.
      




Example: College A has an average SAT score of 1500. From a random sample of 125 freshman psychology students, we find the average SAT score to be 1450, with a standard deviation of 100. We want to know if these freshman psychology students are representative of the overall population. What are our hypotheses and test statistic?
    


      1. Let’s first develop our null and alternative hypotheses:
    


[image: H_0: \mu &= 1500\ H_a: \mu &\neq 1500]



      2. The test statistic is [image: z=\frac{\bar{x}-\mu}{\frac{\sigma}{\sqrt{n}}}=\frac{1450-1500}{\frac{100}{\sqrt{125}}} \approx -5.59].
    


      3. Now we choose [image: \alpha=0.05].
    


      4. This is a two-tailed test. If we choose [image: \alpha=0.05], the critical values will be [image: -1.96] and 1.96. (Use 'invNorm(0.025,0,1)' and the symmetry of the normal distribution to determine these critical values.) That is, we will reject the null hypothesis if the value of our test statistic is less than [image: -1.96] or greater than 1.96.
    


      5. The value of the test statistic is [image: -5.59]. This is less than [image: -1.96], so our decision is to reject [image: H_0].
    


      6. Based on this sample, we believe that the mean is not equal to 1500.
    


Example: A farmer is trying out a planting technique that he hopes will increase the yield of his pea plants. Over the last 5 years, the average number of pods on one of his pea plants was 145 pods, with a standard deviation of 100 pods. This year, after trying his new planting technique, he takes a random sample of 144 of his plants and finds the average number of pods to be 147. He wonders whether or not this is a statistically significant increase. What are his hypotheses and test statistic?
    


      1. First, we develop our null and alternative hypotheses:
    


[image: H_0: \mu &= 145\ H_a: \mu &> 145]



      This alternative hypothesis uses the '>' symbol, since the farmer believes that there might be a gain in the number of pods.
    


      2. Next, we calculate the test statistic for the sample of pea plants:
    


[image: z=\frac{\bar{x}-\mu}{\frac{\sigma}{\sqrt{n}}}=\frac{147-145}{\frac{100}{\sqrt{144}}} \approx 0.24]



      3. Now we choose [image: \alpha=0.05].
    


      4. The critical value will be 1.645. (Use 'invNorm(0.95,0,1)' to determine this critical value.) We will reject the null hypothesis if the test statistic is greater than 1.645. The value of the test statistic is 0.24.
    


      5. The test statistic is less than 1.645, so our decision is to fail to reject [image: H_0].
    


      6. Based on our sample, we believe the mean is equal to 145.
    


      Finding the [image: P]-Value of an Event
    


      We can also evaluate a hypothesis by asking, “What is the probability of obtaining the value of the test statistic that we did if the null hypothesis is true?” This is called the [image: P]-value.
    


Example: Let’s use the example of the pea farmer. As we mentioned, the farmer is wondering if the number of pea pods per plant has gone up with his new planting technique and finds that out of a sample of 144 peas, there is an average number of 147 pods per plant (compared to a previous average of 145 pods). To determine the [image: P]-value, we ask, "What is [image: P(z>0.24)]?" That is, what is the probability of obtaining a [image: z]-score greater than 0.24 if the null hypothesis is true? Using the 'normcdf(0.24,99999999,0,1)' command on a graphing calculator, we find this probability to be 0.41. This indicates that there is a 41% chance that under the null hypothesis, the peas will produce more than 145 pods. Since the [image: P]-value is greater than [image: \alpha], we fail to reject the null hypothesis.
    


      Type I and Type II Errors
    


      When we decide to reject or not to reject the null hypothesis, we have four possible scenarios:
    


	The null hypothesis is true, and we reject it.
      

	The null hypothesis is true, and we do not reject it.
      

	The null hypothesis is false, and we do not reject it.
      

	The null hypothesis is false, and we reject it.
      




      Two of these four possible scenarios lead to correct decisions: not rejecting the null hypothesis when it is true and rejecting the null hypothesis when it is false.
    


      Two of these four possible scenarios lead to errors: rejecting the null hypothesis when it is true and not rejecting the null hypothesis when it is false.
    


      Which type of error is more serious depends on the specific research situation, but ideally, both types of errors should be minimized during the analysis.
    

Table 2.1



        Below is a table outlining the possible outcomes in hypothesis testing:
      


	
	
[image: H_0] is true

	
[image: H_0] is false






	
            Not Reject [image: H_0]

	
            Good Decision
          
	
            Error (type II)
          



	
            Reject [image: H_0]

	
            Error (type I)
          
	
            Good Decision
          






      The general approach to hypothesis testing focuses on the type I error: rejecting the null hypothesis when it may be true. The level of significance, also known as the alpha level, is defined as the probability of making a type I error when testing a null hypothesis. For example, at the 0.05 level, we know that the decision to reject the hypothesis may be incorrect 5 percent of the time.
    


[image: \alpha= P(\text{rejecting} \ H_0|H_0 \ \text{is true})=P(\text{making a type I error})]



      Calculating the probability of making a type II error is not as straightforward as calculating the probability of making a type I error. The probability of making a type II error can only be determined when values have been specified for the alternative hypothesis. The probability of making a type II error is denoted by [image: \beta].
    


[image: \beta= P(\text{not rejecting} \ H_0|H_0 \ \text{is false})=P(\text{making a type II error})]



      Once the value for the alternative hypothesis has been specified, it is possible to determine the probability of making a correct decision, which is [image: 1-\beta]. This quantity, [image: 1-\beta], is called the power of a test.
    


      The goal in hypothesis testing is to minimize the potential of both type I and type II errors. However, there is a relationship between these two types of errors. As the level of significance, or alpha level, increases, the probability of making a type II error [image: (\beta)] decreases, and vice versa.
    


On the Web



http://tinyurl.com/35zg7du This link leads you to a graphical explanation of the relationship between [image: \alpha] and [image: \beta].
    


      Often we establish the alpha level based on the severity of the consequences of making a type I error. If the consequences are not that serious, we could set an alpha level at 0.10 or 0.20. However, in a field like medical research, we would set the alpha level very low (at 0.001, for example) if there was potential bodily harm to patients. We can also attempt minimize the type II errors by setting higher alpha levels in situations that do not have grave or costly consequences.
    


      Calculating the Power of a Test
    


      The power of a test is defined as the probability of rejecting the null hypothesis when it is false (that is, making the correct decision). Obviously, we want to maximize this power if we are concerned about making type II errors. To determine the power of the test, there must be a specified value for the alternative hypothesis.
    


Example: Suppose that a doctor is concerned about making a type II error only if the active ingredient in a new medication is less than 3 milligrams higher than what was specified in the null hypothesis (say, 250 milligrams, with a sample of 200 and a standard deviation of 50). In this case, we have values for both the null and the alternative hypotheses:
    


[image: H_0: \mu &= 250\ H_a: \mu &= 253]



      By specifying a value for the alternative hypothesis, we have selected one of the many possible values for [image: H_a]. In determining the power of the test, we must assume that [image: H_a] is true and determine whether we would correctly reject the null hypothesis
    


      Calculating the exact value for the power of the test requires determining the area above the critical value set up to test the null hypothesis when it is re-centered around the alternative hypothesis. If we have an alpha level of 0.05, our critical value would be 1.645 for a one-tailed test. Therefore, we can plug our numbers into the [image: z]-score formula as follows:
    


[image: z &= \frac{\bar{x}-\mu}{\frac{\sigma}{\sqrt{n}}}\ 1.645 &= \frac{\bar{x}-250}{\frac{50}{\sqrt{200}}}]



      Solving for [image: \bar{x}], we find: [image: \bar{x}=(1.645)(\frac{50}{\sqrt{200}})+ 250 \approx 255.8].
    


      Now, with a new mean set at the alternative hypothesis, [image: H_a:\mu=253], we want to find the value of the critical score when we center our [image: \bar{x}] around the population mean of the alternative hypothesis, [image: \mu=253]. This can be done as follows:
    


[image: z=\frac{\bar{x}-\mu}{\frac{\sigma}{\sqrt{n}}}=\frac{255.8-253}{\frac{50}{\sqrt{200}}} \approx 0.79]



      Recall that we reject the null hypothesis if the critical value is to the right of 0.79. The question now is, "What is the probability of rejecting the null hypothesis when, in fact, the alternative hypothesis is true?" We need to find the area to the right of 0.79. You can find this area by using a [image: z]-table or by using the command 'normalcdf(0.79,9999999,0,1)' on a graphing calculator. It turns out that the probability is 0.2148. This means that since we assumed the alternative hypothesis to be true, there is only a 21.5% chance of rejecting the null hypothesis. Thus, the power of the test is 0.2148. In other words, this test of the null hypothesis is not very powerful and has only a probability of 0.2148 of detecting the real difference between the two hypothesized means.
    


      There are several things that affect the power of a test, including:
    


	Whether the alternative hypothesis is a one-tailed or two-tailed test
      

	The level of significance, [image: \alpha]


	The sample size
      




On the Web



http://intuitor.com/statistics/CurveApplet.html Experiment with changing the sample size and the distance between the null and alternate hypotheses and discovering what happens to the power.
    


      Lesson Summary
    


      Hypothesis testing involves making a conjecture about a population based on a sample drawn from the population.
    


      We establish critical regions based on level of significance, or [image: \alpha] level. If the value of the test statistic falls in one of these critical regions, we make the decision to reject the null hypothesis.
    


      To evaluate the sample mean against the hypothesized population mean, we use the concept of [image: z]-scores to determine how different the two means are.
    


      When we make a decision about a hypothesis, there are four different possible outcomes and two different types of errors. A type I error is when we reject the null hypothesis when it is true, and a type II error is when we do not reject the null hypothesis, even when it is false. The level of significance of the test, [image: \alpha], is the probability of rejecting the null hypothesis when, in fact, it is true (an error).
    


      The power of a test is defined as the probability of rejecting the null hypothesis when it is false (in other words, making the correct decision). We determine the power of a test by assigning a value to the alternative hypothesis and using the [image: z]-score to calculate the probability of rejecting the null hypothesis when it is false. It is the probability of making a type II error subtracted from 1.
    


      Multimedia Links
    


       For an illustration of the use of the [image: P]-value in statistics (4.0), see UCMSCI, Understanding the P-Value (4:04).
    



[image: ]

Click here to watch the video










      For an explanation of what [image: P]-value is and how to interpret it (18.0), see UCMSCI, Understanding the P-Value (4:04).
    



[image: ]

Click here to watch the video










      Review Questions
    


1. If the difference between the hypothesized population mean and the mean of a sample is large, we ___ the null hypothesis. If the difference between the hypothesized population mean and the mean of a sample is small, we ___ the null hypothesis.
      

2. At the Chrysler manufacturing plant, there is a part that is supposed to weigh precisely 19 pounds. The engineers take a sample of the parts and want to know if they meet the weight specifications. What are our null and alternative hypotheses?
      

3. In a hypothesis test, if the difference between the sample mean and the hypothesized mean divided by the standard error falls in the middle of the distribution and in-between the critical values, we ___ the null hypothesis. If this number falls in the critical regions and beyond the critical values, we ___ the null hypothesis.
      

4. Use a [image: z]-distribution table to determine the critical value for a single-tailed hypothesis test with a 0.01 significance level.
      

5. Sacramento County high school seniors have an average SAT score of 1020. From a random sample of 144 Sacramento high school students, we find the average SAT score to be 1100 with a standard deviation of 144. We want to know if these high school students are representative of the overall population. What are our hypotheses and test statistic?
      

6. During hypothesis testing, we use the [image: P]-value to predict the ___ of an event occurring.
      

7. A survey shows that California teenagers have an average of $500 in savings (standard error [image: =] $100). What is the probability that a randomly selected teenager will have savings greater than $520?
      

8. Fill in the types of errors missing from the table below:
      



Table 2.2




	
Decision Made

	
Null Hypothesis is True

	
Null Hypothesis is False






	
            Reject Null Hypothesis
          
	
            (1) ___
          
	
            Correct Decision
          



	
            Do not Reject Null Hypothesis
          
	
            Correct Decision
          
	
            (2) ___
          






9. The __ is defined as the probability of rejecting the null hypothesis when it is false (making the correct decision). We want to maximize__if we are concerned about making type II errors.
      

10. The Governor’s economic committee is investigating average salaries of recent college graduates in California. It decides to test the null hypothesis that the average salary is $24,500 (with a standard deviation is $4,800) and is concerned with making a type II error only if the average salary is less than $25,000. In this case, [image: H_a: \mu=\$ 25,100]. For [image: \alpha=0.05] and a sample of 144, determine the power of a one-tailed test.
      




      Testing a Proportion Hypothesis
    


      Learning Objectives
    


	Test a hypothesis about a population proportion by applying the binomial distribution approximation.
      

	Test a hypothesis about a population proportion using the [image: P]-value.
      




      Introduction
    


      In the previous section, we studied the test statistic that is used when you are testing hypotheses about the mean of a population and you have a large sample [image: (n>30)].
    


      In addition to the mean, statisticians are often interested in making inferences about a population proportion. For example, when we look at election results, we often look at the proportion of people who vote and who these voters choose. Typically, we call these proportions percentages, and we would say something like, “Approximately 68 percent of the population voted in this election, and 48 percent of these voters voted for Barack Obama.”
    


      So how do we test hypotheses about proportions? We use the same process as we did when testing hypotheses about means, but we must include sample proportions as part of the analysis. This lesson will address how we investigate hypotheses around population proportions and how to construct confidence intervals around our results.
    


      Hypothesis Testing about Population Proportions by Applying the Binomial Distribution Approximation
    


      We could perform tests of population proportions to answer the following questions:
    


	What percentage of graduating seniors will attend a 4-year college?
      

	What proportion of voters will vote for John McCain?
      

	What percentage of people will choose Diet Pepsi over Diet Coke?
      




      To test questions like these, we make hypotheses about population proportions. For example, here are some hypotheses we could make:
    


[image: H_0: 35\%] of graduating seniors will attend a 4-year college.
    


[image: H_0:42\%] of voters will vote for John McCain.
    


[image: H_0:26\%] of people will choose Diet Pepsi over Diet Coke.
    


      To test these hypotheses, we follow a series of steps:
    


	Hypothesize a value for the population proportion, [image: p], like we did above.
      

	Randomly select a sample.
      

	Use the sample proportion, [image: \hat{p}], to test the stated hypothesis.
      




      To determine the test statistic, we need to know the sampling distribution of the sample proportions. We use the binomial distribution, which is appropriate for situations in which two outcomes are possible (for example, voting for a candidate and not voting for a candidate), remembering that when the sample size is relatively large, we can use the normal distribution to approximate the binomial distribution. Therefore, the test statistic can be calculated as follows:
    


[image: z &= \frac{\text{sample estimate}-\text{value under the null hypothesis}}{\text{standard error under the null hypothesis}}\ z &= \frac{\hat{p}-p_0}{\sqrt{\frac{p_0(1-p_0)}{n}}}]



      where:
    


[image: \hat{p}] is the sample proportion.
    


[image: p_0] is the hypothesized value of the proportion under the null hypothesis.
    


[image: n] is the sample size.
    


Example: We want to test a hypothesis that 60 percent of the 400 seniors graduating from a certain California high school will enroll in a two- or four-year college upon graduation. What would be our hypotheses and test statistic?
    


      Since we want to test the proportion of graduating seniors, and we think that proportion is around 60 percent, our hypotheses are:
    


[image: H_0: p &= 0.6\ H_a: p & \neq 0.6]



      Also, the test statistic would be [image: z=\frac{\hat{p}-0.6}{\sqrt{\frac{0.6(1-0.6)}{400}}}]. To complete this calculation, we would have to have a value for the sample proportion.
    


      Testing a Proportion Hypothesis
    


      Similar to testing hypotheses dealing with population means, we use a similar set of steps when testing proportion hypotheses.
    


	Determine and state the null and alternative hypotheses.
      

	Set the criterion for rejecting the null hypothesis.
      

	Calculate the test statistic.
      

	Decide whether to reject or fail to reject the null hypothesis.
      

	Interpret the decision within the context of the problem.
      




Example: A congressman is trying to decide on whether to vote for a bill that would legalize gay marriage. He will decide to vote for the bill only if 70 percent of his constituents favor the bill. In a survey of 300 randomly selected voters, 224 (74.6%) indicated that they would favor the bill. Should he or should he not vote for the bill?
    


      First, we develop our null and alternative hypotheses:
    


[image: H_0: p &=0.7\ H_a: p &> 0.7]



      Next, we set the criterion for rejecting the null hypothesis. Choose [image: \alpha=0.05], and since the alternative hypothesis is [image: p > 0.7], make this a one-tailed test. Using a standard [image: z]-table or the TI-83/84 calculator, we find the critical value for a one-tailed test at an alpha level of 0.05 to be 1.645.
    


      Finally, the test statistic is [image: z=\frac{0.74-0.7}{\sqrt{\frac{(0.7)(1-0.7)}{300}}} \approx1.51 ].
    


      Since our critical value is 1.645 and our test statistic is 1.51, we cannot reject the null hypothesis. This means that we cannot conclude that the population proportion is greater than 0.70 with 95 percent certainty. In other words, given this information, it is not safe to conclude that at least 70 percent of the voters would favor this bill with any degree of certainty. Even though the proportion of voters supporting the bill is over 70 percent, this could be due to chance and is not statistically significant.
    


Example: Admission staff from a local university are conducting a survey to determine the proportion of incoming freshman who will need financial aid. A survey on housing needs, financial aid, and academic interests is collected from 400 of the incoming freshman. Staff hypothesized that 30 percent of freshman will need financial aid, and the sample from the survey indicated that 101 (25.3%) would need financial aid. Is 30 percent an accurate guess?
    


      First, we develop our null and alternative hypotheses:
    


[image: H_0: p &= 0.3\ H_a: p & \neq 0.3]



      Next, we set the criterion for rejecting the null hypothesis. The 0.05 alpha level is used, and for a two-tailed test, the critical values of the test statistic are 1.96 and [image: -1.96].
    


      Finally, the test statistic can be calculated as follows:
    


[image: z=\frac{0.253-0.3}{\sqrt{\frac{0.3(1-0.3)}{400}}} \approx -2.05]



      Since our critical values are [image: \pm 1.96], and since [image: -2.05 < -1.96], we can reject the null hypothesis. This means that we can conclude that the population of freshman needing financial aid is significantly more or less than 30 percent. Since the test statistic is negative, we can conclude with 95% certainty that in the population of incoming freshman, less than 30 percent of the students will need financial aid.
    


      Lesson Summary
    


      In statistics, we also make inferences about proportions of a population. We use the same process as in testing hypotheses about means of populations, but we must include hypotheses about proportions and the proportions of the sample in the analysis. To calculate the test statistic needed to evaluate the population proportion hypothesis, we must also calculate the standard error of the proportion, which is defined as [image: s_p=\sqrt{\frac{p_0(1-p_0)}{n}}].
    


      The formula for calculating the test statistic for a population proportion is as follows:
    


[image: z=\frac{\hat{p}-p_0}{\sqrt{\frac{p_0(1-p_0)}{n}}}]



      where:
    


[image: \hat{p}] is the sample proportion.
    


[image: p_0] is the hypothesized population proportion.
    


[image: n] is the sample size.
    


      We establish critical regions based on level of significance, or [image: \alpha] level. If the value of the test statistic falls in one of these critical regions, we make the decision to reject the null hypothesis.
    


      Multimedia Links
    


       For an explanation on finding the mean and standard deviation of a sampling proportion distribution, and on the normal approximation to a binomial distribution (7.0)(9.0)(15.0)(16.0), see American Public University, Sampling Distribution of Sample Proportion (8:24).
    



[image: ]

Click here to watch the video










      For a calculation of the [image: z]-statistic and associated [image: P]-value for a 1-proportion test (18.0), see kbower50, Test of 1 Proportion: Worked Example (3:51).
    



[image: ]

Click here to watch the video










      Review Questions
    


1. The test statistic helps us determine ___.
      

2. True or false: In statistics, we are able to study and make inferences about proportions, or percentages, of a population.
      

3. A state senator cannot decide how to vote on an environmental protection bill. The senator decides to request her own survey, and if the proportion of registered voters supporting the bill exceeds 0.60, she will vote for it. A random sample of 750 voters is selected, and 495 are found to support the bill.
        
a. What are the null and alternative hypotheses for this problem?
          

b. What is the observed value of the sample proportion?
          

c. What is the standard error of the proportion?
          

d. What is the test statistic for this scenario?
          

e. What decision would you make about the null hypothesis if you had an alpha level of 0.01?
          








      Testing a Mean Hypothesis
    


      Evaluating Hypotheses for Population Means using Large Samples
    


      When testing a hypothesis for the mean of a normal distribution, we follow a series of four basic steps:
    


1. State the null and alternative hypotheses.
      

2. Choose an [image: \alpha] level.
      

3. Set the criterion (critical values) for rejecting the null hypothesis.
      

4. Compute the test statistic.
      

5. Make a decision (reject or fail to reject the null hypothesis).
      

6. Interpret the result.
      




      If we reject the null hypothesis, we are saying that the difference between the observed sample mean and the hypothesized population mean is too great to be attributed to chance. When we fail to reject the null hypothesis, we are saying that the difference between the observed sample mean and the hypothesized population mean is probable if the null hypothesis is true. Essentially, we are willing to attribute this difference to sampling error.
    


Example: The school nurse was wondering if the average height of [image: 7^{\text{th}}] graders has been increasing. Over the last 5 years, the average height of a [image: 7^{\text{th}}] grader was 145 cm, with a standard deviation of 20 cm. The school nurse takes a random sample of 200 students and finds that the average height this year is 147 cm. Conduct a single-tailed hypothesis test using a 0.05 significance level to evaluate the null and alternative hypotheses.
    


      First, we develop our null and alternative hypotheses:
    


[image: H_0: \mu &= 145\ H_a: \mu &> 145]



      Next, we choose [image: \alpha=0.05]. The critical value for this one-tailed test is 1.64. Therefore, any test statistic greater than 1.64 will be in the rejection region.
    


      Finally, we calculate the test statistic for the sample of [image: 7^{\text{th}}] graders as follows:
    


[image: z=\frac{147-145}{\frac{20}{\sqrt{200}}} \approx 1.414]



      Since the calculated [image: z]-score of 1.414 is smaller than 1.64, it does not fall in the critical region. Thus, our decision is to fail to reject the null hypothesis and to conclude that the probability of obtaining a sample mean equal to 147 if the mean of the population is 145 is likely to have been due to chance.
    


      Again, when testing a hypothesis for the mean of a distribution, we follow a series of six basic steps. Commit these steps to memory:
    


1. State the null and alternative hypotheses.
      

2. Choose an [image: \alpha] level.
      

3. Set the criterion (critical values) for rejecting the null hypothesis.
      

4. Compute the test statistic.
      

5. Make a decision (reject or fail to reject the null hypothesis).
      

6. Interpret the result.
      




      Multimedia Links
    


       For a step-by-step example of testing a mean hypothesis (4.0), see MuchoMath, Z Test for the Mean (9:34).
    



[image: ]

Click here to watch the video










      Review Questions
    


1. In hypothesis testing, when we work with large samples, we use the ___ distribution. When working with small samples (typically samples under 30), we use the ___ distribution.
      

2. True or False: When we fail to reject the null hypothesis, we are saying that the difference between the observed sample mean and the hypothesized population mean is probable if the null hypothesis is true.
      

3. The dean from UCLA is concerned that the students' grade point averages have changed dramatically in recent years. The graduating seniors’ mean GPA over the last five years is 2.75. The dean randomly samples 256 seniors from the last graduating class and finds that their mean GPA is 2.85, with a sample standard deviation of 0.65.
        
a. What would the null and alternative hypotheses be for this scenario?
          

b. What would the standard error be for this particular scenario?
          

c. Describe in your own words how you would set the critical regions and what they would be at an alpha level of 0.05.
          

d. Test the null hypothesis and explain your decision.
          





4. For each of the following pairs of scenarios, state which option is more likely to lead to the rejection of the null hypothesis.
        
a. A one-tailed or two-tailed test
          

b. A 0.05 or 0.01 level of significance
          

c. A sample size of [image: n = 144] or [image: n = 444]









      Student’s t-Distribution
    


      Learning Objectives
    


	Use Student’s [image: t]-distribution to estimate population mean intervals for smaller samples.
      

	Understand how the shape of Student’s [image: t]-distribution corresponds to the sample size (which corresponds to a measure called the degrees of freedom).
      




      Introduction
    


      Back in the early 1900’s, a chemist at a brewery in Ireland discovered that when he was working with very small samples, the distributions of the means differed significantly from the normal distribution. He noticed that as his sample sizes changed, the shape of the distribution changed as well. He published his results under the pseudonym ‘Student’, and this concept and the distributions for small sample sizes are now known as Student’s [image: t]-distributions.
    


      Hypothesis Testing with Small Populations and Sample Sizes
    


Student's [image: t]-distributions are a family of distributions that, like the normal distribution, are symmetrical, bell-shaped, and centered on a mean. However, the distribution shape changes as the sample size changes. Therefore, there is a specific shape, or distribution, for every sample of a given size (see figure below; each distribution has a different value of [image: k], the number of degrees of freedom, which is 1 less than the size of the sample).
    


[image: ]



      We use Student's [image: t]-distributions in hypothesis testing the same way that we use the normal distribution. Each row in the [image: t]-distribution table (see link below) represents a different [image: t]-distribution, and each distribution is associated with a unique number of degrees of freedom (the number of observations minus one). The column headings in the table represent the portion of the area in the tails of the distribution. We use the numbers in the table just as we use [image: z]-scores.
    


http://tinyurl.com/ygcc5g9 Follow this link to the Student’s [image: t]-table.
    


      As the number of observations gets larger, the [image: t]-distribution approaches the shape of the normal distribution. In general, once the sample size is large enough[image: -]usually about 120[image: -]we would use the normal distribution or a [image: z]-table instead.
    


      In calculating the [image: t]-test statistic, we use the following formula:
    


[image: t=\frac{\bar{x}-\mu_0}{\frac{s}{\sqrt{n}}}]



      where:
    


[image: t] is the test statistic and has [image: n-1] degrees of freedom.
    


[image: \bar{x}] is the sample mean.
    


[image: \mu_0] is the population mean under the null hypothesis.
    


[image: s] is the sample standard deviation.
    


[image: n] is the sample size.
    


[image: \frac{s}{\sqrt{n}}] is the estimated standard error.
    


Example: A high school athletic director is asked if football players are doing as well academically as the other student athletes at his school. We know from a previous study that the average GPA for the student athletes is 3.10 and that the standard deviation of the sample is 0.54. After an initiative to help improve the GPA of student athletes, the athletic director samples 20 football players and finds that their GPA is 3.18. Is there a significant improvement? Use a 0.05 significance level.
    


      First, we establish our null and alternative hypotheses:
    


[image: H_0: \mu &= 3.10\ H_a: \mu &\neq 3.10]



      Next, we use our alpha level of 0.05 and the [image: t]-distribution table to find our critical values. For a two-tailed test with 19 degrees of freedom and a 0.05 level of significance, our critical values are equal to [image: \pm 2.093].
    


      Finally, in calculating the test statistic, we use the formula as shown:
    


[image: t=\frac{\bar{x}-\mu_0}{\frac{s}{\sqrt{n}}}=\frac{3.18-3.10}{\frac{0.54}{\sqrt{20}}} \approx 0.66]



      This means that the observed sample mean of the GPA of football players of 3.18 is 0.66 standard errors above the hypothesized value of 3.10. Because the value of the test statistic is less than the critical value of 2.093, we fail to reject the null hypothesis.
    


      Therefore, we can conclude that the difference between the sample mean and the hypothesized value is not sufficient to attribute it to anything other than sampling error. Thus, the athletic director can conclude that the mean academic performance of football players does not differ from the mean performance of other student athletes.
    


Example: The masses of newly-produced bus tokens are estimated to have a mean of 3.16 grams. A random sample of 11 tokens was removed from the production line, and the mean weight of the tokens was calculated to be 3.21 grams, with a standard deviation of 0.067. What is the value of the test statistic for a test to determine how the mean differs from the estimated mean?
    


      The test statistic for this problem can be calculated as follows:
    


[image:  t &= \frac{\bar{x}-\mu}{\frac{s}{\sqrt{n}}}\ t &= \frac{3.21-3.16}{\frac{0.067}{\sqrt{11}}}\ t &\approx 2.48]



      If the value of [image: t] from the sample is between the tails of the distribution of [image: t] constructed by assuming the null hypothesis is true, then the null hypothesis is, in fact, true. On the other hand, if the value of [image: t] from the sample is way out in a tail of the [image: t]-distribution, then there is evidence to reject the null hypothesis. When the distribution of [image: t] is known, if the null hypothesis is true, the location of the value of [image: t] on the distribution will be between the tails and outside the critical region. The most common method used to determine if this is the case is to find a [image: P]-value (observed significance level). The [image: P]-value is a probability that is computed with the assumption that the null hypothesis is true.
    


      The [image: P]-value for a two-sided test is the area under the [image: t]-distribution with degrees of freedom of [image: 11 - 1 = 10] that lies above [image: t = 2.48] and below [image: t = - 2.48]. This [image: P]-value can be calculated by using technology.
    


Technology Note: Using the 'tcdf(' Command on the TI-83/84 Calculator to Calculate Probabilities Associated with the [image: t]-Distribution



      Press [2ND][DIST] and use the down arrow to select 'tcdf('. The syntax for this command is 'tcdf(lower bound, upper bound, degrees of freedom)'. This command will return the total area under both tails. To calculate the area under one tail, divide by 2 as shown below:
    


[image: ]



      This means that there is only a 0.016 chance of getting a value of [image: t] as large as or even larger than the one from this sample. The small [image: P]-value tells us that the sample is inconsistent with the null hypothesis. Therefore, the population mean differs from the estimated mean of 3.16.
    


      When the [image: P]-value is close to zero, there is strong evidence against the null hypothesis. On the other hand, when the [image: P]-value is large, the result from the sample is consistent with the estimated or hypothesized mean, and there is no evidence against the null hypothesis.
    


      A visual picture of the [image: P]-value can be obtained by using a graphing calculator as follows:
    


[image: ]



[image: ]



      The spread of any [image: t]-distribution is greater than that of a standard normal distribution. This is due to the fact that in the denominator of the formula, [image: \sigma] has been replaced with [image: s]. Since [image: s] is a random quantity changing with various samples, the variability in [image: t] is greater, resulting in a larger spread.
    


[image: ]



      Notice that in the first distribution graph shown above, the spread of the inner curve is small, but in the second graph, both distributions are basically overlapping and are roughly normal. This is due to the increase in the degrees of freedom.
    


      To further illustrate this point, the [image: t]-distributions for 1 and 12 degrees of freedom can be graphed on a graphing calculator. To do so, first press [Y=][2ND][DISTR], choose the 'tpdf(' command, enter 'X' and 1, separated by commas, and close the parentheses. Then go down to Y2 and repeat the process, this time entering 12 instead of 1. Finally, make sure your window is set correctly and press [GRAPH].
    


      The [image: t]-distributions for 1 and 12 degrees of freedom should look similar to the ones shown below (df denotes degrees of freedom):
    


[image: ]



      Notice the difference in the two distributions. The one with 12 degrees of freedom approximates a normal curve.
    


      The [image: t]-distribution can be used with any statistic having a bell-shaped distribution. We already know that the Central Limit Theorem states that the sampling distribution of a statistic will be close to normal with a large enough sample size, but, in fact, the Central Limit Theorem predicts a roughly normal distribution under any of the following conditions:
    


	The population distribution is normal.
      

	The sampling distribution is symmetric and the sample size is [image: \le 15].
      

	The sampling distribution is moderately skewed and the sample size is [image: 16 \le n \le 30].
      

	The sample size is greater than 30, without outliers.
      




      In addition to the fact that the [image: t]-distribution can be used with any bell-shaped distribution, it also has some unique properties. These properties are as follows:
    


	The mean of the distribution equals zero.
      

	The population standard deviation is unknown.
      

	The variance is equal to the degrees of freedom divided by the degrees of freedom minus 2. This means that the degrees of freedom must be greater than two to avoid the expression being undefined.
      

	The variance is always greater than 1, although it approaches 1 as the degrees of freedom increase. This is due to the fact that as the degrees of freedom increase, the distribution is becoming more of a normal distribution.
      

	Although the [image: t]-distribution is bell-shaped, the smaller sample sizes produce a flatter curve. The distribution is not as mound-shaped as a normal distribution, and the tails are thicker. As the sample size increases and approaches 30, the distribution approaches a normal distribution.
      

	The population is unimodal and symmetric.
      




Example: Duracell manufactures batteries that the CEO claims will last 300 hours under normal use. A researcher randomly selected 15 batteries from the production line and tested these batteries. The tested batteries had a mean life span of 290 hours, with a standard deviation of 50 hours. If the CEO’s claim were true, what is the probability that 15 randomly selected batteries would have a life span of no more than 290 hours?
    


[image: t &= \frac{\bar{x}-\mu}{\frac{s}{\sqrt{n}}} \ \text{There are} \ n-1=15-1=14 \ \text{degrees of freedom.}\ t &= \frac{290-300}{\frac{50}{\sqrt{15}}}\ t &= \frac{-10}{12.9099}\ t &= -0.7745967]



      Using a graphing calculator or a table, the cumulative probability is shown to be 0.226, which means that if the true life span of a battery were 300 hours, there is a 22.6% chance that the life span of the 15 tested batteries would be less than or equal to 290 hours. This is not a high enough level of confidence to reject the null hypothesis and count the discrepancy as significant.
    


      Note: To find this answer using a graphing calculator, press [2ND][DISTR], select the 'tcdf(' command, enter [image: -0.7745967], 0.7745967, and 14, separated by commas, and press [ENTER]. Subtract the result from 1, and then divide by 2.
    


Example: You have just taken ownership of a pizza shop. The previous owner told you that you would save money if you bought the mozzarella cheese in a 4.5-pound slab. Each time you purchase a slab of cheese, you weigh it to ensure that you are receiving 72 ounces of cheese. The results of 7 random measurements are 70, 69, 73, 68, 71, 69 and 71 ounces, respectively. Find the test statistic for this scenario.
    


      Begin the problem by determining the mean of the sample and the sample standard deviation. This can be done using a graphing calculator. You should find that [image: \bar{x}=70.143] and [image: s=1.676]. Now calculate the test statistic as follows:
    


[image: t &= \frac{\bar{x}-\mu}{\frac{s}{\sqrt{n}}}\ t &= \frac{70.143-72}{\frac{1.676}{\sqrt{7}}}\ t &\approx -2.9315]



Example: In the last example, the test statistic for testing that the mean weight of the cheese wasn’t 72 ounces was computed. Find and interpret the [image: P]-value.
    


      The test statistic computed in the last example was [image: -2.9315]. Using technology, the [image: P]-value is 0.0262. In other words, the probability that 7 random measurements would give a value of [image: t] greater than 2.9315 or less than [image: -2.9315] is about 0.0262.
    


Example: In the previous example, the [image: P]-value for testing that the mean weight of cheese wasn’t 72 ounces was determined.
    


      a) State the hypotheses.
    


      b) Would the null hypothesis be rejected at the 10% level? The 5% level? The 1% level?
    


      a)
    


[image: H_0: \mu &= 72\ H_a: \mu &\neq 72]



      b) Because the [image: P]-value of 0.0262 is less than both 0.10 and 0.05, the null hypothesis would be rejected at these levels. However, the [image: P]-value is greater than 0.01, so the null hypothesis would not be rejected if this level of confidence was required.
    


      Lesson Summary
    


      A test of significance is done when a claim is made about the value of a population parameter. The test can only be conducted if the random sample taken from the population came from a distribution that is normal or approximately normal. When the sample size is small, you must use [image: t] instead of [image: z] to complete the significance test for a mean.
    


      Points to Consider
    


	Is there a way to determine where the [image: t]-statistic lies on a distribution?
      

	If a way does exist, what is the meaning of its placement?
      




      Multimedia Links
    


       For an explanation of the [image: t]-distribution and an example using it (7.0)(17.0), see bionicturtledotcom, Student's t distribution (8:32).
    



[image: ]

Click here to watch the video










      Review Questions
    


1. You intend to use simulation to construct an approximate [image: t]-distribution with 8 degrees of freedom by taking random samples from a population with bowling scores that are normally distributed with mean, [image: \mu=110], and standard deviation, [image: \sigma=20].
        
a. Explain how you will do one run of this simulation.
          

b. Produce four values of [image: t] using this simulation.
          





2. The dean from UCLA is concerned that the students’ grade point averages have changed dramatically in recent years. The graduating seniors’ mean GPA over the last five years is 2.75. The dean randomly samples 30 seniors from the last graduating class and finds that their mean GPA is 2.85, with a sample standard deviation of 0.65. Would a [image: t]-distribution now be the appropriate sampling distribution for the mean? Why or why not?
      

3. Using the appropriate [image: t]-distribution, test the same null hypothesis with a sample of 30.
      

4. With a sample size of 30, do you need to have a larger or smaller difference between the hypothesized population mean and the sample mean than with a sample size of 256 to obtain statistical significance? Explain your answer.
      




      Testing a Hypothesis for Dependent and Independent Samples
    


      Learning Objectives
    


	Identify situations that contain dependent or independent samples.
      

	Calculate the pooled standard deviation for two independent samples.
      

	Calculate the test statistic to test hypotheses about dependent data pairs.
      

	Calculate the test statistic to test hypotheses about independent data pairs for both large and small samples.
      

	Calculate the test statistic to test hypotheses about the difference of proportions between two independent samples.
      




      Introduction
    


      In the previous lessons, we learned about hypothesis testing for proportions and means in large and small samples. However, in the examples in those lessons, only one sample was involved. In this lesson, we will apply the principals of hypothesis testing to situations involving two samples. There are many situations in everyday life where we would perform statistical analysis involving two samples. For example, suppose that we wanted to test a hypothesis about the effect of two medications on curing an illness. Or we may want to test the difference between the means of males and females on the SAT. In both of these cases, we would analyze both samples, and the hypothesis would address the difference between the two sample means.
    


      In this lesson, we will identify situations with different types of samples, learn to calculate the test statistic, calculate the estimate for population variance for both samples, and calculate the test statistic to test hypotheses about the difference of proportions or means between samples.
    


      Dependent and Independent Samples
    


      When we are working with one sample, we know that we have to randomly select the sample from the population, measure that sample's statistics, and then make a hypothesis about the population based on that sample. When we work with two independent samples, we assume that if the samples are selected at random (or, in the case of medical research, the subjects are randomly assigned to a group), the two samples will vary only by chance, and the difference will not be statistically significant. In short, when we have independent samples, we assume that one sample does not affect the other.
    


      Independent samples can occur in two scenarios.
    


      In one, when testing the difference of the means between two fixed populations, we test the differences between samples from each population. When both samples are randomly selected, we can make inferences about the populations.
    


      In the other, when working with subjects (people, pets, etc.), if we select a random sample and then randomly assign half of the subjects to one group and half to another, we can make inferences about the population.
    


Dependent samples are a bit different. Two samples of data are dependent when each observation in one sample is paired with a specific observation in the other sample. In short, these types of samples are related to each other. Dependent samples can occur in two scenarios. In one, a group may be measured twice, such as in a pre-test/post-test situation (scores on a test before and after the lesson). The other scenario is one in which an observation in one sample is matched with an observation in the second sample.
    


      To distinguish between tests of hypotheses for independent and dependent samples, we use a different symbol for hypotheses with dependent samples. For dependent sample hypotheses, we use the delta symbol, [image: \delta], to symbolize the difference between the two samples. Therefore, in our null hypothesis, we state that the difference between the means of the two samples is equal to 0, or [image: \delta=0]. This can be summarized as follows:
    


[image: H_0: \delta=\mu_1-\mu_2=0]



      Calculating the Pooled Estimate of Population Variance
    


      When testing a hypothesis about two independent samples, we follow a similar process as when testing one random sample. However, when computing the test statistic, we need to calculate the estimated standard error of the difference between sample means, [image: s_{\bar{x}_1-\bar{x}_2}=\sqrt{s^2 \left(\frac{1}{n_1}+\frac{1}{n_2}\right)}].
    


      Here, [image: n_1] and [image: n_2] are the sizes of the two samples, and [image: s^2], the pooled estimate of variance, is calculated with the formula [image: s^2=\frac{\sum(x_1-\bar{x}_1)^2+\sum(x_2-\bar{x}_2)^2}{n_1+n_2-2}]. Often, the top part of the formula for pooled estimate of variance is simplified by substituting the symbol [image: SS] for the sum of the squared deviations. Therefore, the formula is often expressed as [image: s^2=\frac{SS_1+SS_2}{n_1+n_2-2}].
    


Example: Suppose we have two independent samples of student reading scores. Calculate [image: s^2].
    


      The data are as follows:
    

Table 2.3




	
Sample 1

	
Sample 2






	
            7
          
	
            12
          



	
            8
          
	
            14
          



	
            10
          
	
            18
          



	
            4
          
	
            13
          



	
            6
          
	
            11
          



	
	
            10
          






      From these samples, we can calculate a number of descriptive statistics that will help us solve for the pooled estimate of variance:
    

Table 2.4




	
Descriptive Statistic

	
Sample 1

	
Sample 2






	
            Number ([image: n])
          
	
            5
          
	
            6
          



	
            Sum of Observations ([image: \sum x])
          
	
            35
          
	
            78
          



	
            Mean of Observations ([image: \bar{x}])
          
	
            7
          
	
            13
          



	
            Sum of Squared Deviations ([image: \sum^n_{i=1} (x_i-\bar{x})^2])
          
	
            20
          
	
            40
          






      Using the formula for the pooled estimate of variance, we find that [image: s^2=6.67].
    


      We will use this information to calculate the test statistic needed to evaluate the hypotheses.
    


      Testing Hypotheses with Independent Samples
    


      When testing hypotheses with two independent samples, we follow steps similar to those when testing one random sample:
    


	State the null and alternative hypotheses.
      

	Choose [image: \alpha].
      

	Set the criterion (critical values) for rejecting the null hypothesis.
      

	Compute the test statistic.
      

	Make a decision: reject or fail to reject the null hypothesis.
      

	Interpret the decision within the context of the problem.
      




      When stating the null hypothesis, we assume there is no difference between the means of the two independent samples. Therefore, our null hypothesis in this case would be the following:
    


[image: H_0: \mu_1=\mu_2 \ \text{or} \ H_0: \mu_1-\mu_2=0]



      Similar to the one-sample test, the critical values that we set to evaluate these hypotheses depend on our alpha level, and our decision regarding the null hypothesis is carried out in the same manner. However, since we have two samples, we calculate the test statistic a bit differently and use the formula shown below:
    


[image: t=\frac{(\bar{x}_1-\bar{x}_2)-(\mu_1-\mu_2)}{s_{\bar{x}_1-\bar{x}_2}}]



      where:
    


[image: \bar{x}_1-\bar{x}_2] is the difference between the sample means.
    


[image: \mu_1-\mu_2] is the difference between the hypothesized population means.
    


[image: s_{\bar{x}_1-\bar{x}_2}] is the standard error of the difference between sample means.
    


Example: The head of the English department is interested in the difference in writing scores between remedial freshman English students who are taught by different teachers. The incoming freshmen needing remedial services are randomly assigned to one of two English teachers and are given a standardized writing test after the first semester. We take a sample of eight students from one class and nine from the other. Is there a difference in achievement on the writing test between the two classes? Use a 0.05 significance level.
    


      First, we would generate our hypotheses based on the two samples as follows:
    


[image: H_0: \mu_1 &= \mu_2\ H_0: \mu_1 & \neq \mu_2]



      Also, this is a two-tailed test, and for this example, we have two independent samples from the population and have a total of 17 students who we are examining. Since our sample size is so low, we use the [image: t]-distribution. In this example, we have 15 degrees of freedom, which is the number in the samples minus 2. With a 0.05 significance level and the [image: t]-distribution, we find that our critical values are 2.13 standard scores above and below the mean.
    


      To calculate the test statistic, we first need to find the pooled estimate of variance from our sample. The data from the two groups are as follows:
    

Table 2.5




	
Sample 1

	
Sample 2






	
            35
          
	
            52
          



	
            51
          
	
            87
          



	
            66
          
	
            76
          



	
            42
          
	
            62
          



	
            37
          
	
            81
          



	
            46
          
	
            71
          



	
            60
          
	
            55
          



	
            55
          
	
            67
          



	
            53
          
	






      From this sample, we can calculate several descriptive statistics that will help us solve for the pooled estimate of variance:
    

Table 2.6




	
Descriptive Statistic

	
Sample 1

	
Sample 2






	
            Number ([image: n])
          
	
            9
          
	
            8
          



	
            Sum of Observations ([image: \sum x])
          
	
            445
          
	
            551
          



	
            Mean of Observations ([image: \bar{x}])
          
	
            49.44
          
	
            68.88
          



	
            Sum of Squared Deviations ([image: \sum^n_{i=1}(x_i-\bar{x})^2])
          
	
            862.22
          
	
            1058.88
          






      Therefore, the pooled estimate of variance can be calculated as shown:
    


[image: s^2=\frac{SS_1+SS_2}{n_1+n_2-2}=128.07]



      This means that the standard error of the difference of the sample means can be calculated as follows:
    


[image: s_{\bar{x}_1-\bar{x}_2}=\sqrt{s^2 \left(\frac{1}{n_1}+\frac{1}{n_2} \right)}=\sqrt{128.07 \left(\frac{1}{9}+\frac{1}{8}\right)} \approx 5.50]



      Using this information, we can finally solve for the test statistic:
    


[image: t=\frac{(\bar{x}_1-\bar{x}_2)-(\mu_1-\mu_2)}{s_{\bar{x}_1-\bar{x}_2}}=\frac{(49.44-68.88)-(0)}{5.50} \approx -3.53]



      Since [image: -3.53] is less than the critical value of [image: -2.13], we decide to reject the null hypothesis and conclude that there is a significant difference in the achievement of the students assigned to different teachers.
    


      Testing Hypotheses about the Difference in Proportions between Two Independent Samples
    


      Suppose we want to test if there is a difference between proportions of two independent samples. As discussed in the previous lesson, proportions are used extensively in polling and surveys, especially by people trying to predict election results. It is possible to test a hypothesis about the proportions of two independent samples by using a method similar to that described above. We might perform these hypotheses tests in the following scenarios:
    


	When examining the proportions of children living in poverty in two different towns.
      

	When investigating the proportions of freshman and sophomore students who report test anxiety.
      

	When testing if the proportions of high school boys and girls who smoke cigarettes is equal.
      




      In testing hypotheses about the difference in proportions of two independent samples, we state the hypotheses and set the criterion for rejecting the null hypothesis in similar ways as the other hypotheses tests. In these types of tests, we set the proportions of the samples equal to each other in the null hypothesis, [image: H_0: p_1=p_2], and use the appropriate standard table to determine the critical values. Remember, for small samples, we generally use the [image: t]-distribution, and for samples over 30, we generally use the [image: z]-distribution.
    


      When solving for the test statistic in large samples, we use the following formula:
    


[image: z=\frac{(\hat{p}_1-\hat{p}_2)-(p_1-p_2)}{s_{p_1-p_2}}]



      where:
    


[image: \hat{p}_1] and [image: \hat{p}_2] are the observed sample proportions.
    


[image: p_1] and [image: p_2] are the population proportions under the null hypothesis.
    


[image: s_{p_1-p_2}] is the standard error of the difference between independent proportions.
    


      Similar to the standard error of the difference between independent means, we need to do a bit of work to calculate the standard error of the difference between independent proportions. To find the standard error under the null hypothesis, we assume that [image: p_1-p_2=p], and we use all the data to calculate [image: \hat{p}] as an estimate for [image: p] as follows:
    


[image: \hat{p}=\frac{n_1 \hat{p}_1+n_2 \hat{p}_2}{n_1+n_2}]



      Now the standard error of the difference between independent proportions is [image: \sqrt{\hat{p}(1-\hat{p}) \left(\frac{1}{n_1}+\frac{1}{n_2}\right)}].
    


      This means that the test statistic is now [image: z=\frac{(\hat{p}_1-\hat{p}_2)-(0)}{\sqrt{\hat{p}(1-\hat{p}) \left(\frac{1}{n_1}+\frac{1}{n_2}\right)}}].
    


Example: Suppose that we are interested in finding out which of two cities is more satisfied with the services provided by the city government. We take a survey and find the following results:
    

Table 2.7




	
Number Satisfied

	
City 1

	
City 2






	
            Yes
          
	
            122
          
	
            84
          



	
            No
          
	
            78
          
	
            66
          



	
            Sample Size
          
	
[image: n_1=200]

	
[image: n_2=150]




	
            Proportion Who Said Yes
          
	
            0.61
          
	
            0.56
          






      Is there a statistical difference in the proportions of citizens who are satisfied with the services provided by the city government? Use a 0.05 level of significance.
    


      First, we establish the null and alternative hypotheses:
    


[image: H_0: p_1 &= p_2\ H_a:p_1 &\neq p_2]



      Since we have large sample sizes, we will use the [image: z]-distribution. At a 0.05 level of significance, our critical values are [image: \pm 1.96]. To solve for the test statistic, we must first solve for the standard error of the difference between proportions:
    


[image: \hat{p} &= \frac{(200)(0.61)+(150)(0.56)}{350}=0.589\ s_{p_1-p_2} &= \sqrt{(0.589)(0.411) \left(\frac{1}{200}+\frac{1}{150}\right)} \approx 0.053]



      Therefore, the test statistic can be calculated as shown:
    


[image: z=\frac{(0.61-0.56)-(0)}{0.053} \approx 0.94]



      Since 0.94 does not exceed the critical value of 1.96, the null hypothesis is not rejected. Therefore, we can conclude that the difference in the proportions could have occurred by chance and that there is no difference in the level of satisfaction between citizens of the two cities.
    


      Testing Hypotheses with Dependent Samples
    


      When testing a hypothesis about two dependent samples, we follow the same process as when testing one random sample or two independent samples:
    


	State the null and alternative hypotheses.
      

	Choose the level of significance.
      

	Set the criterion (critical values) for rejecting the null hypothesis.
      

	Compute the test statistic.
      

	Make a decision: reject or fail to reject the null hypothesis.
      

	Interpret our results.
      




      As mentioned in the section above, our null hypothesis for two dependent samples states that there is no difference between the means of the two samples. In other words, the null hypothesis is [image: H_0: \delta=\mu_1-\mu_2=0]. We set the criterion for evaluating the hypothesis in the same way that we do with our other examples-by first establishing an alpha level and by then finding the critical values using a [image: t]-distribution table. Calculating the test statistic for dependent samples is a bit different, since we are dealing with two sets of data. The test statistic that we first need to calculate is [image: \bar{d}], which is the difference in the means of the two samples. This means that [image: \bar{d}=\bar{x}_1-\bar{x}_2]. We also need to know the standard error of the difference between the two samples. Since our population variance is unknown, we estimate it by first using the following formula for the standard deviation of the samples:
    


[image: s^2_d &= \frac{\sum (d-\bar{d})^2}{n-1}\ s_d &= \sqrt{\frac{\sum d^2-\frac{\left (\sum d \right )^2}{n}}{n-1}}]



      where:
    


[image: s^2_d] is the variance of the samples.
    


[image: d] is the difference between corresponding pairs within the two samples.
    


[image: \bar{d}] is the difference between the means of the two samples.
    


[image: n] is the number in each sample.
    


[image: s_d] is the standard deviation of the samples.
    


      With the standard deviation of the samples, we can calculate the standard error of the difference between the two samples using the following formula:
    


[image: s_{\bar{d}}=\frac{s_d}{\sqrt{n}}]



      After we calculate the standard error, we can use the general formula for the test statistic as shown below:
    


[image: t=\frac{\bar{d}-\delta}{s_{\bar{d}}}]



Example: A math teacher wants to determine the effectiveness of her statistics lesson and gives a pre-test and a post-test to 9 students in her class. Our null hypothesis is that there is no difference between the means of the two samples, and our alternative hypothesis is that the two means of the samples are not equal. In other words, we are testing whether or not these two samples are related with the following hypotheses:
    


[image: H_0: \delta &= \mu_1-\mu_2=0\ H_a: \delta &= \mu_1-\mu_2 \neq 0]



      The results for the pre-test and post-test are shown below:
    

Table 2.8




	
Subject

	
Pre-test Score

	
Post-test Score

	
[image: d] difference

	
[image: d^2]






	
            1
          
	
            78
          
	
            80
          
	
            2
          
	
            4
          



	
            2
          
	
            67
          
	
            69
          
	
            2
          
	
            4
          



	
            3
          
	
            56
          
	
            70
          
	
            14
          
	
            196
          



	
            4
          
	
            78
          
	
            79
          
	
            1
          
	
            1
          



	
            5
          
	
            96
          
	
            96
          
	
            0
          
	
            0
          



	
            6
          
	
            82
          
	
            84
          
	
            2
          
	
            4
          



	
            7
          
	
            84
          
	
            88
          
	
            4
          
	
            16
          



	
            8
          
	
            90
          
	
            92
          
	
            2
          
	
            4
          



	
            9
          
	
            87
          
	
            92
          
	
            5
          
	
            25
          



	
            Sum
          
	
            718
          
	
            750
          
	
            32
          
	
            254
          



	
            Mean
          
	
            79.7
          
	
            83.3
          
	
            3.6
          
	






      Using the information from the table above, we can first solve for the standard deviation of the samples, then the standard error of the difference between the two samples, and finally the test statistic.
    


      Standard Deviation:
    


[image: s_d=\sqrt{\frac{\sum d^2-\frac{(\sum d)^2}{n}}{n-1}}=\sqrt{\frac{254-\frac{(32)^2}{9}}{8}} \approx 4.19]



      Standard Error of the Difference:
    


[image: s_{\bar{d}}=\frac{s_d}{\sqrt{n}}=\frac{4.19}{\sqrt{9}}=1.40]



      Test Statistic ([image: t]-test):
    


[image: t=\frac{\bar{d}-\delta}{s_{\bar{d}}}=\frac{3.6-0}{1.40} \approx 2.57]



      With 8 degrees of freedom (number of observations - 1) and a significance level of 0.05, we find our critical values to be [image: \pm 2.31]. Since our test statistic exceeds 2.31, we can reject the null hypothesis that the two samples are equal and conclude that the lesson had an effect on student achievement.
    


      Lesson Summary
    


      In addition to testing single samples associated with a mean, we can also perform hypothesis tests with two samples. We can test two independent samples, which are samples that do not affect one another, or dependent samples, which are samples that are related to each other.
    


      When testing a hypothesis about two independent samples, we follow a similar process as when testing one random sample. However, when computing the test statistic, we need to calculate the estimated standard error of the difference between sample means, which is found by using the following formula:
    


[image: s_{\bar{x}_1-\bar{x}_2} = \sqrt{s^2 \left(\frac{1}{n_1}+\frac{1}{n_2}\right)} \ \text{with} \ s^2=\frac{ss_1+ss_2}{n_1+n_2-2}]



      We carry out the test on the means of two independent samples in way similar to that of testing one random sample. However, we use the following formula to calculate the test statistic, with the standard error defined above:
    


[image: t=\frac{(\bar{x}_1-\bar{x}_2)-(\mu_1-\mu_2)}{s_{\bar{x}_1-\bar{x}_2}}]



      We can also test the proportions associated with two independent samples. In order to calculate the test statistic associated with two independent samples, we use the formula shown below:
    


[image: z=\frac{(\hat{p}_1-\hat{p}_2)-(0)}{\sqrt{\hat{p}(1-\hat{p}) \left(\frac{1}{n_1}+\frac{1}{n_2}\right)}} \ \text{with} \ \hat{p}=\frac{n_1 \hat{p}_1+n_2 \hat{p}_2}{n_1+n_2}]



      We can also test the likelihood that two dependent samples are related. To calculate the test statistic for two dependent samples, we use the following formula:
    


[image: t=\frac{\bar{d}-\delta}{s_{\bar{d}}} \ \text{with} \ s_{\bar{d}}=\frac{s_d}{\sqrt{n}} \ \text{and} \ s_d=\sqrt{\frac{\sum d^2 - \frac{(\sum d)^2}{n}}{n-1}}]



      Review Questions
    


1. In hypothesis testing, we have scenarios that have both dependent and independent samples. Give an example of an experiment with dependent samples and an experiment independent samples.
      

2. True or False: When we test the difference between the means of males and females on the SAT, we are using independent samples.
      

3. A study is conducted on the effectiveness of a drug on the hyperactivity of laboratory rats. Two random samples of rats are used for the study. One group is given Drug A, and the other group is given Drug B. The number of times that each rat pushes a lever is recorded. The following results for this test were calculated:
      



Table 2.9




	
	
Drug A

	
Drug B






	
[image: \bar{x}]

	
            75.6
          
	
            72.8
          



	
[image: n]

	
            18
          
	
            24
          



	
[image: s^2]

	
            12.25
          
	
            10.24
          



	
[image: s]

	
            3.5
          
	
            3.2
          






      (a) Does this scenario involve dependent or independent samples? Explain.
    


      (b) What would the hypotheses be for this scenario?
    


      (c) Compute the pooled estimate for population variance.
    


      (d) Calculate the estimated standard error for this scenario.
    


      (e) What is the test statistic, and at an alpha level of 0.05, what conclusions would you make about the null hypothesis?
    


4. A survey is conducted on attitudes towards drinking. A random sample of eight married couples is selected, and the husbands and wives respond to an attitude-toward-drinking scale. The scores are as follows:
      



Table 2.10




	
Husbands

	
Wives






	
            16
          
	
            15
          



	
            20
          
	
            18
          



	
            10
          
	
            13
          



	
            15
          
	
            10
          



	
            8
          
	
            12
          



	
            19
          
	
            16
          



	
            14
          
	
            11
          



	
            15
          
	
            12
          






      (a) What would be the hypotheses for this scenario?
    


      (b) Calculate the estimated standard deviation for this scenario.
    


      (c) Compute the standard error of the difference for these samples.
    


      (d) What is the test statistic, and at an alpha level of 0.05, what conclusions would you make about the null hypothesis?
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      Chapter 9: Regression and Correlation
    


      Scatterplots and Linear Correlation
    


      Learning Objectives
    


	Understand the concepts of bivariate data and correlation, and the use of scatterplots to display bivariate data.
      

	Understand when the terms 'positive', 'negative', 'strong', and 'perfect' apply to the correlation between two variables in a scatterplot graph.
      

	Calculate the linear correlation coefficient and coefficient of determination of bivariate data, using technology tools to assist in the calculations.
      

	Understand properties and common errors of correlation.
      




      Introduction
    


      So far we have learned how to describe distributions of a single variable and how to perform hypothesis tests concerning parameters of these distributions. But what if we notice that two variables seem to be related? We may notice that the values of two variables, such as verbal SAT score and GPA, behave in the same way and that students who have a high verbal SAT score also tend to have a high GPA (see table below). In this case, we would want to study the nature of the connection between the two variables.
    

Table 3.1



        A table of verbal SAT values and GPAs for seven students.
      


	
Student

	
SAT Score

	
GPA






	
            1
          
	
            595
          
	
            3.4
          



	
            2
          
	
            520
          
	
            3.2
          



	
            3
          
	
            715
          
	
            3.9
          



	
            4
          
	
            405
          
	
            2.3
          



	
            5
          
	
            680
          
	
            3.9
          



	
            6
          
	
            490
          
	
            2.5
          



	
            7
          
	
            565
          
	
            3.5
          






      These types of studies are quite common, and we can use the concept of correlation to describe the relationship between the two variables.
    


      Bivariate Data, Correlation Between Values, and the Use of Scatterplots
    


Correlation measures the relationship between bivariate data. Bivariate data are data sets in which each subject has two observations associated with it. In our example above, we notice that there are two observations (verbal SAT score and GPA) for each subject (in this case, a student). Can you think of other scenarios when we would use bivariate data?
    


      If we carefully examine the data in the example above, we notice that those students with high SAT scores tend to have high GPAs, and those with low SAT scores tend to have low GPAs. In this case, there is a tendency for students to score similarly on both variables, and the performance between variables appears to be related.
    


Scatterplots display these bivariate data sets and provide a visual representation of the relationship between variables. In a scatterplot, each point represents a paired measurement of two variables for a specific subject, and each subject is represented by one point on the scatterplot.
    


[image: ]



      Correlation Patterns in Scatterplot Graphs
    


      Examining a scatterplot graph allows us to obtain some idea about the relationship between two variables.
    


      When the points on a scatterplot graph produce a lower-left-to-upper-right pattern (see below), we say that there is a positive correlation between the two variables. This pattern means that when the score of one observation is high, we expect the score of the other observation to be high as well, and vice versa.
    


[image: ]



      When the points on a scatterplot graph produce a upper-left-to-lower-right pattern (see below), we say that there is a negative correlation between the two variables. This pattern means that when the score of one observation is high, we expect the score of the other observation to be low, and vice versa.
    


[image: ]



      When all the points on a scatterplot lie on a straight line, you have what is called a perfect correlation between the two variables (see below).
    


[image: ]



      A scatterplot in which the points do not have a linear trend (either positive or negative) is called a zero correlation or a near-zero correlation (see below).
    


[image: ]



      When examining scatterplots, we also want to look not only at the direction of the relationship (positive, negative, or zero), but also at the magnitude of the relationship. If we drew an imaginary oval around all of the points on the scatterplot, we would be able to see the extent, or the magnitude, of the relationship. If the points are close to one another and the width of the imaginary oval is small, this means that there is a strong correlation between the variables (see below).
    


[image: ]



      However, if the points are far away from one another, and the imaginary oval is very wide, this means that there is a weak correlation between the variables (see below).
    


[image: ]



      Correlation Coefficients
    


      While examining scatterplots gives us some idea about the relationship between two variables, we use a statistic called the correlation coefficient to give us a more precise measurement of the relationship between the two variables. The correlation coefficient is an index that describes the relationship and can take on values between [image: -1.0] and +1.0, with a positive correlation coefficient indicating a positive correlation and a negative correlation coefficient indicating a negative correlation.
    


      The absolute value of the coefficient indicates the magnitude, or the strength, of the relationship. The closer the absolute value of the coefficient is to 1, the stronger the relationship. For example, a correlation coefficient of 0.20 indicates that there is a weak linear relationship between the variables, while a coefficient of [image: -0.90] indicates that there is a strong linear relationship.
    


      The value of a perfect positive correlation is 1.0, while the value of a perfect negative correlation is [image: -1.0].
    


      When there is no linear relationship between two variables, the correlation coefficient is 0. It is important to remember that a correlation coefficient of 0 indicates that there is no linear relationship, but there may still be a strong relationship between the two variables. For example, there could be a quadratic relationship between them.
    


On the Web



http://tinyurl.com/ylcyh88 Match the graph to its correlation.
    


http://tinyurl.com/y8vcm5y Guess the correlation.
    


http://onlinestatbook.com/stat_sim/reg_by_eye/index.html Regression by eye.
    


The Pearson product-moment correlation coefficient is a statistic that is used to measure the strength and direction of a linear correlation. It is symbolized by the letter [image: r]. To understand how this coefficient is calculated, let’s suppose that there is a positive relationship between two variables, [image: X] and [image: Y]. If a subject has a score on [image: X] that is above the mean, we expect the subject to have a score on [image: Y] that is also above the mean. Pearson developed his correlation coefficient by computing the sum of cross products. He multiplied the two scores, [image: X] and [image: Y], for each subject and then added these cross products across the individuals. Next, he divided this sum by the number of subjects minus one. This coefficient is, therefore, the mean of the cross products of scores.
    


      Pearson used standard scores ([image: z]-scores, [image: t]-scores, etc.) when determining the coefficient.
    


      Therefore, the formula for this coefficient is as follows:
    


[image: r_{XY} = \frac{\sum z_X z_Y}{n-1}]



      In other words, the coefficient is expressed as the sum of the cross products of the standard [image: z]-scores divided by the number of degrees of freedom.
    


      An equivalent formula that uses the raw scores rather than the standard scores is called the raw score formula and is written as follows:
    


[image: r_{XY}=\frac{n\sum xy-\sum x \sum y}{\sqrt{\left [ n\sum x^2- \left ( \sum x \right )^2 \right ]} \sqrt{\left [ n \sum y^2-\left ( \sum y \right )^2 \right ]}}]



      Again, this formula is most often used when calculating correlation coefficients from original data. Note that [image: n] is used instead of [image: n - 1], because we are using actual data and not [image: z]-scores. Let’s use our example from the introduction to demonstrate how to calculate the correlation coefficient using the raw score formula.
    


Example: What is the Pearson product-moment correlation coefficient for the two variables represented in the table below?
    

Table 3.2



        The table of values for this example.
      


	
Student

	
SAT Score

	
GPA






	
            1
          
	
            595
          
	
            3.4
          



	
            2
          
	
            520
          
	
            3.2
          



	
            3
          
	
            715
          
	
            3.9
          



	
            4
          
	
            405
          
	
            2.3
          



	
            5
          
	
            680
          
	
            3.9
          



	
            6
          
	
            490
          
	
            2.5
          



	
            7
          
	
            565
          
	
            3.5
          






      In order to calculate the correlation coefficient, we need to calculate several pieces of information, including [image: xy, \ x^2], and [image: y^2]. Therefore, the values of [image: xy, \ x^2], and [image: y^2] have been added to the table.
    

Table 3.3




	
Student

	
SAT Score [image: (X)]

	
GPA [image: (Y)]

	
[image: xy]

	
[image: x^2]

	
[image: y^2]






	
            1
          
	
            595
          
	
            3.4
          
	
            2023
          
	
            354025
          
	
            11.56
          



	
            2
          
	
            520
          
	
            3.2
          
	
            1664
          
	
            270400
          
	
            10.24
          



	
            3
          
	
            715
          
	
            3.9
          
	
            2789
          
	
            511225
          
	
            15.21
          



	
            4
          
	
            405
          
	
            2.3
          
	
            932
          
	
            164025
          
	
            5.29
          



	
            5
          
	
            680
          
	
            3.9
          
	
            2652
          
	
            462400
          
	
            15.21
          



	
            6
          
	
            490
          
	
            2.5
          
	
            1225
          
	
            240100
          
	
            6.25
          



	
            7
          
	
            565
          
	
            3.5
          
	
            1978
          
	
            319225
          
	
            12.25
          



	
            Sum
          
	
            3970
          
	
            22.7
          
	
            13262
          
	
            2321400
          
	
            76.01
          






      Applying the formula to these data, we find the following:
    


[image: r_{XY} & = \frac{n\sum xy-\sum x \sum y}{\sqrt{\left [ n\sum x^2- \left ( \sum x \right )^2 \right ]} \sqrt{\left [ n \sum y^2-\left ( \sum y \right )^2 \right ]}} = \frac{(7)(13262)-(3970)(22.7)}{\sqrt{[(7)(2321400)-3970^2][(7)(76.01)-22.7^2]}}\ & = \frac{2715}{2864.22} \approx 0.95]



      The correlation coefficient not only provides a measure of the relationship between the variables, but it also gives us an idea about how much of the total variance of one variable can be associated with the variance of the other. For example, the correlation coefficient of 0.95 that we calculated above tells us that to a high degree, the variance in the scores on the verbal SAT is associated with the variance in the GPA, and vice versa. For example, we could say that factors that influence the verbal SAT, such as health, parent college level, etc., would also contribute to individual differences in the GPA. The higher the correlation we have between two variables, the larger the portion of the variance that can be explained by the independent variable.
    


      The calculation of this variance is called the coefficient of determination and is calculated by squaring the correlation coefficient. Therefore, the coefficient of determination is written as [image: r^2]. The result of this calculation indicates the proportion of the variance in one variable that can be associated with the variance in the other variable.
    


      The Properties and Common Errors of Correlation
    


      Correlation is a measure of the linear relationship between two variables-it does not necessarily state that one variable is caused by another. For example, a third variable or a combination of other things may be causing the two correlated variables to relate as they do. Therefore, it is important to remember that we are interpreting the variables and the variance not as causal, but instead as relational.
    


      When examining correlation, there are three things that could affect our results: linearity, homogeneity of the group, and sample size.
    


      Linearity
    


      As mentioned, the correlation coefficient is the measure of the linear relationship between two variables. However, while many pairs of variables have a linear relationship, some do not. For example, let’s consider performance anxiety. As a person’s anxiety about performing increases, so does his or her performance up to a point. (We sometimes call this good stress.) However, at some point, the increase in anxiety may cause a person's performance to go down. We call these non-linear relationships curvilinear relationships. We can identify curvilinear relationships by examining scatterplots (see below). One may ask why curvilinear relationships pose a problem when calculating the correlation coefficient. The answer is that if we use the traditional formula to calculate these relationships, it will not be an accurate index, and we will be underestimating the relationship between the variables. If we graphed performance against anxiety, we would see that anxiety has a strong affect on performance. However, if we calculated the correlation coefficient, we would arrive at a figure around zero. Therefore, the correlation coefficient is not always the best statistic to use to understand the relationship between variables.
    


[image: ]



      Homogeneity of the Group
    


      Another error we could encounter when calculating the correlation coefficient is homogeneity of the group. When a group is homogeneous, or possesses similar characteristics, the range of scores on either or both of the variables is restricted. For example, suppose we are interested in finding out the correlation between IQ and salary. If only members of the Mensa Club (a club for people with IQs over 140) are sampled, we will most likely find a very low correlation between IQ and salary, since most members will have a consistently high IQ, but their salaries will still vary. This does not mean that there is not a relationship-it simply means that the restriction of the sample limited the magnitude of the correlation coefficient.
    


      Sample Size
    


      Finally, we should consider sample size. One may assume that the number of observations used in the calculation of the correlation coefficient may influence the magnitude of the coefficient itself. However, this is not the case. Yet while the sample size does not affect the correlation coefficient, it may affect the accuracy of the relationship. The larger the sample, the more accurate of a predictor the correlation coefficient will be of the relationship between the two variables.
    


      Lesson Summary
    


      Bivariate data are data sets with two observations that are assigned to the same subject. Correlation measures the direction and magnitude of the linear relationship between bivariate data. When examining scatterplot graphs, we can determine if correlations are positive, negative, perfect, or zero. A correlation is strong when the points in the scatterplot are close together.
    


      The correlation coefficient is a precise measurement of the relationship between the two variables. This index can take on values between and including [image: -1.0] and +1.0.
    


      To calculate the correlation coefficient, we most often use the raw score formula, which allows us to calculate the coefficient by hand.
    


      This formula is as follows: [image: r_{XY} = \frac{n \sum xy - \sum x \sum y}{\sqrt{ \left [ n\sum x^2-\left ( \sum x \right )^2 \right ]} \sqrt{ \left [ n \sum y^2 - \left ( \sum y \right )^2 \right ]}}].
    


      When calculating the correlation coefficient, there are several things that could affect our computation, including curvilinear relationships, homogeneity of the group, and the size of the group.
    


      Multimedia Links
    


       For an explanation of the correlation coefficient (13.0), see kbower50, The Correlation Coefficient (3:59).
    



[image: ]

Click here to watch the video










      Review Questions
    


1. Give 2 scenarios or research questions where you would use bivariate data sets.
      

2. In the space below, draw and label four scatterplot graphs. One should show:
        
a. a positive correlation
          

b. a negative correlation
          

c. a perfect correlation
          

d. a zero correlation
          





3. In the space below, draw and label two scatterplot graphs. One should show:
        
a. a weak correlation
          

b. a strong correlation.
          





4. What does the correlation coefficient measure?
      

5. The following observations were taken for five students measuring grade and reading level.
      



Table 3.4



        A table of grade and reading level for five students.
      


	
Student Number

	
Grade

	
Reading Level






	
            1
          
	
            2
          
	
            6
          



	
            2
          
	
            6
          
	
            14
          



	
            3
          
	
            5
          
	
            12
          



	
            4
          
	
            4
          
	
            10
          



	
            5
          
	
            1
          
	
            4
          






      (a) Draw a scatterplot for these data. What type of relationship does this correlation have?
    


      (b) Use the raw score formula to compute the Pearson correlation coefficient.
    


6. A teacher gives two quizzes to his class of 10 students. The following are the scores of the 10 students.
      



Table 3.5



        Quiz results for ten students.
      


	
Student

	
Quiz 1

	
Quiz 2






	
            1
          
	
            15
          
	
            20
          



	
            2
          
	
            12
          
	
            15
          



	
            3
          
	
            10
          
	
            12
          



	
            4
          
	
            14
          
	
            18
          



	
            5
          
	
            10
          
	
            10
          



	
            6
          
	
            8
          
	
            13
          



	
            7
          
	
            6
          
	
            12
          



	
            8
          
	
            15
          
	
            10
          



	
            9
          
	
            16
          
	
            18
          



	
            10
          
	
            13
          
	
            15
          






      (a) Compute the Pearson correlation coefficient, [image: r], between the scores on the two quizzes.
    


      (b) Find the percentage of the variance, [image: r^2], in the scores of Quiz 2 associated with the variance in the scores of Quiz 1.
    


      (c) Interpret both [image: r] and [image: r^2] in words.
    


7. What are the three factors that we should be aware of that affect the magnitude and accuracy of the Pearson correlation coefficient?
      




      Least-Squares Regression
    


      Learning Objectives
    


	Calculate and graph a regression line.
      

	Predict values using bivariate data plotted on a scatterplot.
      

	Understand outliers and influential points.
      

	Perform transformations to achieve linearity.
      

	Calculate residuals and understand the least-squares property and its relation to the regression equation.
      

	Plot residuals and test for linearity.
      




      Introduction
    


      In the last section, we learned about the concept of correlation, which we defined as the measure of the linear relationship between two variables. As a reminder, when we have a strong positive correlation, we can expect that if the score on one variable is high, the score on the other variable will also most likely be high. With correlation, we are able to roughly predict the score of one variable when we have the other. Prediction is simply the process of estimating scores of one variable based on the scores of another variable.
    


      In the previous section, we illustrated the concept of correlation through scatterplot graphs. We saw that when variables were correlated, the points on a scatterplot graph tended to follow a straight line. If we could draw this straight line, it would, in theory, represent the change in one variable associated with the change in the other. This line is called the least squares line, or the linear regression line (see figure below).
    


[image: ]



      Calculating and Graphing the Regression Line
    


Linear regression involves using data to calculate a line that best fits that data and then using that line to predict scores. In linear regression, we use one variable (the predictor variable) to predict the outcome of another (the outcome variable, or criterion variable). To calculate this line, we analyze the patterns between the two variables.
    


      We are looking for a line of best fit, and there are many ways one could define this best fit. Statisticians define this line to be the one which minimizes the sum of the squared distances from the observed data to the line.
    


      To determine this line, we want to find the change in [image: X] that will be reflected by the average change in [image: Y]. After we calculate this average change, we can apply it to any value of [image: X] to get an approximation of [image: Y]. Since the regression line is used to predict the value of [image: Y] for any given value of [image: X], all predicted values will be located on the regression line, itself. Therefore, we try to fit the regression line to the data by having the smallest sum of squared distances possible from each of the data points to the line. In the example below, you can see the calculated distances, or residual values, from each of the observations to the regression line. This method of fitting the data line so that there is minimal difference between the observations and the line is called the method of least squares, which we will discuss further in the following sections.
    


[image: ]



      As you can see, the regression line is a straight line that expresses the relationship between two variables. When predicting one score by using another, we use an equation such as the following, which is equivalent to the slope-intercept form of the equation for a straight line:
    


[image: Y = bX + a]



      where:
    


[image: Y] is the score that we are trying to predict.
    


[image: b] is the slope of the line.
    


[image: a] is the [image: y]-intercept, or the value of [image: Y] when the value of [image: X] is 0.
    


      To calculate the line itself, we need to find the values for [image: b] (the regression coefficient) and [image: a] (the regression constant). The regression coefficient explains the nature of the relationship between the two variables. Essentially, the regression coefficient tells us that a certain change in the predictor variable is associated with a certain change in the outcome, or criterion, variable. For example, if we had a regression coefficient of 10.76, we would say that a change of 1 unit in [image: X] is associated with a change of 10.76 units of [image: Y]. To calculate this regression coefficient, we can use the following formulas:
    


[image: b & = \frac{n\sum xy-\sum x \sum y}{n \sum x^2-\left ( \sum x \right )^2}\ \text{or}\ b & = (r) \frac{s_Y}{s_X}]



      where:
    


[image: r] is the correlation between the variables [image: X] and [image: Y].
    


[image: s_Y] is the standard deviation of the [image: Y] scores.
    


[image: s_X] is the standard deviation of the [image: X] scores.
    


      In addition to calculating the regression coefficient, we also need to calculate the regression constant. The regression constant is also the [image: y]-intercept and is the place where the line crosses the [image: y]-axis. For example, if we had an equation with a regression constant of 4.58, we would conclude that the regression line crosses the [image: y]-axis at 4.58. We use the following formula to calculate the regression constant:
    


[image: a = \frac{\sum y - b \sum x}{n} = \bar{y}-b\bar{x}]



Example: Find the least squares line (also known as the linear regression line or the line of best fit) for the example measuring the verbal SAT scores and GPAs of students that was used in the previous section.
    

Table 3.6



        SAT and GPA data including intermediate computations for computing a linear regression.
      


	
Student

	
SAT Score ([image: X])

	
GPA ([image: Y])

	
[image: xy]

	
[image: x^2]

	
[image: y^2]






	
            1
          
	
            595
          
	
            3.4
          
	
            2023
          
	
            354025
          
	
            11.56
          



	
            2
          
	
            520
          
	
            3.2
          
	
            1664
          
	
            270400
          
	
            10.24
          



	
            3
          
	
            715
          
	
            3.9
          
	
            2789
          
	
            511225
          
	
            15.21
          



	
            4
          
	
            405
          
	
            2.3
          
	
            932
          
	
            164025
          
	
            5.29
          



	
            5
          
	
            680
          
	
            3.9
          
	
            2652
          
	
            462400
          
	
            15.21
          



	
            6
          
	
            490
          
	
            2.5
          
	
            1225
          
	
            240100
          
	
            6.25
          



	
            7
          
	
            565
          
	
            3.5
          
	
            1978
          
	
            319225
          
	
            12.25
          



	
            Sum
          
	
            3970
          
	
            22.7
          
	
            13262
          
	
            2321400
          
	
            76.01
          






      Using these data points, we first calculate the regression coefficient and the regression constant as follows:
    


[image: b & = \frac{n \sum xy - \sum x \sum y}{n \sum x^2-\left ( \sum x \right )^2} = \frac{(7)(13,262)-(3,970)(22.7)}{(7)(2,321,400)-3,970^2} = \frac{2715}{488900} \approx 0.0055\ a & =\frac{\sum y-b \sum x}{n} \approx 0.097]



      Note: If you performed the calculations yourself and did not get exactly the same answers, it is probably due to rounding in the table for [image: xy].
    


      Now that we have the equation of this line, it is easy to plot on a scatterplot. To plot this line, we simply substitute two values of [image: X] and calculate the corresponding [image: Y] values to get two pairs of coordinates. Let’s say that we wanted to plot this example on a scatterplot. We would choose two hypothetical values for [image: X] (say, 400 and 500) and then solve for [image: Y] in order to identify the coordinates (400, 2.1214) and (500, 2.6761). From these pairs of coordinates, we can draw the regression line on the scatterplot.
    


[image: ]



      Predicting Values Using Scatterplot Data
    


      One of the uses of a regression line is to predict values. After calculating this line, we are able to predict values by simply substituting a value of a predictor variable, [image: X], into the regression equation and solving the equation for the outcome variable, [image: Y]. In our example above, we can predict the students’ GPA's from their SAT scores by plugging in the desired values into our regression equation, [image: Y=0.0055X+0.097].
    


      For example, say that we wanted to predict the GPA for two students, one who had an SAT score of 500 and the other who had an SAT score of 600. To predict the GPA scores for these two students, we would simply plug the two values of the predictor variable into the equation and solve for [image: Y] (see below).
    

Table 3.7



        GPA/SAT data, including predicted GPA values from the linear regression.
      


	
Student

	
SAT Score ([image: X])

	
GPA ([image: Y])

	
Predicted GPA ([image: \hat{Y}])






	
            1
          
	
            595
          
	
            3.4
          
	
            3.4
          



	
            2
          
	
            520
          
	
            3.2
          
	
            3.0
          



	
            3
          
	
            715
          
	
            3.9
          
	
            4.1
          



	
            4
          
	
            405
          
	
            2.3
          
	
            2.3
          



	
            5
          
	
            680
          
	
            3.9
          
	
            3.9
          



	
            6
          
	
            490
          
	
            2.5
          
	
            2.8
          



	
            7
          
	
            565
          
	
            3.5
          
	
            3.2
          



	
            Hypothetical
          
	
            600
          
	
	
            3.4
          



	
            Hypothetical
          
	
            500
          
	
	
            2.9
          






      As you can see, we are able to predict the value for [image: Y] for any value of [image: X] within a specified range.
    


      Outliers and Influential Points
    


      An outlier is an extreme observation that does not fit the general correlation or regression pattern (see figure below). Since it is an unusual observation, the inclusion of an outlier may affect the slope and the [image: y]-intercept of the regression line. When examining a scatterplot graph and calculating the regression equation, it is worth considering whether extreme observations should be included or not. In the following scatterplot, the outlier has approximate coordinates of (30, 6,000).
    


[image: ]



      Let’s use our example above to illustrate the effect of a single outlier. Say that we have a student who has a high GPA but who suffered from test anxiety the morning of the SAT verbal test and scored a 410. Using our original regression equation, we would expect the student to have a GPA of 2.2. But, in reality, the student has a GPA equal to 3.9. The inclusion of this value would change the slope of the regression equation from 0.0055 to 0.0032, which is quite a large difference.
    


      There is no set rule when trying to decide whether or not to include an outlier in regression analysis. This decision depends on the sample size, how extreme the outlier is, and the normality of the distribution. As a general rule of thumb, we should consider values that are 1.5 times the inter-quartile range below the first quartile or above the third quartile as outliers. Extreme outliers are values that are 3.0 times the inter-quartile range below the first quartile or above the third quartile.
    


      Transformations to Achieve Linearity
    


      Sometimes we find that there is a relationship between [image: X] and [image: Y], but it is not best summarized by a straight line. When looking at the scatterplot graphs of correlation patterns, these relationships would be shown to be curvilinear. While many relationships are linear, there are quite a number that are not, including learning curves (learning more quickly at the beginning, followed by a leveling out) and exponential growth (doubling in size, for example, with each unit of growth). Below is an example of a growth curve describing the growth of a complex society:
    


[image: ]



      Since this is not a linear relationship, we cannot immediately fit a regression line to this data. However, we can perform a transformation to achieve a linear relationship. We commonly use transformations in everyday life. For example, the Richter scale, which measures earthquake intensity, and the idea of describing pay raises in terms of percentages are both examples of making transformations of non-linear data.
    


      Consider the following exponential relationship, and take the log of both sides as shown:
    


[image: y & = ab^x\ \log y & = \log (ab^x)\ \log y & = \log a + \log b^x\ \log y & = \log a + x \log b]



      In this example, [image: a] and [image: b] are real numbers (constants), so this is now a linear relationship between the variables [image: x] and [image: \log y].
    


      Thus, you can find a least squares line for these variables.
    


      Let’s take a look at an example to help clarify this concept. Say that we were interested in making a case for investing and examining how much return on investment one would get on $100 over time. Let’s assume that we invested $100 in the year 1900 and that this money accrued 5% interest every year. The table below details how much we would have each decade:
    

Table 3.8



        Table of account growth assuming $100 invested in 1900 at 5% annual growth.
      


	
Year

	
Investment with 5% Each Year






	
            1900
          
	
            100
          



	
            1910
          
	
            163
          



	
            1920
          
	
            265
          



	
            1930
          
	
            432
          



	
            1940
          
	
            704
          



	
            1950
          
	
            1147
          



	
            1960
          
	
            1868
          



	
            1970
          
	
            3043
          



	
            1980
          
	
            4956
          



	
            1990
          
	
            8073
          



	
            2000
          
	
            13150
          



	
            2010
          
	
            21420
          






      If we graphed these data points, we would see that we have an exponential growth curve.
    


[image: ]



      Say that we wanted to fit a linear regression line to these data. First, we would transform these data using logarithmic transformations as follows:
    

Table 3.9



        Account growth data and values after a logarithmic transformation.
      


	
Year

	
Investment with 5% Each Year

	
Log of amount






	
            1900
          
	
            100
          
	
            2
          



	
            1910
          
	
            163
          
	
            2.211893
          



	
            1920
          
	
            265
          
	
            2.423786
          



	
            1930
          
	
            432
          
	
            2.635679
          



	
            1940
          
	
            704
          
	
            2.847572
          



	
            1950
          
	
            1147
          
	
            3.059465
          



	
            1960
          
	
            1868
          
	
            3.271358
          



	
            1970
          
	
            3043
          
	
            3.483251
          



	
            1980
          
	
            4956
          
	
            3.695144
          



	
            1990
          
	
            8073
          
	
            3.907037
          



	
            2000
          
	
            13150
          
	
            4.118930
          



	
            2010
          
	
            21420
          
	
            4.330823
          






      If we plotted these transformed data points, we would see that we have a linear relationship as shown below:
    


[image: ]



      We can now perform a linear regression on (year, log of amount). If you enter the data into the TI-83/84 calculator, press [STAT], go to the CALC menu, and use the 'LinReg(ax+b)' command, you find the following relationship:
    


[image: Y = 0.021X-38.2]



      with [image: X] representing year and [image: Y] representing log of amount.
    


      Calculating Residuals and Understanding their Relation to the Regression Equation
    


      Recall that the linear regression line is the line that best fits the given data. Ideally, we would like to minimize the distances of all data points to the regression line. These distances are called the error, [image: e], and are also known as the residual values. As mentioned, we fit the regression line to the data points in a scatterplot using the least-squares method. A good line will have small residuals. Notice in the figure below that the residuals are the vertical distances between the observations and the predicted values on the regression line:
    


[image: ]



      To find the residual values, we subtract the predicted values from the actual values, so [image: e=y-\hat{y}]. Theoretically, the sum of all residual values is zero, since we are finding the line of best fit, with the predicted values as close as possible to the actual value. It does not make sense to use the sum of the residuals as an indicator of the fit, since, again, the negative and positive residuals always cancel each other out to give a sum of zero. Therefore, we try to minimize the sum of the squared residuals, or [image: \sum (y-\hat{y})^2].
    


Example: Calculate the residuals for the predicted and the actual GPA's from our sample above.
    

Table 3.10



        SAT/GPA data, including residuals.
      


	
Student

	
SAT Score [image: (X)]

	
GPA [image: (Y)]

	
Predicted GPA [image: (\hat{Y})]

	
Residual Value

	
Residual Value Squared






	
            1
          
	
            595
          
	
            3.4
          
	
            3.4
          
	
            0
          
	
            0
          



	
            2
          
	
            520
          
	
            3.2
          
	
            3.0
          
	
            0.2
          
	
            0.04
          



	
            3
          
	
            715
          
	
            3.9
          
	
            4.1
          
	
[image: -0.2]

	
            0.04
          



	
            4
          
	
            405
          
	
            2.3
          
	
            2.3
          
	
            0
          
	
            0
          



	
            5
          
	
            680
          
	
            3.9
          
	
            3.9
          
	
            0
          
	
            0
          



	
            6
          
	
            490
          
	
            2.5
          
	
            2.8
          
	
[image: -0.3]

	
            0.09
          



	
            7
          
	
            565
          
	
            3.5
          
	
            3.2
          
	
            0.3
          
	
            0.09
          



	
[image: \sum (y-\hat{y})^2]

	
	
	
	
	
            0.26
          






      Plotting Residuals and Testing for Linearity
    


      To test for linearity and to determine if we should drop extreme observations (or outliers) from our analysis, it is helpful to plot the residuals. When plotting, we simply plot the [image: x]-value for each observation on the [image: x]-axis and then plot the residual score on the [image: y]-axis. When examining this scatterplot, the data points should appear to have no correlation, with approximately half of the points above 0 and the other half below 0. In addition, the points should be evenly distributed along the [image: x]-axis. Below is an example of what a residual scatterplot should look like if there are no outliers and a linear relationship.
    


[image: ]



      If the scatterplot of the residuals does not look similar to the one shown, we should look at the situation a bit more closely. For example, if more observations are below 0, we may have a positive outlying residual score that is skewing the distribution, and if more of the observations are above 0, we may have a negative outlying residual score. If the points are clustered close to the [image: y]-axis, we could have an [image: x]-value that is an outlier. If this occurs, we may want to consider dropping the observation to see if this would impact the plot of the residuals. If we do decide to drop the observation, we will need to recalculate the original regression line. After this recalculation, we will have a regression line that better fits a majority of the data.
    


      Lesson Summary
    


      Prediction is simply the process of estimating scores of one variable based on the scores of another variable. We use the least-squares regression line, or linear regression line, to predict the value of a variable.
    


      Using this regression line, we are able to use the slope, [image: y]-intercept, and the calculated regression coefficient to predict the scores of a variable. The predictions are represented by the variable [image: \hat{y}].
    


      When there is an exponential relationship between the variables, we can transform the data by taking the log of the dependent variable to achieve linearity between [image: x] and [image: \log y]. We can then fit a least squares regression line to the transformed data.
    


      The differences between the actual and the predicted values are called residual values. We can construct scatterplots of these residual values to examine outliers and test for linearity.
    


      Multimedia Links
    


       For an introduction to what a least squares regression line represents (12.0), see bionicturtledotcom, Introduction to Linear Regression (5:15).
    



[image: ]

Click here to watch the video










      Review Questions
    


1. A school nurse is interested in predicting scores on a memory test from the number of times that a student exercises per week. Below are her observations:
      



Table 3.11



        A table of memory test scores compared to the number of times a student exercises per week.
      


	
Student

	
Exercise Per Week

	
Memory Test Score






	
            1
          
	
            0
          
	
            15
          



	
            2
          
	
            2
          
	
            3
          



	
            3
          
	
            2
          
	
            12
          



	
            4
          
	
            1
          
	
            11
          



	
            5
          
	
            3
          
	
            5
          



	
            6
          
	
            1
          
	
            8
          



	
            7
          
	
            2
          
	
            15
          



	
            8
          
	
            0
          
	
            13
          



	
            9
          
	
            3
          
	
            2
          



	
            10
          
	
            3
          
	
            4
          



	
            11
          
	
            4
          
	
            2
          



	
            12
          
	
            1
          
	
            8
          



	
            13
          
	
            1
          
	
            10
          



	
            14
          
	
            1
          
	
            12
          



	
            15
          
	
            2
          
	
            8
          






      (a) Plot this data on a scatterplot, with the [image: x]-axis representing the number of times exercising per week and the [image: y]-axis representing memory test score.
    


      (b) Does this appear to be a linear relationship? Why or why not?
    


      (c) What regression equation would you use to construct a linear regression model?
    


      (d) What is the regression coefficient in this linear regression model and what does this mean in words?
    


      (e) Calculate the regression equation for these data.
    


      (f) Draw the regression line on the scatterplot.
    


      (g) What is the predicted memory test score of a student who exercises 3 times per week?
    


      (h) Do you think that a data transformation is necessary in order to build an accurate linear regression model? Why or why not?
    


      (i) Calculate the residuals for each of the observations and plot these residuals on a scatterplot.
    


      (j) Examine this scatterplot of the residuals. Is a transformation of the data necessary? Why or why not?
    


      Inferences about Regression
    


      Learning Objectives
    


	Make inferences about regression models, including hypothesis testing for linear relationships.
      

	Make inferences about regression and predicted values, including the construction of confidence intervals.
      

	Check regression assumptions.
      




      Introduction
    


      In the previous section, we learned about the least-squares model, or the linear regression model. The linear regression model uses the concept of correlation to help us predict the score of a variable based on our knowledge of the score of another variable. In this section, we will investigate several inferences and assumptions that we can make about the linear regression model.
    


      Hypothesis Testing for Linear Relationships
    


      Let’s think for a minute about the relationship between correlation and the linear regression model. As we learned, if there is no correlation between the two variables [image: X] and [image: Y], then it would be nearly impossible to fit a meaningful regression line to the points on a scatterplot graph. If there was no correlation, and our correlation value, or [image: r]-value, was 0, we would always come up with the same predicted value, which would be the mean of all the predicted values, or the mean of [image: \hat{Y}]. The figure below shows an example of what a regression line fit to variables with no correlation [image: (r=0)] would look like. As you can see, for any value of [image: X], we always get the same predicted value of [image: Y].
    


[image: ]



      Using this knowledge, we can determine that if there is no relationship between [image: X] and [image: Y], constructing a regression line doesn’t help us very much, because, again, the predicted score would always be the same. Therefore, when we estimate a linear regression model, we want to ensure that the regression coefficient, [image: \beta], for the population does not equal zero. Furthermore, it is beneficial to test how strong (or far away) from zero the regression coefficient must be to strengthen our prediction of the [image: Y] scores.
    


      In hypothesis testing of linear regression models, the null hypothesis to be tested is that the regression coefficient, [image: \beta], equals zero. Our alternative hypothesis is that our regression coefficient does not equal zero.
    


[image: H_0 : \ \beta & = 0\ H_a : \ \beta & \neq 0]



      The test statistic for this hypothesis test is calculated as follows:
    


[image: t &= \frac{b-\beta}{s_b}\ \text{where} \qquad s_b &= \frac{s}{\sqrt{\sum (x-\bar{x})^2}} = \frac{s}{\sqrt{SS_X}},\ s &= \sqrt{\frac{SSE}{n-2}}, \text{ and}\ SSE &= \text{sum of residual error squared}]



Example: Let’s say that a football coach is using the results from a short physical fitness test to predict the results of a longer, more comprehensive one. He developed the regression equation [image: Y=0.635X + 1.22], and the standard error of estimate is 0.56. The summary statistics are as follows:
    


      Summary statistics for two foot ball fitness tests.
    


[image: &n = 24 && \sum xy = 591.50\ &\sum x = 118 && \sum y = 104.3\ &\bar{x} = 4.92 && \bar{y}=4.35\ &\sum x^2 = 704 && \sum y^2 = 510.01\ &SS_X = 123.83 && SS_Y = 56.74]



      Using [image: \alpha=0.05], test the null hypothesis that, in the population, the regression coefficient is zero, or [image: H_0: \ \beta=0].
    


      We use the [image: t]-distribution to calculate the test statistic and find that the critical values in the [image: t]-distribution at 22 degrees of freedom are 2.074 standard scores above and below the mean. Also, the test statistic can be calculated as follows:
    


[image: s_b & = \frac{0.56}{\sqrt{123.83}} = 0.05\ t & = \frac{0.635-0}{0.05} = 12.70]



      Since the observed value of the test statistic exceeds the critical value, the null hypothesis would be rejected, and we can conclude that if the null hypothesis were true, we would observe a regression coefficient of 0.635 by chance less than 5% of the time.
    


      Making Inferences about Predicted Scores
    


      As we have mentioned, a regression line makes predictions about variables based on the relationship of the existing data. However, it is important to remember that the regression line simply infers, or estimates, what the value will be. These predictions are never accurate 100% of the time, unless there is a perfect correlation. What this means is that for every predicted value, we have a normal distribution (also known as the conditional distribution, since it is conditional on the [image: X] value) that describes the likelihood of obtaining other scores that are associated with the value of the predictor variable, [image: X].
    


[image: ]



      If we assume that these distributions are normal, we are able to make inferences about each of the predicted scores. We can ask questions like, “If the predictor variable, [image: X], equals 4, what percentage of the distribution of [image: Y] scores will be lower than 3?”
    


      The reason why we would ask questions like this depends on the scenario. Suppose, for example, that we want to know the percentage of students with a 5 on their short physical fitness test that have a predicted score higher than 5 on their long physical fitness test. If the coach is using this predicted score as a cutoff for playing in a varsity match, and this percentage is too low, he may want to consider changing the standards of the test.
    


      To find the percentage of students with scores above or below a certain point, we use the concept of standard scores and the standard normal distribution.
    


      Since we have a certain predicted value for every value of [image: X], the [image: Y] values take on the shape of a normal distribution. This distribution has a mean (the regression line) and a standard error, which we found to be equal to 0.56. In short, the conditional distribution is used to determine the percentage of [image: Y] values above or below a certain value that are associated with a specific value of [image: X].
    


Example: Using our example above, if a student scored a 5 on the short test, what is the probability that he or she would have a score of 5 or greater on the long physical fitness test?
    


      From the regression equation [image: Y=0.635X+1.22], we find that the predicted score when the value of [image: X] is 5 is 4.40. Consider the conditional distribution of [image: Y] scores when the value of [image: X] is 5. Under our assumption, this distribution is normally distributed around the predicted value 4.40 and has a standard error of 0.56.
    


      Therefore, to find the percentage of [image: Y] scores of 5 or greater, we use the general formula for a [image: z]-score to calculate the following:
    


[image: z = \frac{Y-\hat{Y}}{s} = \frac{5-4.40}{0.56} = 1.07]



      Using the [image: z]-distribution table, we find that the area to the right of a [image: z]-score of 1.07 is 0.1423. Therefore, we can conclude that the proportion of predicted scores of 5 or greater given a score of 5 on the short test is 0.1423, or 14.23%.
    


      Prediction Intervals
    


      Similar to hypothesis testing for samples and populations, we can also build a confidence interval around our regression results. This helps us ask questions like “If the predictor variable, [image: X], is equal to a certain value, what are the likely values for [image: Y]?” A confidence interval gives us a range of scores that has a certain percent probability of including the score that we are after.
    


      We know that the standard error of the predicted score is smaller when the predicted value is close to the actual value, and it increases as [image: X] deviates from the mean. This means that the weaker of a predictor that the regression line is, the larger the standard error of the predicted score will be. The formulas for the standard error of a predicted score and a confidence interval are as follows:
    


[image: s_{\hat{Y}} & = s \sqrt{1+\frac{1}{n} + \frac{(x-\bar{x})^2}{\sum (x-\bar{x})^2}}\ CI & = \hat{Y} \pm ts_{\hat{Y}}]



      where:
    


[image: \hat{Y}] is the predicted score.
    


[image: t] is the critical value for [image: n-2] degrees of freedom.
    


[image: s_{\hat{Y}}] is the standard error of the predicted score.
    


Example: Develop a 95% confidence interval for the predicted score of a student who scores a 4 on the short physical fitness exam.
    


      We calculate the standard error of the predicted score using the formula as follows:
    


[image: s_{\hat{Y}} = s\sqrt{1+ \frac{1}{n}+\frac{(x-\bar{x})^2}{\sum(x-\bar{x})^2}} = 0.56 \sqrt{1+ \frac{1}{24} + \frac{(4-4.92)^2}{123.83}} = 0.57]



      Using the general formula for a confidence interval, we can calculate the answer as shown:
    


[image: CI & = \hat{Y} \pm ts_{\hat{Y}} \ CI_{0.95} & = 3.76 \pm (2.074)(0.57)\ CI_{0.95} & = 3.76 \pm 1.18\ CI_{0.95} & = (2.58, 4.94)]



      Therefore, we can say that we are 95% confident that given a student's short physical fitness test score, [image: X], of 4, the interval from 2.58 to 4.94 will contain the student's score for the longer physical fitness test.
    


      Regression Assumptions
    


      We make several assumptions under a linear regression model, including:
    


      At each value of [image: X], there is a distribution of [image: Y]. These distributions have a mean centered at the predicted value and a standard error that is calculated using the sum of squares.
    


      Using a regression model to predict scores only works if the regression line is a good fit to the data. If this relationship is non-linear, we could either transform the data (i.e., a logarithmic transformation) or try one of the other regression equations that are available with Excel or a graphing calculator.
    


      The standard deviations and the variances of each of these distributions for each of the predicted values are equal. This is called homoscedasticity.
    


      Finally, for each given value of [image: X], the values of [image: Y] are independent of each other.
    


      Lesson Summary
    


      When we estimate a linear regression model, we want to ensure that the regression coefficient for the population, [image: \beta], does not equal zero. To do this, we perform a hypothesis test, where we set the regression coefficient equal to zero and test for significance.
    


      For each predicted value, we have a normal distribution (also known as the conditional distribution, since it is conditional on the value of [image: X]) that describes the likelihood of obtaining other scores that are associated with the value of the predictor variable, [image: X]. We can use these distributions and the concept of standardized scores to make predictions about probability.
    


      We can also build confidence intervals around the predicted values to give us a better idea about the ranges likely to contain a certain score.
    


      We make several assumptions when dealing with a linear regression model including:
    


      At each value of [image: X], there is a distribution of [image: Y].
    


      A regression line is a good fit to the data. There is homoscedasticity, and the observations are independent.
    


      Review Questions
    


1. A college counselor is putting on a presentation about the financial benefits of further education and takes a random sample of 120 parents. Each parent was asked a number of questions, including the number of years of education that he or she has (including college) and his or her yearly income (recorded in the thousands of dollars). The summary data for this survey are as follows:
      




[image: n=120 \quad r=0.67 \quad \sum x = 1,782 \quad \sum y =1,854 \quad s_X=3.6 \quad s_Y=4.2 \quad SS_X = 1542]



      (a) What is the predictor variable? What is your reasoning behind this decision?
    


      (b) Do you think that these two variables (income and level of formal education) are correlated? Is so, please describe the nature of their relationship.
    


      (c) What would be the regression equation for predicting income, [image: Y], from the level of education, [image: X]?
    


      (d) Using this regression equation, predict the income for a person with 2 years of college (13.5 years of formal education).
    


      (e) Test the null hypothesis that in the population, the regression coefficient for this scenario is zero.
    


	First develop the null and alternative hypotheses.
      

	Set the critical value to [image: \alpha = 0.05].
      

	Compute the test statistic.
      

	Make a decision regarding the null hypothesis.
      




      (f) For those parents with 15 years of formal education, what is the percentage who will have an annual income greater than $18,500?
    


      (g) For those parents with 12 years of formal education, what is the percentage who will have an annual income greater than $18,500?
    


      (h) Develop a 95% confidence interval for the predicted annual income when a parent indicates that he or she has a college degree (i.e., 16 years of formal education).
    


      (i) If you were the college counselor, what would you say in the presentation to the parents and students about the relationship between further education and salary? Would you encourage students to further their education based on these analyses? Why or why not?
    


      Multiple Regression
    


      Learning Objectives
    


	Understand a multiple regression equation and the coefficients of determination for correlation of three or more variables.
      

	Calculate a multiple regression equation using technological tools.
      

	Calculate the standard error of a coefficient, test a coefficient for significance to evaluate a hypothesis, and calculate the confidence interval for a coefficient using technological tools.
      




      Introduction
    


      In the previous sections, we learned a bit about examining the relationship between two variables by calculating the correlation coefficient and the linear regression line. But, as we all know, often times we work with more than two variables. For example, what happens if we want to examine the impact that class size and number of faculty members have on a university's ranking. Since we are taking multiple variables into account, the linear regression model just won’t work. In multiple linear regression, scores for one variable are predicted (in this example, a university's ranking) using multiple predictor variables (class size and number of faculty members).
    


      Another common use of multiple regression models is in the estimation of the selling price of a home. There are a number of variables that go into determining how much a particular house will cost, including the square footage, the number of bedrooms, the number of bathrooms, the age of the house, the neighborhood, and so on. Analysts use multiple regression to estimate the selling price in relation to all of these different types of variables.
    


      In this section, we will examine the components of a multiple regression equation, calculate an equation using technological tools, and use this equation to test for significance in order to evaluate a hypothesis.
    


      Understanding a Multiple Regression Equation
    


      If we were to try to draw a multiple regression model, it would be a bit more difficult than drawing a model for linear regression. Let’s say that we have two predictor variables, [image: X_1] and [image: X_2], that are predicting the desired variable, [image: Y]. The regression equation would be as follows:
    


[image: \hat{Y}=b_1X_1 + b_2X_2 + a]



      When there are two predictor variables, the scores must be plotted in three dimensions (see figure below). When there are more than two predictor variables, we would continue to plot these in multiple dimensions. Regardless of how many predictor variables there are, we still use the least squares method to try to minimize the distance between the actual and predicted values.
    


[image: ]



      When predicting values using multiple regression, we first use the standard score form of the regression equation, which is shown below:
    


[image: \hat{Y} = \beta_1X_1 + \beta_2X_2 + \ldots + \beta_iX_i]



      where:
    


[image: \hat{Y}] is the predicted variable, or criterion variable.
    


[image: \beta_i] is the [image: i^{\text{th}}] regression coefficient.
    


[image: X_i] is the [image: i^{\text{th}}] predictor variable.
    


      To solve for the regression and constant coefficients, we need to determine multiple correlation coefficients, [image: r], and coefficients of determination, also known as proportions of shared variance, [image: r^2]. In the linear regression model, we measured [image: r^2] by adding the squares of the distances from the actual points to the points predicted by the regression line. So what does [image: r^2] look like in the multiple regression model? Let’s take a look at the figure above. Essentially, like in the linear regression model, the theory behind the computation of a multiple regression equation is to minimize the sum of the squared deviations from the observations to the regression plane.
    


      In most situations, we use a computer to calculate the multiple regression equation and determine the coefficients in this equation. We can also do multiple regression on a TI-83/84 calculator. (This program can be downloaded.)
    


Technology Note: Multiple Regression Analysis on the TI-83/84 Calculator



http://www.wku.edu/~david.neal/manual/ti89.html



      Download a program for multiple regression analysis on the TI-83/84 calculator by first clicking on the link above.
    


      It is helpful to explain the calculations that go into a multiple regression equation so we can get a better understanding of how this formula works.
    


      After we find the correlation values, [image: r], between the variables, we can use the following formulas to determine the regression coefficients for the predictor variables, [image: X_{1}] and [image: X_{2}]:
    


[image: \beta_1 & = \frac{r_{Y1} - (r_{Y2}) (r_{12})}{1-r^2_{12}}\ \beta_2 & = \frac{r_{Y2}-(r_{Y1}) (r_{12})}{1-r^2_{12}}]



      where:
    


[image: \beta_1] is the correlation coefficient for [image: X_{1}].
    


[image: \beta_2] is the correlation coefficient for [image: X_{2}].
    


[image: r_{Y1}] is the correlation between the criterion variable, [image: Y], and the first predictor variable, [image: X_1].
    


[image: r_{Y2}] is the correlation between the criterion variable, [image: Y], and the second predictor variable, [image: X_2].
    


[image: r_{12}] is the correlation between the two predictor variables, [image: X_1] and [image: X_2].
    


      After solving for the beta coefficients, we can then compute the [image: b] coefficients by using the following formulas:
    


[image: b_1 & = \beta_1\left ( \frac{s_Y}{s_1} \right )\ b_2 & = \beta_2 \left ( \frac{s_Y}{s_2} \right )]



      where:
    


[image: s_Y] is the standard deviation of the criterion variable, [image: Y].
    


[image: s_1] is the standard deviation of the particular predictor variable (1 for the first predictor variable, 2 for the second, and so on).
    


      After solving for the regression coefficients, we can finally solve for the regression constant by using the formula shown below, where [image: k] is the number of predictor variables:
    


[image: a=\bar{y}-\sum_{i=1}^k b_i\bar{x}_i]



      Again, since these formulas and calculations are extremely tedious to complete by hand, we usually use a computer or a TI-83/84 calculator to solve for the coefficients in a multiple regression equation.
    


      Calculating a Multiple Regression Equation using Technological Tools
    


      As mentioned, there are a variety of technological tools available to calculate the coefficients in a multiple regression equation. When using a computer, there are several programs that help us calculate the multiple regression equation, including Microsoft Excel, the Statistical Analysis Software (SAS), and the Statistical Package for the Social Sciences (SPSS). Each of these programs allows the user to calculate the multiple regression equation and provides summary statistics for each of the models.
    


      For the purposes of this lesson, we will synthesize summary tables produced by Microsoft Excel to solve problems with multiple regression equations. While the summary tables produced by the different technological tools differ slightly in format, they all provide us with the information needed to build a multiple regression equation, conduct hypothesis tests, and construct confidence intervals. Let’s take a look at an example of a summary statistics table so we get a better idea of how we can use technological tools to build multiple regression equations.
    


Example: Suppose we want to predict the amount of water consumed by football players during summer practices. The football coach notices that the water consumption tends to be influenced by the time that the players are on the field and by the temperature. He measures the average water consumption, temperature, and practice time for seven practices and records the following data:
    

Table 3.12




	
Temperature (degrees [image: F])

	
Practice Time (hrs)

	
[image: H_2O] Consumption (in ounces)






	
            75
          
	
            1.85
          
	
            16
          



	
            83
          
	
            1.25
          
	
            20
          



	
            85
          
	
            1.5
          
	
            25
          



	
            85
          
	
            1.75
          
	
            27
          



	
            92
          
	
            1.15
          
	
            32
          



	
            97
          
	
            1.75
          
	
            48
          



	
            99
          
	
            1.6
          
	
            48
          






Figure: Water consumption by football players compared to practice time and temperature.
    


Technology Note: Using Excel for Multiple Regression



	Copy and paste the table into an empty Excel worksheet.
      

	Select 'Data Analysis' from the Tools menu and choose 'Regression' from the list that appears.
      

	Place the cursor in the 'Input Y range' field and select the third column.
      

	Place the cursor in the 'Input X range' field and select the first and second columns.
      

	Place the cursor in the 'Output Range' field and click somewhere in a blank cell below and to the left of the table.
      

	Click 'Labels' so that the names of the predictor variables will be displayed in the table.
      

	Click 'OK', and the results shown below will be displayed.
      




      SUMMARY OUTPUT
    


      Regression Statistics
    


[image: & \text{Multiple R} && 0.996822 \ & \text{R Square } && 0.993654 \ & \text{Adjusted R Square} && 0.990481 \ & \text{Standard Error} && 1.244877\ & \text{Observations} && 7]


Table 3.13



        ANOVA
      


	
	
[image: Df]

	
[image: SS]

	
[image: MS]

	
[image: F]

	
Significance [image: F]

	





	
            Regression
          
	
            2
          
	
            970.6583
          
	
            485.3291
          
	
            313.1723
          
	
            4.03E-05
          
	



	
            Residual
          
	
            4
          
	
            6.198878
          
	
            1.549719
          
	
	
	



	
            Total
          
	
            6
          
	
            976.8571
          
	
	
	
	





Table 3.14




	
	
Coefficients

	
Standard Error

	
[image: t] Stat

	
[image: P]-value

	
Lower 95%

	
Upper 95%






	
            Intercept
          
	
[image: -121.655]

	
            6.540348
          
	
[image: -18.6007]

	
            4.92e-05
          
	
[image: -139.814]

	
[image: -103.496]




	
            Temperature
          
	
            1.512364
          
	
            0.060771
          
	
            24.88626
          
	
            1.55E-05
          
	
            1.343636
          
	
            1.681092
          



	
            Practice Time
          
	
            12.53168
          
	
            1.93302
          
	
            6.482954
          
	
            0.002918
          
	
            7.164746
          
	
            17.89862
          






      In this example, we have a number of summary statistics that give us information about the regression equation. As you can see from the results above, we have the regression coefficient and standard error for each variable, as well as the value of [image: r^2]. We can take all of the regression coefficients and put them together to make our equation.
    


      Using the results above, our regression equation would be [image: \hat{Y} = -121.66 + 1.51 (\text{Temperature}) + 12.53 (\text{Practice Time})].
    


      Each of the regression coefficients tells us something about the relationship between the predictor variable and the predicted outcome. The temperature coefficient of 1.51 tells us that for every 1.0-degree increase in temperature, we predict there to be an increase of 1.5 ounces of water consumed, if we hold the practice time constant. Similarly, we find that with every 10-minute increase in practice time, we predict players will consume an additional 2.1 ounces of water, if we hold the temperature constant.
    


      With a value of 0.99 for [image: r^2], we can conclude that approximately 99% of the variance in the outcome variable, [image: Y], can be explained by the variance in the combined predictor variables. Notice that the adjusted value of [image: r^2] is only slightly different from the unadjusted value of [image: r^2]. This is due to the relatively small number of observations and the small number of predictor variables. With a value of 0.99 for [image: r^2], we can conclude that almost all of the variance in water consumption is attributed to the variance in temperature and practice time.
    


      Testing for Significance to Evaluate a Hypothesis, the Standard Error of a Coefficient, and Constructing Confidence Intervals
    


      When we perform multiple regression analysis, we are essentially trying to determine if our predictor variables explain the variation in the outcome variable, [image: Y]. When we put together our final equation, we are looking at whether or not the variables explain most of the variation, [image: r^2], and if this value of [image: r^2] is statistically significant. We can use technological tools to conduct a hypothesis test, testing the significance of this value of [image: r^2], and construct confidence intervals around these results.
    


      Hypothesis Testing
    


      When we conduct a hypothesis test, we test the null hypothesis that the multiple [image: r]-value in the population equals zero, or [image: H_0 : r_{\text{pop}} = 0]. Under this scenario, the predicted values, or fitted values, would all be very close to the mean, and the deviations, [image: \hat{Y}-\bar{Y}], and the sum of the squares would be close to 0. Therefore, we want to calculate a test statistic (in this case, the [image: F]-statistic) that measures the correlation between the predictor variables. If this test statistic is beyond the critical values and the null hypothesis is rejected, we can conclude that there is a nonzero relationship between the criterion variable, [image: Y], and the predictor variables. When we reject the null hypothesis, we can say something like, “The probability that [image: r^2] having the value obtained would have occurred by chance if the null hypothesis were true is less than 0.05 (or whatever the significance level happens to be).” As mentioned, we can use computer programs to determine the [image: F]-statistic and its significance.
    


      Let’s take a look at the example above and interpret the [image: F]-statistic. We see that we have a very high value of [image: r^2] of 0.99, which means that almost all of the variance in the outcome variable (water consumption) can be explained by the predictor variables (practice time and temperature). Our ANOVA (ANalysis Of VAriance) table tells us that we have a calculated [image: F]-statistic of 313.17, which has an associated probability value of 4.03e-05. This means that the probability that 99 percent of the variance would have occurred by chance if the null hypothesis were true (i.e., none of the variance was explained) is 0.0000403. In other words, it is highly unlikely that this large level of variance was by chance. [image: F]-distributions will be discussed in greater detail in a later chapter.
    


      Standard Error of a Coefficient and Testing for Significance
    


      In addition to performing a test to assess the probability of the regression line occurring by chance, we can also test the significance of individual coefficients. This is helpful in determining whether or not the variable significantly contributes to the regression. For example, if we find that a variable does not significantly contribute to the regression, we may choose not to include it in the final regression equation. Again, we can use computer programs to determine the standard error, the test statistic, and its level of significance.
    


Example: Looking at our example above, we see that Excel has calculated the standard error and the test statistic (in this case, the [image: t]-statistic) for each of the predictor variables. We see that temperature has a [image: t]-statistic of 24.88 and a corresponding [image: P]-value of 1.55e-05. We also see that practice time has a [image: t]-statistic of 6.48 and a corresponding [image: P]-value of 0.002918. For this situation, we will set [image: \alpha] equal to 0.05. Since the [image: P]-values for both variables are less than [image: \alpha=0.05], we can determine that both of these variables significantly contribute to the variance of the outcome variable and should be included in the regression equation.
    


      Calculating the Confidence Interval for a Coefficient
    


      We can also use technological tools to build a confidence interval around our regression coefficients. Remember, earlier in the chapter we calculated confidence intervals around certain values in linear regression models. However, this concept is a bit different when we work with multiple regression models.
    


      For a predictor variable in multiple regression, the confidence interval is based on a [image: t]-test and is the range around the observed sample regression coefficient within which we can be 95% (or any other predetermined level) confident that the real regression coefficient for the population lies. In this example, we can say that we are 95% confident that the population regression coefficient for temperature is between 1.34 (the Lower 95% entry) and 1.68 (the Upper 95% entry). In addition, we are 95% confident that the population regression coefficient for practice time is between 7.16 and 17.90.
    


      Lesson Summary
    


      In multiple linear regression, scores for the criterion variable are predicted using multiple predictor variables. The regression equation we use for two predictor variables, [image: X_1] and [image: X_2], is as follows:
    


[image: \hat{Y}=b_1X_1 + b_2X_2 + a]



      When calculating the different parts of the multiple regression equation, we can use a number of computer programs, such as Microsoft Excel, SPSS, and SAS.
    


      These programs calculate the multiple regression coefficients, the combined value of [image: r^2], and the confidence intervals for the regression coefficients.
    


On the Web



www.wku.edu/~david.neal/web7.html



      Manuals by a professor at Western Kentucky University for use in statistics, plus TI-83/84 programs for multiple regression that are available for download.
    


http://education.ti.com/educationportal/activityexchange/activity_list.do



      Texas Instrument Website that includes supplemental activities and practice problems using the TI-83 calculator.
    


      Review Questions
    


1. A lead English teacher is trying to determine the relationship between three tests given throughout the semester and the final exam. She decides to conduct a mini-study on this relationship and collects the test data (scores for Test 1, Test 2, Test 3, and the final exam) for 50 students in freshman English. She enters these data into Microsoft Excel and arrives at the following summary statistics:
      




[image: & \text{Multiple R} && 0.6859 \ & \text{R Square} && 0.4707 \ & \text{Adjusted R Square} && 0.4369 \ & \text{Standard Error} && 7.5718 \ & \text{Observations} && 50]


Table 3.15



        ANOVA
      


	
	
[image: Df]

	
[image: SS]

	
[image: MS]

	
[image: F]

	
Significance [image: F]






	
            Regression
          
	
            3
          
	
            2342.7228
          
	
            780.9076
          
	
            13.621
          
	
            0.0000
          
	



	
            Residual
          
	
            46
          
	
            2637.2772
          
	
            57.3321
          
	
	
	



	
            Total
          
	
            49
          
	
            4980.0000
          
	
	
	
	





Table 3.16




	
	
Coefficients

	
Standard Error

	
[image: t] Stat

	
[image: P]-value






	
            Intercept
          
	
            10.7592
          
	
            7.6268
          
	
	



	
            Test 1
          
	
            0.0506
          
	
            0.1720
          
	
            0.2941
          
	
            0.7700
          



	
            Test 2
          
	
            0.5560
          
	
            0.1431
          
	
            3.885
          
	
            0.0003
          



	
            Test 3
          
	
            0.2128
          
	
            0.1782
          
	
            1.194
          
	
            0.2387
          






      (a) How many predictor variables are there in this scenario? What are the names of these predictor variables?
    


      (b) What does the regression coefficient for Test 2 tell us?
    


      (c) What is the regression model for this analysis?
    


      (d) What is the value of [image: r^2], and what does it indicate?
    


      (e) Determine whether the multiple [image: r]-value is statistically significant.
    


      (f) Which of the predictor variables are statistically significant? What is the reasoning behind this decision?
    


      (g) Given this information, would you include all three predictor variables in the multiple regression model? Why or why not?
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      Chapter 10: Chi-Square
    


      The Goodness-of-Fit Test
    


      Learning Objectives
    


	Understand the difference between the chi-square distribution and Student’s [image: t]-distribution.
      

	Identify the conditions which must be satisfied when using the chi-square test.
      

	Understand the features of experiments that allow goodness-of-fit tests to be used.
      

	Evaluate a hypothesis using the goodness-of-fit test.
      




      Introduction
    


      In previous lessons, we learned that there are several different tests that we can use to analyze data and test hypotheses. The type of test that we choose depends on the data available and what question we are trying to answer. We analyze simple descriptive statistics, such as the mean, median, mode, and standard deviation to give us an idea of the distribution and to remove outliers, if necessary. We calculate probabilities to determine the likelihood of something happening. Finally, we use regression analysis to examine the relationship between two or more continuous variables.
    


      However, there is another test that we have yet to cover. To analyze patterns between distinct categories, such as genders, political candidates, locations, or preferences, we use the chi-square test.
    


      This test is used when estimating how closely a sample matches the expected distribution (also known as the goodness-of-fit test) and when estimating if two random variables are independent of one another (also known as the test of independence).
    


      In this lesson, we will learn more about the goodness-of-fit test and how to create and evaluate hypotheses using this test.
    


      The Chi-Square Distribution
    


      The chi-square distribution can be used to perform the goodness-of-fit test, which compares the observed values of a categorical variable with the expected values of that same variable.
    


Example: We would use the chi-square goodness-of-fit test to evaluate if there was a preference in the type of lunch that [image: 11^{\text{th}}] grade students bought in the cafeteria. For this type of comparison, it helps to make a table to visualize the problem. We could construct the following table, known as a contingency table, to compare the observed and expected values.
    


      Research Question: Do [image: 11^{\text{th}}] grade students prefer a certain type of lunch?
    


      Using a sample of [image: 11^{\text{th}}] grade students, we recorded the following information:
    

Table 4.1



        Frequency of Type of School Lunch Chosen by Students
      


	
Type of Lunch

	
Observed Frequency

	
Expected Frequency






	
            Salad
          
	
            21
          
	
            25
          



	
            Sub Sandwich
          
	
            29
          
	
            25
          



	
            Daily Special
          
	
            14
          
	
            25
          



	
            Brought Own Lunch
          
	
            36
          
	
            25
          






      If there is no difference in which type of lunch is preferred, we would expect the students to prefer each type of lunch equally. To calculate the expected frequency of each category when assuming school lunch preferences are distributed equally, we divide the number of observations by the number of categories. Since there are 100 observations and 4 categories, the expected frequency of each category is [image: \frac{100}{4}], or 25.
    


      The value that indicates the comparison between the observed and expected frequency is called the chi-square statistic. The idea is that if the observed frequency is close to the expected frequency, then the chi-square statistic will be small. On the other hand, if there is a substantial difference between the two frequencies, then we would expect the chi-square statistic to be large.
    


      To calculate the chi-square statistic, [image: \chi^2], we use the following formula:
    


[image: \chi^2=\sum_{} \frac{(O_{}-E_{})^2}{E_{}}]



      where:
    


[image: \chi^2] is the chi-square test statistic.
    


[image: O_{}] is the observed frequency value for each event.
    


[image: E_{}] is the expected frequency value for each event.
    


      We compare the value of the test statistic to a tabled chi-square value to determine the probability that a sample fits an expected pattern.
    


      Features of the Goodness-of-Fit Test
    


      As mentioned, the goodness-of-fit test is used to determine patterns of distinct categorical variables. The test requires that the data are obtained through a random sample. The number of degrees of freedom associated with a particular chi-square test is equal to the number of categories minus one. That is, [image: df=c-1].
    


Example: Using our example about the preferences for types of school lunches, we calculate the degrees of freedom as follows:
    


[image: df &= \text{number of categories}-1\ 3 &= 4-1]



On the Web



http://tinyurl.com/3ypvj2h Follow this link to a table of chi-square values.
    


      There are many situations that use the goodness-of-fit test, including surveys, taste tests, and analysis of behaviors. Interestingly, goodness-of-fit tests are also used in casinos to determine if there is cheating in games of chance, such as cards or dice. For example, if a certain card or number on a die shows up more than expected (a high observed frequency compared to the expected frequency), officials use the goodness-of-fit test to determine the likelihood that the player may be cheating or that the game may not be fair.
    


      Evaluating Hypotheses Using the Goodness-of-Fit Test
    


      Let’s use our original example to create and test a hypothesis using the goodness-of-fit chi-square test. First, we will need to state the null and alternative hypotheses for our research question. Since our research question asks, “Do [image: 11^{\text{th}}] grade students prefer a certain type of lunch?” our null hypothesis for the chi-square test would state that there is no difference between the observed and the expected frequencies. Therefore, our alternative hypothesis would state that there is a significant difference between the observed and expected frequencies.
    


      Null Hypothesis
    


[image: H_0: O=E] (There is no statistically significant difference between observed and expected frequencies.)
    


      Alternative Hypothesis
    


[image: H_a:O \neq E] (There is a statistically significant difference between observed and expected frequencies.)
    


      Also, the number of degrees of freedom for this test is 3.
    


      Using an alpha level of 0.05, we look under the column for 0.05 and the row for degrees of freedom, which, again, is 3. According to the standard chi-square distribution table, we see that the critical value for chi-square is 7.815. Therefore, we would reject the null hypothesis if the chi-square statistic is greater than 7.815.
    


      Note that we can calculate the chi-square statistic with relative ease.
    

Table 4.2



        Frequency Which Student Select Type of School Lunch
      


	
Type of Lunch

	
Observed Frequency

	
Expected Frequency

	
[image: \frac{(O-E)^2}{E}]






	
            Salad
          
	
            21
          
	
            25
          
	
            0.64
          



	
            Sub Sandwich
          
	
            29
          
	
            25
          
	
            0.64
          



	
            Daily Special
          
	
            14
          
	
            25
          
	
            4.84
          



	
            Brought Own Lunch
          
	
            36
          
	
            25
          
	
            4.84
          



	
            Total (chi-square)
          
	
	
	
            10.96
          






      Since our chi-square statistic of 10.96 is greater than 7.815, we reject the null hypotheses and accept the alternative hypothesis. Therefore, we can conclude that there is a significant difference between the types of lunches that [image: 11^{\text{th}}] grade students prefer.
    


      Lesson Summary
    


      We use the chi-square test to examine patterns between categorical variables, such as genders, political candidates, locations, or preferences.
    


      There are two types of chi-square tests: the goodness-of-fit test and the test for independence. We use the goodness-of-fit test to estimate how closely a sample matches the expected distribution.
    


      To test for significance, it helps to make a table detailing the observed and expected frequencies of the data sample. Using the standard chi-square distribution table, we are able to create criteria for accepting the null or alternative hypotheses for our research questions.
    


      To test the null hypothesis, it is necessary to calculate the chi-square statistic, [image: \chi ^2]. To calculate the chi-square statistic, we use the following formula:
    


[image: \chi ^2=\sum_{} \frac{(O_{}-E_{})^2}{E_{}}]



      where:
    


[image: \chi ^2] is the chi-square test statistic.
    


[image: O_{}] is the observed frequency value for each event.
    


[image: E_{}] is the expected frequency value for each event.
    


      Using the chi-square statistic and the level of significance, we are able to determine whether to reject or fail to reject the null hypothesis and write a summary statement based on these results.
    


      Multimedia Links
    


       For a discussion on [image: P]-value and an example of a chi-square goodness of fit test (7.0)(14.0)(18.0)(19.0), see APUS07, Example of a Chi-Square Goodness-of-Fit Test (8:45).
    



[image: ]

Click here to watch the video










      Review Questions
    


1. What is the name of the statistical test used to analyze the patterns between two categorical variables?
        
a. Student’s [image: t]-test
          

b. the ANOVA test
          

c. the chi-square test
          

d. the [image: z]-score
          





2. There are two types of chi-square tests. Which type of chi-square test estimates how closely a sample matches an expected distribution?
        
a. the goodness-of-fit test
          

b. the test for independence
          





3. Which of the following is considered a categorical variable?
        
a. income
          

b. gender
          

c. height
          

d. weight
          





4. If there were 250 observations in a data set and 2 uniformly distributed categories that were being measured, the expected frequency for each category would be:
        
a. 125
          

b. 500
          

c. 250
          

d. 5
          





5. What is the formula for calculating the chi-square statistic?
      

6. A principal is planning a field trip. She samples a group of 100 students to see if they prefer a sporting event, a play at the local college, or a science museum. She records the following results:
      



Table 4.3




	
Type of Field Trip

	
Number Preferring






	
            Sporting Event
          
	
            53
          



	
            Play
          
	
            18
          



	
            Science Museum
          
	
            29
          






      (a) What is the observed frequency value for the Science Museum category?
    


      (b) What is the expected frequency value for the Sporting Event category?
    


      (c) What would be the null hypothesis for the situation above?
    


      (i) There is no preference between the types of field trips that students prefer.
    


      (ii) There is a preference between the types of field trips that students prefer.
    


      (d) What would be the chi-square statistic for the research question above?
    


      (e) If the estimated chi-square level of significance was 5.99, would you reject or fail to reject the null hypothesis?
    


On the Web



http://onlinestatbook.com/stat_sim/chisq_theor/index.html Explore what happens when you are using the chi-square statistic when the underlying population from which you are sampling does not follow a normal distribution.
    


      Test of Independence
    


      Learning Objectives
    


	Understand how to draw data needed to perform calculations when running the chi-square test from contingency tables.
      

	Run the test of independence to determine whether two variables are independent or not.
      

	Use the test of homogeneity to examine the proportions of a variable attributed to different populations.
      




      Introduction
    


      As mentioned in the previous lesson, the chi-square test can be used to both estimate how closely an observed distribution matches an expected distribution (the goodness-of-fit test) and to estimate whether two random variables are independent of one another (the test of independence). In this lesson, we will examine the test of independence in greater detail.
    


      The chi-square test of independence is used to assess if two factors are related. This test is often used in social science research to determine if factors are independent of each other. For example, we would use this test to determine relationships between voting patterns and race, income and gender, and behavior and education.
    


      In general, when running the test of independence, we ask, “Is Variable [image: X] independent of Variable [image: Y]?” It is important to note that this test does not test how the variables are related, just simply whether or not they are independent of one another. For example, while the test of independence can help us determine if income and gender are independent, it cannot help us assess how one category might affect the other.
    


      Drawing Data from Contingency Tables Needed to Perform Calculations when Running a Chi-Square Test
    


      Contingency tables can help us frame our hypotheses and solve problems. Often, we use contingency tables to list the variables and observational patterns that will help us to run a chi-square test. For example, we could use a contingency table to record the answers to phone surveys or observed behavioral patterns.
    


Example: We would use a contingency table to record the data when analyzing whether women are more likely to vote for a Republican or Democratic candidate when compared to men. In this example, we want to know if voting patterns are independent of gender. Hypothetical data for 76 females and 62 males from the state of California are in the contingency table below.
    

Table 4.4



        Frequency of California Citizens voting for a Republican or Democratic Candidate
      


	
	
Democratic

	
Republican

	
Total






	
            Female
          
	
            48
          
	
            28
          
	
            76
          



	
            Male
          
	
            36
          
	
            26
          
	
            62
          



	
            Total
          
	
            84
          
	
            54
          
	
            138
          






      Similar to the chi-square goodness-of-fit test, the test of independence is a comparison of the differences between observed and expected values. However, in this test, we need to calculate the expected value using the row and column totals from the table. The expected value for each of the potential outcomes in the table can be calculated using the following formula:
    


[image: \text{Expected Frequency}=\frac{(\text{Row Total})(\text{Column Total})}{\text{Total Number of Observations}}]



      In the table above, we calculated the row totals to be 76 females and 62 males, while the column totals are 84 Democrats and 54 Republicans. Using the formula, we find the following expected frequencies for the potential outcomes:
    


      The expected frequency for female Democratic outcome is [image: 76 \bullet \frac{84}{138} = 46.26].
    


      The expected frequency for female Republican outcome is [image: 76 \bullet \frac{54}{138} = 29.74].
    


      The expected frequency for male Democratic outcome is [image: 62 \bullet \frac{84}{138} = 37.74].
    


      The expected frequency for male Republican outcome is [image: 62 \bullet \frac{54}{138} = 24.26].
    


      Using these calculated expected frequencies, we can modify the table above to look something like this:
    

Table 4.5




	
	
Democratic

	
Democratic

	
Republican

	
Republican

	
Total






	
	
            Observed
          
	
            Expected
          
	
            Observed
          
	
            Expected
          
	



	
            Female
          
	
            48
          
	
            46.26
          
	
            28
          
	
            29.74
          
	
            76
          



	
            Male
          
	
            36
          
	
            37.74
          
	
            26
          
	
            24.26
          
	
            62
          



	
            Total
          
	
            84
          
	
	
            54
          
	
	
            138
          






      With the figures above, we are able to calculate the chi-square statistic with relative ease.
    


      The Chi-Square Test of Independence
    


      When running the test of independence, we use similar steps as when running the goodness-of-fit test described earlier. First, we need to establish a hypothesis based on our research question. Using our scenario of gender and voting patterns, our null hypothesis is that there is not a significant difference in the frequencies with which females vote for a Republican or Democratic candidate when compared to males. Therefore, our hypotheses can be stated as follows:
    


      Null Hypothesis
    


[image: H_0:O=E] (There is no statistically significant difference between the observed and expected frequencies.)
    


      Alternative Hypothesis
    


[image: H_a:O \neq E] (There is a statistically significant difference between the observed and expected frequencies.)
    


      Using the table above, we can calculate the degrees of freedom and the chi-square statistic. The formula for calculating the chi-square statistic is the same as before:
    


[image: \chi^2=\sum_{} \frac{(O_{}-E_{})^2}{E_{}}]



      where:
    


[image: \chi^2] is the chi-square test statistic.
    


[image: O_{}] is the observed frequency value for each event.
    


[image: E_{}] is the expected frequency value for each event.
    


      Using this formula and the example above, we get the following expected frequencies and chi-square statistic:
    

Table 4.6




	
	
Democratic

	
Democratic

	
Democratic

	
Republican

	
Republican

	
Republican






	
	
            Obs. Freq.
          
	
            Exp. Freq.
          
	
[image: \frac{(O-E)^2}{E}]

	
            Obs. Freq.
          
	
            Exp. Freq.
          
	
[image: \frac{(O-E)^2}{E}]




	
            Female
          
	
            48
          
	
            46.26
          
	
            0.07
          
	
            28
          
	
            29.74
          
	
            0.10
          



	
            Male
          
	
            36
          
	
            37.74
          
	
            0.08
          
	
            26
          
	
            24.26
          
	
            0.12
          



	
            Totals
          
	
            84
          
	
	
	
            54
          
	
	






[image: \chi^2=0.07+0.08+0.10+0.12=0.37]



      Also, the degrees of freedom can be calculated as follows:
    


[image: df &= (C-1)(R-1)\ &= (2-1)(2-1)=1]



      With an alpha level of 0.05, we look under the column for 0.05 and the row for degrees of freedom, which, again, is 1, in the standard chi-square distribution table ( http://tinyurl.com/3ypvj2h). According to the table, we see that the critical value for chi-square is 3.841. Therefore, we would reject the null hypothesis if the chi-square statistic is greater than 3.841.
    


      Since our calculated chi-square value of 0.37 is less than 3.841, we fail to reject the null hypothesis. Therefore, we can conclude that females are not significantly more likely to vote for a Republican or Democratic candidate than males. In other words, these two factors appear to be independent of one another.
    


On the Web



http://tinyurl.com/39lhc3y A chi-square applet demonstrating the test of independence.
    


      Test of Homogeneity
    


      The chi-square goodness-of-fit test and the test of independence are two ways to examine the relationships between categorical variables. To determine whether or not the assignment of categorical variables is random (that is, to examine the randomness of a sample), we perform the test of homogeneity. In other words, the test of homogeneity tests whether samples from populations have the same proportion of observations with a common characteristic. For example, we found in our last test of independence that the factors of gender and voting patterns were independent of one another. However, our original question was if females were more likely to vote for a Republican or Democratic candidate when compared to males. We would use the test of homogeneity to examine the probability that choosing a Republican or Democratic candidate was the same for females and males.
    


      Another commonly used example of the test of homogeneity is comparing dice to see if they all work the same way.
    


Example: The manager of a casino has two potentially loaded dice that he wants to examine. (Loaded dice are ones that are weighted on one side so that certain numbers have greater probabilities of showing up.) The manager rolls each of the dice exactly 20 times and comes up with the following results:
    

Table 4.7



        Number Rolled with the Potentially Loaded Dice
      


	
	
1

	
2

	
3

	
4

	
5

	
6

	
Totals






	
            Dice 1
          
	
            6
          
	
            1
          
	
            2
          
	
            2
          
	
            3
          
	
            6
          
	
            20
          



	
            Dice 2
          
	
            4
          
	
            1
          
	
            3
          
	
            3
          
	
            1
          
	
            8
          
	
            20
          



	
            Totals
          
	
            10
          
	
            2
          
	
            5
          
	
            5
          
	
            4
          
	
            14
          
	
            40
          






      Like the other chi-square tests, we first need to establish a null hypothesis based on a research question. In this case, our research question would be something like, “Is the probability of rolling a specific number the same for Die 1 and Die 2?” This would give us the following hypotheses:
    


      Null Hypothesis
    


[image: H_0:O=E] (The probabilities are the same for both dice.)
    


      Alternative Hypothesis
    


[image: H_a:O \neq E] (The probabilities differ for both dice.)
    


      Similar to the test of independence, we need to calculate the expected frequency for each potential outcome and the total number of degrees of freedom. To get the expected frequency for each potential outcome, we use the same formula as we used for the test of independence, which is as follows:
    


[image: \text{Expected Frequency}=\frac{(\text{Row Total})(\text{Column Total})}{\text{Total Number of Observations}}]



      The following table includes the expected frequency (in parenthesis) for each outcome, along with the chi-square statistic, [image: \chi^2=\frac{(O-E)^2}{E}], in a separate column:
    


      Number Rolled on the Potentially Loaded Dice
    

Table 4.8




	
	
1

	
[image: \chi^2]

	
2

	
[image: \chi^2]

	
3

	
[image: \chi^2]

	
4

	
[image: \chi^2]

	
5

	
[image: \chi^2]

	
6

	
[image: \chi^2]

	
[image: \chi^2] Total






	
            Dice 1
          
	
            6(5)
          
	
            0.2
          
	
            1(1)
          
	
            0
          
	
            2(2.5)
          
	
            0.1
          
	
            2(2.5)
          
	
            0.1
          
	
            3(2)
          
	
            0.5
          
	
            6(7)
          
	
            0.14
          
	
            1.04
          



	
            Dice 2
          
	
            4(5)
          
	
            0.2
          
	
            1(1)
          
	
            0
          
	
            3(2.5)
          
	
            0.1
          
	
            3(2.5)
          
	
            0.1
          
	
            1(2)
          
	
            0.5
          
	
            8(7)
          
	
            0.14
          
	
            1.04
          



	
            Totals
          
	
            10
          
	
	
            2
          
	
	
            5
          
	
	
            5
          
	
	
            4
          
	
	
            14
          
	
	
            2.08
          






[image: df &= (C-1)(R-1)\ &= (6-1)(2-1)=5]



      From the table above, we can see that the value of the test statistic is 2.08.
    


      Using an alpha level of 0.05, we look under the column for 0.05 and the row for degrees of freedom, which, again, is 5, in the standard chi-square distribution table. According to the table, we see that the critical value for chi-square is 11.070. Therefore, we would reject the null hypothesis if the chi-square statistic is greater than 11.070.
    


      Since our calculated chi-square value of 2.08 is less than 11.070, we fail to reject the null hypothesis. Therefore, we can conclude that each number is just as likely to be rolled on one die as on the other. This means that if the dice are loaded, they are probably loaded in the same way or were made by the same manufacturer.
    


      Lesson Summary
    


      The chi-square test of independence is used to assess if two factors are related. It is commonly used in social science research to examine behaviors, preferences, measurements, etc.
    


      As with the chi-square goodness-of-fit test, contingency tables help capture and display relevant information. For each of the possible outcomes in the table constructed to run a chi-square test, we need to calculate the expected frequency. The formula used for this calculation is as follows:
    


[image: \text{Expected Frequency}=\frac{(\text{Row Total})(\text{Column Total})}{\text{Total Number of Observations}}]



      To calculate the chi-square statistic for the test of independence, we use the same formula as for the goodness-of-fit test. If the calculated chi-square value is greater than the critical value, we reject the null hypothesis.
    


      We perform the test of homogeneity to examine the randomness of a sample. The test of homogeneity tests whether various populations are homogeneous or equal with respect to certain characteristics.
    


      Multimedia Links
    


       For a discussion of the four different scenarios for use of the chi-square test (19.0), see American Public University, Test Requiring the Chi-Square Distribution (4:13).
    



[image: ]

Click here to watch the video










      For an example of a chi-square test for homogenity (19.0), see APUS07, Example of a Chi-Square Test of Homogenity (7:57).
    



[image: ]

Click here to watch the video










      For an example of a chi-square test for independence with the TI-83/84 Calculator (19.0), see APUS07, Example of a Chi-Square Test of Independence Using a Calculator (3:29).
    



[image: ]

Click here to watch the video










      Review Questions
    


1. What is the chi-square test of independence used for?
      

2. True or False: In the test of independence, you can test if two variables are related, but you cannot test the nature of the relationship itself.
      

3. When calculating the expected frequency for a possible outcome in a contingency table, you use the formula:
        
a. 
[image: \text{Expected Frequency} = \frac{(\text{Row Total})(\text{Column Total})}{\text{Total Number of Observations}}]


b. 
[image: \text{Expected Frequency} = \frac{(\text{Total Observations})(\text{Column Total})}{\text{Row Total}}]


c. 
[image: \text{Expected Frequency} = \frac{(\text{Total Observations})(\text{Row Total})}{\text{Column Total}}]






4. Use the table below to answer the following review questions.
      



Table 4.9



        Research Question: Are females at UC Berkeley more likely to study abroad than males?
      


	
	
Studied Abroad

	
Did Not Study Abroad






	
            Females
          
	
            322
          
	
            460
          



	
            Males
          
	
            128
          
	
            152
          






      (a) What is the total number of females in the sample?
    


      450
    


      280
    


      612
    


      782
    


      (b) What is the total number of observations in the sample?
    


      782
    


      533
    


      1,062
    


      612
    


      (c) What is the expected frequency for the number of males who did not study abroad?
    


      161
    


      208
    


      111
    


      129
    


      (d) How many degrees of freedom are in this example?
    


      1
    


      2
    


      3
    


      4
    


      (e) True or False: Our null hypothesis would be that females are as likely as males to study abroad.
    


      (f) What is the chi-square statistic for this example?
    


      1.60
    


      2.45
    


      3.32
    


      3.98
    


5. If the chi-square critical value at 0.05 and 1 degree of freedom is 3.81, and we have a calculated chi-square statistic of 2.22, we would:
        
a. reject the null hypothesis
          

b. fail to reject the null hypothesis
          





6. True or False: We use the test of homogeneity to evaluate the equality of several samples of certain variables.
      

7. The test of homogeneity is carried out the exact same way as:
        
a. the goodness-of-fit test
          

b. the test of independence
          








      Testing One Variance
    


      Learning Objectives
    


	Test a hypothesis about a single variance using the chi-square distribution.
      

	Calculate a confidence interval for a population variance based on a sample standard deviation.
      




      Introduction
    


      In the previous lesson, we learned how the chi-square test can help us assess the relationships between two variables. In addition to assessing these relationships, the chi-square test can also help us test hypotheses surrounding variance, which is the measure of the variation, or scattering, of scores in a distribution. There are several different tests that we can use to assess the variance of a sample. The most common tests used to assess variance are the chi-square test for one variance, the [image: F]-test, and the Analysis of Variance (ANOVA). Both the chi-square test and the [image: F]-test are extremely sensitive to non-normality (or when the populations do not have a normal distribution), so the ANOVA test is used most often for this analysis. However, in this section, we will examine in greater detail the testing of a single variance using the chi-square test.
    


      Testing a Single Variance Hypothesis Using the Chi-Square Test
    


      Suppose that we want to test two samples to determine if they belong to the same population. The test of variance between samples is used quite frequently in the manufacturing of food, parts, and medications, since it is necessary for individual products of each of these types to be very similar in size and chemical make-up. This test is called the test for one variance.
    


      To perform the test for one variance using the chi-square distribution, we need several pieces of information. First, as mentioned, we should check to make sure that the population has a normal distribution. Next, we need to determine the number of observations in the sample. The remaining pieces of information that we need are the standard deviation and the hypothetical population variance. For the purposes of this exercise, we will assume that we will be provided with the standard deviation and the population variance.
    


      Using these key pieces of information, we use the following formula to calculate the chi-square value to test a hypothesis surrounding single variance:
    


[image: \chi^2=\frac{df(s^2)}{\sigma^2}]



      where:
    


[image: \chi^2] is the chi-square statistical value.
    


[image: df=n-1], where [image: n] is the size of the sample.
    


[image: s^2] is the sample variance.
    


[image: \sigma^2] is the population variance.
    


      We want to test the hypothesis that the sample comes from a population with a variance greater than the observed variance. Let’s take a look at an example to help clarify.
    


Example: Suppose we have a sample of 41 female gymnasts from Mission High School. We want to know if their heights are truly a random sample of the general high school population with respect to variance. We know from a previous study that the standard deviation of the heights of high school women is 2.2.
    


      To test this question, we first need to generate null and alternative hypotheses. Our null hypothesis states that the sample comes from a population that has a variance of less than or equal to 4.84 ([image: \sigma^2] is the square of the standard deviation).
    


      Null Hypothesis
    


[image: H_0:\sigma^2 \le 4.84] (The variance of the female gymnasts is less than or equal to that of the general female high school population.)
    


      Alternative Hypothesis
    


[image: H_a:\sigma^2 > 4.84] (The variance of the female gymnasts is greater than that of the general female high school population.)
    


      Using the sample of the 41 gymnasts, we compute the standard deviation and find it to be [image: s=1.2]. Using the information from above, we calculate our chi-square value and find the following:
    


[image: \chi^2=\frac{(40)(1.2^2)}{4.84}=11.9]



      Therefore, since 11.9 is less than 55.758 (the value from the chi-square table), we fail to reject the null hypothesis and, therefore, cannot conclude that the female gymnasts have a significantly higher variance in height than the general female high school population.
    


      Calculating a Confidence Interval for a Population Variance
    


      Once we know how to test a hypothesis about a single variance, calculating a confidence interval for a population variance is relatively easy. Again, it is important to remember that this test is dependent on the normality of the population. For non-normal populations, it is best to use the ANOVA test, which we will cover in greater detail in another lesson. To construct a confidence interval for the population variance, we need three pieces of information: the number of observations in the sample, the variance of the sample, and the desired confidence interval. With the desired confidence interval, [image: \alpha] (most often this is set at 0.10 to reflect a 90% confidence interval or at 0.05 to reflect a 95% confidence interval), we can construct the upper and lower limits around the significance level.
    


Example: We randomly select 30 containers of Coca Cola and measure the amount of sugar in each container. Using the formula that we learned earlier, we calculate the variance of the sample to be 5.20. Find a 90% confidence interval for the true variance. In other words, assuming that the sample comes from a normal population, what is the range of the population variance?
    


      To construct this 90% confidence interval, we first need to determine our upper and lower limits. The formula to construct this confidence interval and calculate the population variance, [image: \sigma^2], is as follows:
    


[image: \frac{dfs^2}{\chi^2_{0.05}} & \le \sigma^2 \le \frac{dfs^2}{\chi^2_{0.95}}]



      Using our standard chi-square distribution table ( http://tinyurl.com/3ypvj2h), we can look up the critical [image: \chi^2] values for 0.05 and 0.95 at 29 degrees of freedom. According to the [image: \chi^2] distribution table, we find that [image: \chi^2_{0.05}=42.557] and that [image: \chi^2_{0.95}=17.708]. Since we know the number of observations and the standard deviation for this sample, we can then solve for [image: \sigma^2] as shown below:
    


[image: \frac{dfs^2}{42.557} & \le \sigma^2 \le \frac{dfs^2}{17.708}\ \frac{150.80}{42.557} & \le \sigma^2 \le \frac{150.80}{17.708}\ 3.54 & \le \sigma^2 \le 8.52]



      In other words, we are 90% confident that the variance of the population from which this sample was taken is between 3.54 and 8.52.
    


      Lesson Summary
    


      We can also use the chi-square distribution to test hypotheses about population variance. Variance is the measure of the variation, or scattering, of scores in a distribution, and we often use this test to assess the likelihood that a population variance is within a certain range.
    


      To perform the test for one variance using the chi-square statistic, we use the following formula:
    


[image: \chi^2 = \frac{df(s^2)}{\sigma^2}]



      where:
    


[image: \chi^2] is the Chi-Square statistical value.
    


[image: df=n-1], where [image: n] is the size of the sample.
    


[image: s^2] is the sample variance.
    


[image: \sigma^2] is the population variance.
    


      This formula gives us a chi-square statistic, which we can compare to values taken from the chi-square distribution table to test our hypothesis.
    


      We can also construct a confidence interval, which is a range of values that includes the population variance with a given level of confidence. To find this interval, we use the formula shown below:
    


[image: \frac{dfs^2}{\chi^2_{\frac{\alpha}{2}}} & \le \sigma^2 \le \frac{dfs^2}{\chi^2_{1-\frac{\alpha}{2}}}]



      Review Questions
    


1. We use the chi-square distribution for the:
        
a. goodness-of-fit test
          

b. test for independence
          

c. testing of a hypothesis of single variance
          

d. all of the above
          





2. True or False: We can test a hypothesis about a single variance using the chi-square distribution for a non-normal population.
      

3. In testing variance, our null hypothesis states that the two population means that we are testing are:
        
a. equal with respect to variance
          

b. not equal
          

c. none of the above
          





4. In the formula for calculating the chi-square statistic for single variance, [image: \sigma^2] is:
        
a. standard deviation
          

b. number of observations
          

c. hypothesized population variance
          

d. chi-square statistic
          





5. If we knew the number of observations in a sample, the standard deviation of the sample, and the hypothesized variance of the population, what additional information would we need to solve for the chi-square statistic?
        
a. the chi-square distribution table
          

b. the population size
          

c. the standard deviation of the population
          

d. no additional information is needed
          





6. We want to test a hypothesis about a single variance using the chi-square distribution. We weighed 30 bars of Dial soap, and this sample had a standard deviation of 1.1. We want to test if this sample comes from the general factory, which we know from a previous study to have an overall variance of 3.22. What is our null hypothesis?
      

7. Compute [image: \chi^2] for Question 6.
      

8. Given the information in Questions 6 and 7, would you reject or fail to reject the null hypothesis?
      

9. Let’s assume that our population variance for this problem is unknown. We want to construct a 90% confidence interval around the population variance, [image: \sigma^2]. If our critical values at a 90% confidence interval are 17.71 and 42.56, what is the range for [image: \sigma^2]?
      

10. What statement would you give surrounding this confidence interval?
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      The F-Distribution and Testing Two Variances
    


      Learning Objectives
    


	Understand the differences between the [image: F]-distribution and Student’s [image: t]-distribution.
      

	Calculate a test statistic as a ratio of values derived from sample variances.
      

	Use random samples to test hypotheses about multiple independent population variances.
      

	Understand the limits of inferences derived from these methods.
      




      Introduction
    


      In previous lessons, we learned how to conduct hypothesis tests that examined the relationship between two variables. Most of these tests simply evaluated the relationship of the means of two variables. However, sometimes we also want to test the variance, or the degree to which observations are spread out within a distribution. In the figure below, we see three samples with identical means (the samples in red, green, and blue) but with very difference variances:
    


[image: ]



      So why would we want to conduct a hypothesis test on variance? Let’s consider an example. Suppose a teacher wants to examine the effectiveness of two reading programs. She randomly assigns her students into two groups, uses a different reading program with each group, and gives her students an achievement test. In deciding which reading program is more effective, it would be helpful to not only look at the mean scores of each of the groups, but also the “spreading out” of the achievement scores. To test hypotheses about variance, we use a statistical tool called the [image: F]-distribution.
    


      In this lesson, we will examine the difference between the [image: F]-distribution and Student’s [image: t]-distribution, calculate a test statistic with the [image: F]-distribution, and test hypotheses about multiple population variances. In addition, we will look a bit more closely at the limitations of this test.
    


      The [image: F]-Distribution
    


      The [image: F]-distribution is actually a family of distributions. The specific [image: F]-distribution for testing two population variances, [image: \sigma^2_1] and [image: \sigma^2_2], is based on two values for degrees of freedom (one for each of the populations). Unlike the normal distribution and the [image: t]-distribution, [image: F]-distributions are not symmetrical and span only non-negative numbers. (Normal distributions and [image: t]-distributions are symmetric and have both positive and negative values.) In addition, the shapes of [image: F]-distributions vary drastically, especially when the value for degrees of freedom is small. These characteristics make determining the critical values for [image: F]-distributions more complicated than for normal distributions and Student’s [image: t]-distributions. [image: F]-distributions for various degrees of freedom are shown below:
    


[image: ]



[image: F]-Max Test: Calculating the Sample Test Statistic
    


      We use the [image: F]-ratio test statistic when testing the hypothesis that there is no difference between population variances. When calculating this ratio, we really just need the variance from each of the samples. It is recommended that the larger sample variance be placed in the numerator of the [image: F]-ratio and the smaller sample variance in the denominator. By doing this, the ratio will always be greater than 1.00 and will simplify the hypothesis test.
    


Example: Suppose a teacher administered two different reading programs to two groups of students and collected the following achievement score data:
    


[image: & \text{Program 1} && \text{Program 2}\ & n_1=31 && n_2=41\ & \bar{x}_1=43.6 && \bar{x}_2=43.8\ & s{_1}^2=105.96 && s{_2}^2=36.42]



      What is the [image: F]-ratio for these data?
    


[image: F=\frac{s{_1}^2}{s{_2}^2}=\frac{105.96}{36.42} \approx 2.909]



[image: F]-Max Test: Testing Hypotheses about Multiple Independent Population Variances
    


      When we test the hypothesis that two variances of populations from which random samples were selected are equal, [image: H_0: \sigma^2_1=\sigma^2_2] (or in other words, that the ratio of the variances [image: \frac{\sigma^2_1}{\sigma^2_2}=1]), we call this test the [image: F]-Max test. Since we have a null hypothesis of [image: H_0: \sigma^2_1=\sigma^2_2], our alternative hypothesis would be [image: H_a: \sigma^2_1 \neq \sigma^2_2].
    


      Establishing the critical values in an [image: F]-test is a bit more complicated than when doing so in other hypothesis tests. Most tables contain multiple [image: F]-distributions, one for each of the following: 1 percent, 5 percent, 10 percent, and 25 percent of the area in the right-hand tail. (Please see the supplemental link for an example of this type of table.) We also need to use the degrees of freedom from each of the samples to determine the critical values.
    


On the Web



http://www.statsoft.com/textbook/sttable.html#f01 [image: F]-distribution tables.
    


Example: Suppose we are trying to determine the critical values for the scenario in the preceding section, and we set the level of significance to 0.02. Because we have a two-tailed test, we assign 0.01 to the area to the right of the positive critical value. Using the [image: F]-table for [image: \alpha=0.01], we find the critical value at 2.203, since the numerator has 30 degrees of freedom and the denominator has 40 degrees of freedom.
    


      Once we find our critical values and calculate our test statistic, we perform the hypothesis test the same way we do with the hypothesis tests using the normal distribution and Student’s [image: t]-distribution.
    


Example: Using our example from the preceding section, suppose a teacher administered two different reading programs to two different groups of students and was interested if one program produced a greater variance in scores. Perform a hypothesis test to answer her question.
    


      For the example, we calculated an [image: F]-ratio of 2.909 and found a critical value of 2.203. Since the observed test statistic exceeds the critical value, we reject the null hypothesis. Therefore, we can conclude that the observed ratio of the variances from the independent samples would have occurred by chance if the population variances were equal less than 2% of the time. We can conclude that the variance of the student achievement scores for the second sample is less than the variance of the scores for the first sample. We can also see that the achievement test means are practically equal, so the difference in the variances of the student achievement scores may help the teacher in her selection of a program.
    


      The Limits of Using the [image: F]-Distribution to Test Variance
    


      The test of the null hypothesis, [image: H_0; \sigma^2_1=\sigma^2_2], using the [image: F]-distribution is only appropriate when it can safely be assumed that the population is normally distributed. If we are testing the equality of standard deviations between two samples, it is important to remember that the [image: F]-test is extremely sensitive. Therefore, if the data displays even small departures from the normal distribution, including non-linearity or outliers, the test is unreliable and should not be used. In the next lesson, we will introduce several tests that we can use when the data are not normally distributed.
    


      Lesson Summary
    


      We use the [image: F]-Max test and the [image: F]-distribution when testing if two variances from independent samples are equal.
    


      The [image: F]-distribution differs from the normal distribution and Student’s [image: t]-distribution. Unlike the normal distribution and the [image: t]-distribution, [image: F]-distributions are not symmetrical and go from 0 to [image: \infty], not from [image: - \infty] to [image: \infty] as the others do.
    


      When testing the variances from independent samples, we calculate the [image: F]-ratio test statistic, which is the ratio of the variances of the independent samples.
    


      When we reject the null hypothesis, [image: H_0:\sigma^2_1=\sigma^2_2], we conclude that the variances of the two populations are not equal.
    


      The test of the null hypothesis, [image: H_0: \sigma^2_1=\sigma^2_2], using the [image: F]-distribution is only appropriate when it can be safely assumed that the population is normally distributed.
    


      Review Questions
    


1. We use the [image: F]-Max test to examine the differences in the ___ between two independent samples.
      

2. List two differences between the [image: F]-distribution and Student’s [image: t]-distribution.
      

3. When we test the differences between the variances of two independent samples, we calculate the ___.
      

4. When calculating the [image: F]-ratio, it is recommended that the sample with the ___ sample variance be placed in the numerator, and the sample with the ___ sample variance be placed in the denominator.
      

5. Suppose a guidance counselor tested the mean of two student achievement samples from different SAT preparatory courses. She found that the two independent samples had similar means, but also wants to test the variance associated with the samples. She collected the following data:
      




[image: & \text{SAT Prep Course} \ \# 1 && \text{SAT Prep Course} \ \# 2\ & n=31 && n=21\ & s^2=42.30 && s^2=18.80]



      (a) What are the null and alternative hypotheses for this scenario?
    


      (b) What is the critical value with [image: \alpha=0.10]?
    


      (c) Calculate the [image: F]-ratio.
    


      (d) Would you reject or fail to reject the null hypothesis? Explain your reasoning.
    


      (e) Interpret the results and determine what the guidance counselor can conclude from this hypothesis test.
    


6. True or False: The test of the null hypothesis, [image: H_0:\sigma^2_1=\sigma^2_2], using the [image: F]-distribution is only appropriate when it can be safely assumed that the population is normally distributed.
      




      The One-Way ANOVA Test
    


      Learning Objectives
    


	Understand the shortcomings of comparing multiple means as pairs of hypotheses.
      

	Understand the steps of the ANOVA method and the method's advantages.
      

	Compare the means of three or more populations using the ANOVA method.
      

	Calculate pooled standard deviations and confidence intervals as estimates of standard deviations of populations.
      




      Introduction
    


      Previously, we have discussed analyses that allow us to test if the means and variances of two populations are equal. Suppose a teacher is testing multiple reading programs to determine the impact on student achievement. There are five different reading programs, and her 31 students are randomly assigned to one of the five programs. The mean achievement scores and variances for the groups are recorded, along with the means and the variances for all the subjects combined.
    


      We could conduct a series of [image: t]-tests to determine if all of the sample means came from the same population. However, this would be tedious and has a major flaw, which we will discuss shortly. Instead, we use something called the Analysis of Variance (ANOVA), which allows us to test the hypothesis that multiple population means and variances of scores are equal. Theoretically, we could test hundreds of population means using this procedure.
    


[image: ]



      Shortcomings of Comparing Multiple Means Using Previously Explained Methods
    


      As mentioned, to test whether pairs of sample means differ by more than we would expect due to chance, we could conduct a series of separate [image: t]-tests in order to compare all possible pairs of means. This would be tedious, but we could use a computer or a TI-83/84 calculator to compute these quickly and easily. However, there is a major flaw with this reasoning.
    


      When more than one [image: t]-test is run, each at its own level of significance, the probability of making one or more type I errors multiplies exponentially. Recall that a type I error occurs when we reject the null hypothesis when we should not. The level of significance, [image: \alpha], is the probability of a type I error in a single test. When testing more than one pair of samples, the probability of making at least one type I error is [image: 1-(1-\alpha)^c], where [image: \alpha] is the level of significance for each [image: t]-test and [image: c] is the number of independent [image: t]-tests. Using the example from the introduction, if our teacher conducted separate [image: t]-tests to examine the means of the populations, she would have to conduct 10 separate [image: t]-tests. If she performed these tests with [image: \alpha=0.05], the probability of committing a type I error is not 0.05 as one would initially expect. Instead, it would be 0.40, which is extremely high!
    


      The Steps of the ANOVA Method
    


      With the ANOVA method, we are actually analyzing the total variation of the scores, including the variation of the scores within the groups and the variation between the group means. Since we are interested in two different types of variation, we first calculate each type of variation independently and then calculate the ratio between the two. We use the [image: F]-distribution as our sampling distribution and set our critical values and test our hypothesis accordingly.
    


      When using the ANOVA method, we are testing the null hypothesis that the means and the variances of our samples are equal. When we conduct a hypothesis test, we are testing the probability of obtaining an extreme [image: F]-statistic by chance. If we reject the null hypothesis that the means and variances of the samples are equal, and then we are saying that the difference that we see could not have happened just by chance.
    


      To test a hypothesis using the ANOVA method, there are several steps that we need to take. These include:
    


      1. Calculating the mean squares between groups, [image: MS_B]. The [image: MS_B] is the difference between the means of the various samples. If we hypothesize that the group means are equal, then they must also equal the population mean. Under our null hypothesis, we state that the means of the different samples are all equal and come from the same population, but we understand that there may be fluctuations due to sampling error. When we calculate the [image: MS_B], we must first determine the [image: SS_B], which is the sum of the differences between the individual scores and the mean in each group. To calculate this sum, we use the following formula:
    


[image: SS_B=\sum^m_{k=1} n_k (\bar{x}_k-\bar{x})^2]



      where:
    


[image: k] is the group number.
    


[image: n_k] is the sample size of group [image: k].
    


[image: \bar{x}_k] is the mean of group [image: k].
    


[image: \bar{x}] is the overall mean of all the observations.
    


[image: m] is the total number of groups.
    


      When simplified, the formula becomes:
    


[image: SS_B=\sum^m_{k=1} \frac{T^2_k}{n_k}-\frac{T^2}{n}]



      where:
    


[image: T_k] is the sum of the observations in group [image: k].
    


[image: T] is the sum of all the observations.
    


[image: n] is the total number of observations.
    


      Once we calculate this value, we divide by the number of degrees of freedom, [image: m-1], to arrive at the [image: MS_B]. That is, [image: MS_B=\frac{SS_B}{m-1}]



      2. Calculating the mean squares within groups, [image: MS_W]. The mean squares within groups calculation is also called the pooled estimate of the population variance. Remember that when we square the standard deviation of a sample, we are estimating population variance. Therefore, to calculate this figure, we sum the squared deviations within each group and then divide by the sum of the degrees of freedom for each group.
    


      To calculate the [image: MS_W], we first find the [image: SS_W], which is calculated using the following formula:
    


[image: \frac{\sum(x_{i1}-\bar{x}_1)^2+\sum (x_{i2}-\bar{x}_2)^2+ \ldots + \sum (x_{im}-\bar{x}_m)^2}{(n_1-1)+(n_2-1)+ \ldots + (n_m-1)}]



      Simplified, this formula becomes:
    


[image: SS_W=\sum^m_{k=1} \sum^{n_k}_{i=1} x^2_{ik}-\sum^m_{k=1} \frac{T^2_k}{n_k}]



      where:
    


[image: T_k] is the sum of the observations in group [image: k].
    


      Essentially, this formula sums the squares of each observation and then subtracts the total of the observations squared divided by the number of observations. Finally, we divide this value by the total number of degrees of freedom in the scenario, [image: n-m].
    


[image: MS_W=\frac{SS_W}{n-m}]



      3. Calculating the test statistic. The formula for the test statistic is as follows:
    


[image: F=\frac{MS_B}{MS_W}]



      4. Finding the critical value of the [image: F]-distribution. As mentioned above, [image: m-1] degrees of freedom are associated with [image: MS_B], and [image: n-m] degrees of freedom are associated with [image: MS_W]. In a table, the degrees of freedom for [image: MS_B] are read across the columns, and the degrees of freedom for [image: MS_W] are read across the rows.
    


      5. Interpreting the results of the hypothesis test. In ANOVA, the last step is to decide whether to reject the null hypothesis and then provide clarification about what that decision means.
    


      The primary advantage of using the ANOVA method is that it takes all types of variations into account so that we have an accurate analysis. In addition, we can use technological tools, including computer programs, such as SAS, SPSS, and Microsoft Excel, as well as the TI-83/84 graphing calculator, to easily perform the calculations and test our hypothesis. We use these technological tools quite often when using the ANOVA method.
    


Example: Let’s go back to the example in the introduction with the teacher who is testing multiple reading programs to determine the impact on student achievement. There are five different reading programs, and her 31 students are randomly assigned to one of the five programs. She collects the following data:
    


      Method
    


[image: & 1 && 2 && 3 && 4 && 5 \ & 1 && 8 && 7 && 9 && 10 \ & 4 && 6 && 6 && 10 && 12 \ & 3 && 7 && 4 && 8 && 9 \ & 2 && 4 && 9 && 6 && 11 \ & 5 && 3 && 8 && 5 &&8 \ & 1 && 5 && 5 &&&&\ & 6 && && 7 &&&&\ & &&&& 5 &&&&]



      Compare the means of these different groups by calculating the mean squares between groups, and use the standard deviations from our samples to calculate the mean squares within groups and the pooled estimate of the population variance.
    


      To solve for [image: SS_B], it is necessary to calculate several summary statistics from the data above:
    


[image: & \text{Number } (n_k) && 7 && 6 && 8 && 5 && 5 && 31\ & \text{Total } (T_k) && 22 && 33 && 51 && 38 && 50 &&= 194\ & \text{Mean } (\bar x) && 3.14 && 5.50 && 6.38 && 7.60 && 10.00 && = 6.26\ & \text{Sum of Squared Obs. } \left (\sum_{i=1}^{n_k} x^2_{ik}\right ) && 92 && 199 && 345 && 306 && 510 && = 1,452\ & \frac{\text{Sum of Obs. Squared }}{\text{Number of Obs}} \left (\frac {T_k^2}{n_k}\right ) && 69.14 && 181.50 && 325.13 && 288.80 && 500.00 && = 1,364.57]



      Using this information, we find that the sum of squares between groups is equal to the following:
    


[image: SS_B &= \sum^m_{k=1} \frac{T^2_k}{n_k}-\frac{T^2}{N}\ & \approx 1, 364.57 - \frac{(194)^2}{31} \approx 150.5]



      Since there are four degrees of freedom for this calculation (the number of groups minus one), the mean squares between groups is as shown below:
    


[image: MS_B=\frac{SS_B}{m-1} \approx \frac{150.5}{4} \approx 37.6]



      Next, we calculate the mean squares within groups, [image: MS_W], which is also known as the pooled estimate of the population variance, [image: \sigma^2].
    


      To calculate the mean squares within groups, we first use the following formula to calculate [image: SS_W]:
    


[image: SS_W=\sum^m_{k=1} \sum^{n_k}_{i=1} x^2_{ik}-\sum^m_{k=1} \frac{T^2_k}{n_k}]



      Using our summary statistics from above, we can calculate [image: SS_W] as shown below:
    


[image: SS_W &= \sum^m_{k=1} \sum^{n_k}_{i=1} x^2_{ik}-\sum^m_{k=1} \frac{T^2_k}{n_k}\ & \approx 1, 452 - 1, 364.57\ & \approx 87.43]



      This means that we have the following for [image: MS_W]:
    


[image: MS_W=\frac{SS_W}{n-m} \approx \frac{87.43}{26} \approx 3.36]



      Therefore, our [image: F]-ratio is as shown below:
    


[image: F=\frac{MS_B}{MS_W} \approx \frac{37.6}{3.36} \approx 11.19]



      We would then analyze this test statistic against our critical value. Using the [image: F]-distribution table and [image: \alpha=0.02], we find our critical value equal to 4.140. Since our test statistic of 11.19 exceeds our critical value of 4.140, we reject the null hypothesis. Therefore, we can conclude that not all of the population means of the five programs are equal and that obtaining an [image: F]-ratio this extreme by chance is highly improbable.
    


On the Web



http://preview.tinyurl.com/36j4by6 [image: F]-distribution tables with [image: \alpha=0.02].
    


Technology Note: Calculating a One-Way ANOVA with Excel



      Here is the procedure for performing a one-way ANOVA in Excel using this set of data.
    


      Copy and paste the table into an empty Excel worksheet.
    


      Select 'Data Analysis' from the Tools menu and choose 'ANOVA: Single-factor' from the list that appears.
    


      Place the cursor in the 'Input Range' field and select the entire table.
    


      Place the cursor in the 'Output Range' field and click somewhere in a blank cell below the table.
    


      Click 'Labels' only if you have also included the labels in the table. This will cause the names of the predictor variables to be displayed in the table.
    


      Click 'OK', and the results shown below will be displayed.
    


      Anova: Single Factor
    

Table 5.1



        SUMMARY
      


	
Groups

	
Count

	
Sum

	
Average

	
Variance






	
            Column 1
          
	
            7
          
	
            22
          
	
            3.142857
          
	
            3.809524
          



	
            Column 2
          
	
            6
          
	
            33
          
	
            5.5
          
	
            3,5
          



	
            Column 3
          
	
            8
          
	
            51
          
	
            6.375
          
	
            2.839286
          



	
            Column 4
          
	
            5
          
	
            38
          
	
            7.6
          
	
            4.3
          



	
            Column 5
          
	
            6
          
	
            50
          
	
            10
          
	
            2.5
          





Table 5.2



        ANOVA
      


	
Source of Variation

	
[image: SS]

	
[image: df]

	
[image: MS]

	
[image: F]

	
[image: P]-value

	
[image: F] crit






	
            Between Groups
          
	
            150.5033
          
	
            4
          
	
            37.62584
          
	
            11.18893
          
	
            2.05e-05
          
	
            2.742594
          



	
            Within Groups
          
	
            87.43214
          
	
            26
          
	
            3.362775
          
	
	
	



	
            Total
          
	
            237.9355
          
	
            30
          
	
	
	
	






Technology Note: One-Way ANOVA on the TI-83/84 Calculator



      Enter raw data from population 1 into L1, population 2 into L2, population 3 into L3, population 4 into L4, and so on.
    


      Now press [STAT], scroll right to TESTS, scroll down to 'ANOVA(', and press [ENTER]. Then enter the lists to produce a command such as 'ANOVA(L1, L2, L3, L4)' and press [ENTER].
    


      Lesson Summary
    


      When testing multiple independent samples to determine if they come from the same population, we could conduct a series of separate [image: t]-tests in order to compare all possible pairs of means. However, a more precise and accurate analysis is the Analysis of Variance (ANOVA).
    


      In ANOVA, we analyze the total variation of the scores, including the variation of the scores within the groups, the variation between the group means, and the total mean of all the groups (also known as the grand mean).
    


      In this analysis, we calculate the [image: F]-ratio, which is the total mean of squares between groups divided by the total mean of squares within groups.
    


      The total mean of squares within groups is also known as the pooled estimate of the population variance. We find this value by analysis of the standard deviations in each of the samples.
    


      Review Questions
    


1. What does the ANOVA acronym stand for?
      

2. If we are testing whether pairs of sample means differ by more than we would expect due to chance using multiple [image: t]-tests, the probability of making a type I error would ___.
      

3. In the ANOVA method, we use the ___ distribution.
        
a. Student’s [image: t]-
          

b. normal
          

c. 
[image: F]-
          





4. In the ANOVA method, we complete a series of steps to evaluate our hypothesis. Put the following steps in chronological order.
        
a. Calculate the mean squares between groups and the mean squares within groups.
          

b. Determine the critical values in the [image: F]-distribution.
          

c. Evaluate the hypothesis.
          

d. Calculate the test statistic.
          

e. State the null hypothesis.
          





5. A school psychologist is interested in whether or not teachers affect the anxiety scores among students taking the AP Statistics exam. The data below are the scores on a standardized anxiety test for students with three different teachers.
      



Table 5.3



        Teacher's Name and Anxiety Scores
      


	
Ms. Jones

	
Mr. Smith

	
Mrs. White






	
            8
          
	
            23
          
	
            21
          



	
            6
          
	
            11
          
	
            21
          



	
            4
          
	
            17
          
	
            22
          



	
            12
          
	
            16
          
	
            18
          



	
            16
          
	
            6
          
	
            14
          



	
            17
          
	
            14
          
	
            21
          



	
            12
          
	
            15
          
	
            9
          



	
            10
          
	
            19
          
	
            11
          



	
            11
          
	
            10
          
	



	
            13
          
	
	






      (a) State the null hypothesis.
    


      (b) Using the data above, fill out the missing values in the table below.
    

Table 5.4




	
	
Ms. Jones

	
Mr. Smith

	
Mrs. White

	
Totals






	
            Number [image: (n_k)]

	
	
	
            8
          
	
[image: =]




	
            Total [image: (T_k)]

	
	
            131
          
	
	
[image: =]




	
            Mean [image: (\bar{x})]

	
	
            14.6
          
	
	
[image: =]




	
            Sum of Squared Obs. [image: (\sum^{n_k}_{i=1} x^2_{ik})]

	
	
	
	
[image: =]




	
            Sum of Obs. Squared/Number of Obs. [image: (\frac{T^2_k}{n_k})]

	
	
	
	
[image: =]







      (c) What is the value of the mean squares between groups, [image: MS_B]?
    


      (d) What is the value of the mean squares within groups, [image: MS_W]?
    


      (e) What is the [image: F]-ratio of these two values?
    


      (f) With [image: \alpha=0.05], use the [image: F]-distribution to set a critical value.
    


      (g) What decision would you make regarding the null hypothesis? Why?
    


      The Two-Way ANOVA Test
    


      Learning Objectives
    


	Understand the differences in situations that allow for one-way or two-way ANOVA methods.
      

	Know the procedure of two-way ANOVA and its application through technological tools.
      

	Understand completely randomized and randomized block methods of experimental design and their relation to appropriate ANOVA methods.
      




      Introduction
    


      In the previous section, we discussed the one-way ANOVA method, which is the procedure for testing the null hypothesis that the population means and variances of a single independent variable are equal. Sometimes, however, we are interested in testing the means and variances of more than one independent variable. Say, for example, that a researcher is interested in determining the effects of different dosages of a dietary supplement on the performance of both males and females on a physical endurance test. The three different dosages of the medicine are low, medium, and high, and the genders are male and female. Analyses of situations with two independent variables, like the one just described, are called two-way ANOVA tests.
    

Table 5.5



        Mean Scores on a Physical Endurance Test for Varying Dosages and Genders
      


	
	
Dietary Supplement Dosage

	
Dietary Supplement Dosage

	
Dietary Supplement Dosage

	





	
	
            Low
          
	
            Medium
          
	
            High
          
	
            Total
          



	
            Female
          
	
            35.6
          
	
            49.4
          
	
            71.8
          
	
            52.3
          



	
            Male
          
	
            55.2
          
	
            92.2
          
	
            110.0
          
	
            85.8
          



	
            Total
          
	
            45.2
          
	
            70.8
          
	
            90.9
          
	






      There are several questions that can be answered by a study like this, such as, "Does the medication improve physical endurance, as measured by the test?" and "Do males and females respond in the same way to the medication?"
    


      While there are similar steps in performing one-way and two-way ANOVA tests, there are also some major differences. In the following sections, we will explore the differences in situations that allow for the one-way or two-way ANOVA methods, the procedure of two-way ANOVA, and the experimental designs associated with this method.
    


      The Differences in Situations that Allow for One-way or Two-Way ANOVA
    


      As mentioned in the previous lesson, ANOVA allows us to examine the effect of a single independent variable on a dependent variable (i.e., the effectiveness of a reading program on student achievement). With two-way ANOVA, we are not only able to study the effect of two independent variables (i.e., the effect of dosages and gender on the results of a physical endurance test), but also the interaction between these variables. An example of interaction between the two variables gender and medication is a finding that men and women respond differently to the medication.
    


      We could conduct two separate one-way ANOVA tests to study the effect of two independent variables, but there are several advantages to conducting a two-way ANOVA test.
    


Efficiency. With simultaneous analysis of two independent variables, the ANOVA test is really carrying out two separate research studies at once.
    


Control. When including an additional independent variable in the study, we are able to control for that variable. For example, say that we included IQ in the earlier example about the effects of a reading program on student achievement. By including this variable, we are able to determine the effects of various reading programs, the effects of IQ, and the possible interaction between the two.
    


Interaction. With a two-way ANOVA test, it is possible to investigate the interaction of two or more independent variables. In most real-life scenarios, variables do interact with one another. Therefore, the study of the interaction between independent variables may be just as important as studying the interaction between the independent and dependent variables.
    


      When we perform two separate one-way ANOVA tests, we run the risk of losing these advantages.
    


      Two-Way ANOVA Procedures
    


      There are two kinds of variables in all ANOVA procedures-dependent and independent variables. In one-way ANOVA, we were working with one independent variable and one dependent variable. In two-way ANOVA, there are two independent variables and a single dependent variable. Changes in the dependent variables are assumed to be the result of changes in the independent variables.
    


      In one-way ANOVA, we calculated a ratio that measured the variation between the two variables (dependent and independent). In two-way ANOVA, we need to calculate a ratio that measures not only the variation between the dependent and independent variables, but also the interaction between the two independent variables.
    


      Before, when we performed the one-way ANOVA, we calculated the total variation by determining the variation within groups and the variation between groups. Calculating the total variation in two-way ANOVA is similar, but since we have an additional variable, we need to calculate two more types of variation. Determining the total variation in two-way ANOVA includes calculating: variation within the group (within-cell variation), variation in the dependent variable attributed to one independent variable (variation among the row means), variation in the dependent variable attributed to the other independent variable (variation among the column means), and variation between the independent variables (the interaction effect).
    


      The formulas that we use to calculate these types of variations are very similar to the ones that we used in the one-way ANOVA. For each type of variation, we want to calculate the total sum of squared deviations (also known as the sum of squares) around the grand mean. After we find this total sum of squares, we want to divide it by the number of degrees of freedom to arrive at the mean of squares, which allows us to calculate our final ratio. We could do these calculations by hand, but we have technological tools, such as computer programs like Microsoft Excel and graphing calculators, that can compute these figures much more quickly and accurately than we could manually. In order to perform a two-way ANOVA with a TI-83/84 calculator, you must download a calculator program at the following site: http://www.wku.edu/~david.neal/statistics/advanced/anova2.htm.
    


      The process for determining and evaluating the null hypothesis for the two-way ANOVA is very similar to the same process for the one-way ANOVA. However, for the two-way ANOVA, we have additional hypotheses, due to the additional variables. For two-way ANOVA, we have three null hypotheses:
    


1. In the population, the means for the rows equal each other. In the example above, we would say that the mean for males equals the mean for females.
      

2. In the population, the means for the columns equal each other. In the example above, we would say that the means for the three dosages are equal.
      

3. In the population, the null hypothesis would be that there is no interaction between the two variables. In the example above, we would say that there is no interaction between gender and amount of dosage, or that all effects equal 0.
      




      Let’s take a look at an example of a data set and see how we can interpret the summary tables produced by technological tools to test our hypotheses.
    


Example: Say that a gym teacher is interested in the effects of the length of an exercise program on the flexibility of male and female students. The teacher randomly selected 48 students (24 males and 24 females) and assigned them to exercise programs of varying lengths (1, 2, or 3 weeks). At the end of the programs, she measured the students' flexibility and recorded the following results. Each cell represents the score of a student:
    

Table 5.6




	
	
	
Length of Program

	
Length of Program

	
Length of Program






	
	
	
            1 Week
          
	
            2 Weeks
          
	
            3 Weeks
          



	
            Gender
          
	
            Females
          
	
            32
          
	
            28
          
	
            36
          



	
	
	
            27
          
	
            31
          
	
            47
          



	
	
	
            22
          
	
            24
          
	
            42
          



	
	
	
            19
          
	
            25
          
	
            35
          



	
	
	
            28
          
	
            26
          
	
            46
          



	
	
	
            23
          
	
            33
          
	
            39
          



	
	
	
            25
          
	
            27
          
	
            43
          



	
	
	
            21
          
	
            25
          
	
            40
          



	
	
            Males
          
	
            18
          
	
            27
          
	
            24
          



	
	
	
            22
          
	
            31
          
	
            27
          



	
	
	
            20
          
	
            27
          
	
            33
          



	
	
	
            25
          
	
            25
          
	
            25
          



	
	
	
            16
          
	
            25
          
	
            26
          



	
	
	
            19
          
	
            32
          
	
            30
          



	
	
	
            24
          
	
            26
          
	
            32
          



	
	
	
            31
          
	
            24
          
	
            29
          






      Do gender and the length of an exercise program have an effect on the flexibility of students?
    


      Solution:
    


      From these data, we can calculate the following summary statistics:
    

Table 5.7




	
	
	
	
Length of Program

	
Length of Program

	
Length of Program

	





	
	
	
	
            1 Week
          
	
            2 Weeks
          
	
            3 Weeks
          
	
            Total
          



	
            Gender
          
	
            Females
          
	
[image: n]

	
            8
          
	
            8
          
	
            8
          
	
            24
          



	
	
	
            Mean
          
	
            24.6
          
	
            27.4
          
	
            41.0
          
	
            31.0
          



	
	
	
            St. Dev.
          
	
            4.24
          
	
            3.16
          
	
            4.34
          
	
            8.23
          



	
	
            Males
          
	
[image: n]

	
            8
          
	
            8
          
	
            8
          
	
            24
          



	
	
	
            Mean
          
	
            21.9
          
	
            27.1
          
	
            28.3
          
	
            25.8
          



	
	
	
            St. Dev.
          
	
            4.76
          
	
            2.90
          
	
            3.28
          
	
            4.56
          



	
	
            Totals
          
	
[image: n]

	
            16
          
	
            16
          
	
            16
          
	
            48
          



	
	
	
            Mean
          
	
            23.3
          
	
            27.3
          
	
            34.6
          
	
            28.4
          



	
	
	
            St. Dev.
          
	
            4.58
          
	
            2.93
          
	
            7.56
          
	
            7.10
          






      As we can see from the tables above, it appears that females have more flexibility than males and that the longer programs are associated with greater flexibility. Also, we can take a look at the standard deviation of each group to get an idea of the variance within groups. This information is helpful, but it is necessary to calculate the test statistic to more fully understand the effects of the independent variables and the interaction between these two variables.
    


Technology Note: Calculating a Two-Way ANOVA with Excel



      Here is the procedure for performing a two-way ANOVA with Excel using this set of data.
    


1. Copy and paste the above table into an empty Excel worksheet, without the labels 'Length of program' and 'Gender'.
      

2. Select 'Data Analysis' from the Tools menu and choose 'ANOVA: Single-factor' from the list that appears.
      

3. Place the cursor in the 'Input Range' field and select the entire table.
      

4. Place the cursor in the 'Output Range' field and click somewhere in a blank cell below the table.
      

5. Click 'Labels' only if you have also included the labels in the table. This will cause the names of the predictor variables to be displayed in the table.
      

6. Click 'OK', and the results shown below will be displayed.
      




      Using technological tools, we can generate the following summary table:
    

Table 5.8




	
Source

	
[image: SS]

	
[image: df]

	
[image: MS]

	
[image: F]

	
            Critical Value of [image: F^*]






	
            Rows (gender)
          
	
            330.75
          
	
            1
          
	
            330.75
          
	
            22.36
          
	
            4.07
          



	
            Columns (length)
          
	
            1,065.5
          
	
            2
          
	
            532.75
          
	
            36.02
          
	
            3.22
          



	
            Interaction
          
	
            350
          
	
            2
          
	
            175
          
	
            11.83
          
	
            3.22
          



	
            Within-cell
          
	
            621
          
	
            42
          
	
            14.79
          
	
	



	
            Total
          
	
            2,367.25
          
	
	
	
	






[image: *]Statistically significant at [image: \alpha=0.05].
    


      From this summary table, we can see that all three [image: F]-ratios exceed their respective critical values.
    


      This means that we can reject all three null hypotheses and conclude that:
    


      In the population, the mean for males differs from the mean of females.
    


      In the population, the means for the three exercise programs differ.
    


      There is an interaction between the length of the exercise program and the student’s gender.
    


Technology Note: Two-Way ANOVA on the TI-83/84 Calculator



http://www.wku.edu/~david.neal/statistics/advanced/anova8.html. A program to do a two-way ANOVA on the TI-83/84 Calculator.
    


      Experimental Design and its Relation to the ANOVA Methods
    


Experimental design is the process of taking the time and the effort to organize an experiment so that the data are readily available to answer the questions that are of most interest to the researcher. When conducting an experiment using the ANOVA method, there are several ways that we can design an experiment. The design that we choose depends on the nature of the questions that we are exploring.
    


      In a totally randomized design, the subjects or objects are assigned to treatment groups completely at random. For example, a teacher might randomly assign students into one of three reading programs to examine the effects of the different reading programs on student achievement. Often, the person conducting the experiment will use a computer to randomly assign subjects.
    


      In a randomized block design, subjects or objects are first divided into homogeneous categories before being randomly assigned to a treatment group. For example, if an athletic director was studying the effect of various physical fitness programs on males and females, he would first categorize the randomly selected students into homogeneous categories (males and females) before randomly assigning them to one of the physical fitness programs that he was trying to study.
    


      In ANOVA, we use both randomized design and randomized block design experiments. In one-way ANOVA, we typically use a completely randomized design. By using this design, we can assume that the observed changes are caused by changes in the independent variable. In two-way ANOVA, since we are evaluating the effect of two independent variables, we typically use a randomized block design. Since the subjects are assigned to one group and then another, we are able to evaluate the effects of both variables and the interaction between the two.
    


      Lesson Summary
    


      With two-way ANOVA, we are not only able to study the effect of two independent variables, but also the interaction between these variables. There are several advantages to conducting a two-way ANOVA, including efficiency, control of variables, and the ability to study the interaction between variables. Determining the total variation in two-way ANOVA includes calculating the following:
    


      Variation within the group (within-cell variation)
    


      Variation in the dependent variable attributed to one independent variable (variation among the row means)
    


      Variation in the dependent variable attributed to the other independent variable (variation among the column means)
    


      Variation between the independent variables (the interaction effect)
    


      It is easier and more accurate to use technological tools, such as computer programs like Microsoft Excel, to calculate the figures needed to evaluate our hypotheses tests.
    


      Review Questions
    


1. In two-way ANOVA, we study not only the effect of two independent variables on the dependent variable, but also the ___ between the two independent variables.
      

2. We could conduct multiple [image: t]-tests between pairs of hypotheses, but there are several advantages when we conduct a two-way ANOVA. These include:
        
a. Efficiency
          

b. Control over additional variables
          

c. The study of interaction between variables
          

d. All of the above
          





3. Calculating the total variation in two-way ANOVA includes calculating ___ types of variation.
        
a. 1
          

b. 2
          

c. 3
          

d. 4
          





4. A researcher is interested in determining the effects of different doses of a dietary supplement on the performance of both males and females on a physical endurance test. The three different doses of the medicine are low, medium, and high, and again, the genders are male and female. He assigns 48 people, 24 males and 24 females, to one of the three levels of the supplement dosage and gives a standardized physical endurance test. Using technological tools, he generates the following summary ANOVA table:
      



Table 5.9




	
Source

	
[image: SS]

	
[image: df]

	
[image: MS]

	
[image: F]

	
Critical Value of [image: F]






	
            Rows (gender)
          
	
            14.832
          
	
            1
          
	
            14.832
          
	
            14.94
          
	
            4.07
          



	
            Columns (dosage)
          
	
            17.120
          
	
            2
          
	
            8.560
          
	
            8.62
          
	
            3.23
          



	
            Interaction
          
	
            2.588
          
	
            2
          
	
            1.294
          
	
            1.30
          
	
            3.23
          



	
            Within-cell
          
	
            41.685
          
	
            42
          
	
            992
          
	
	



	
            Total
          
	
            76,226
          
	
            47
          
	
	
	






[image: ^* \alpha=0.05]



      (a) What are the three hypotheses associated with the two-way ANOVA method?
    


      (b) What are the three null hypotheses for this study?
    


      (c) What are the critical values for each of the three hypotheses? What do these tell us?
    


      (d) Would you reject the null hypotheses? Why or why not?
    


      (e) In your own words, describe what these results tell us about this experiment.
    


On the Web



http://www.ruf.rice.edu/~lane/stat_sim/two_way/index.html Two-way ANOVA applet that shows how the sums of square total is divided between factors [image: A] and [image: B], the interaction of [image: A] and [image: B], and the error.
    


http://tinyurl.com/32qaufs Shows partitioning of sums of squares in a one-way analysis of variance.
    


http://tinyurl.com/djob5t Understanding ANOVA visually. There are no numbers or formulas.
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      Chapter 12: Non-Parametric Statistics
    


      Introduction to Non-Parametric Statistics
    


      Learning Objectives
    


	Understand situations in which non-parametric analytical methods should be used and the advantages and disadvantages of each of these methods.
      

	Understand situations in which the sign test can be used and calculate [image: z]-scores for evaluating a hypothesis using matched pair data sets.
      

	Use the sign test to evaluate a hypothesis about the median of a population.
      

	Examine a categorical data set to evaluate a hypothesis using the sign test.
      

	Understand the signed-ranks test as a more precise alternative to the sign test when evaluating a hypothesis.
      




      Introduction
    


      In previous lessons, we discussed the use of the normal distribution, Student's [image: t]-distribution, and the [image: F]-distribution in testing various hypotheses. With each of these distributions, we made certain assumptions about the populations from which our samples were drawn. Specifically, we made assumptions that the underlying populations were normally distributed and that there was homogeneity of variance within the populations. But what do we do when we have data that are not normally distributed or not homogeneous with respect to variance? In these situations, we use something called non-parametric tests.
    


      These tests include tests such as the sign test, the sign-ranks test, the ranks-sum test, the Kruskal-Wallis test, and the runs test. While parametric tests are preferred, since they are more powerful, they are not always applicable. The following sections will examine situations in which we would use non-parametric methods and the advantages and disadvantages of using these methods.
    


      Situations Where We Use Non-Parametric Tests
    


      If non-parametric tests have fewer assumptions and can be used with a broader range of data types, why don’t we use them all the time? The reason is because there are several advantages of using parametric tests. They are more robust and have greater power, which means that they have a greater chance of rejecting the null hypothesis relative to the sample size when the null hypothesis is false.
    


      However, parametric tests demand that the data meet stringent requirements, such as normality and homogeneity of variance. For example, a one-sample [image: t]-test requires that the sample be drawn from a normally distributed population. When testing two independent samples, not only is it required that both samples be drawn from normally distributed populations, but it is also required that the standard deviations of the populations be equal. If either of these conditions is not met, our results are not valid.
    


      As mentioned, an advantage of non-parametric tests is that they do not require the data to be normally distributed. In addition, although they test the same concepts, non-parametric tests sometimes have fewer calculations than their parametric counterparts. Non-parametric tests are often used to test different types of questions and allow us to perform analysis with categorical and rank data. The table below lists the parametric tests, their non-parametric counterparts, and the purpose of each test.
    


      Commonly Used Parametric and Non-parametric Tests
    

Table 6.1




	
Parametric Test (Normal Distributions)

	
Non-parametric Test (Non-normal Distributions)

	
Purpose of Test






	
[image: t]-test for independent samples
          
	
            Rank sum test
          
	
            Compares means of two independent samples
          



	
            Paired [image: t]-test
          
	
            Sign test
          
	
            Examines a set of differences of means
          



	
            Pearson correlation coefficient
          
	
            Rank correlation test
          
	
            Assesses the linear association between two variables.
          



	
            One-way analysis of variance ([image: F]-test)
          
	
            Kruskal-Wallis test
          
	
            Compares three or more groups
          



	
            Two-way analysis of variance
          
	
            Runs test
          
	
            Compares groups classified by two different factors
          






      The Sign Test
    


      One of the simplest non-parametric tests is the sign test. The sign test examines the difference in the medians of matched data sets. It is important to note that we use the sign test only when testing if there is a difference between the matched pairs of observations. This test does not measure the magnitude of the relationship-it simply tests whether the differences between the observations in the matched pairs are equally likely to be positive or negative. Many times, this test is used in place of a paired [image: t]-test.
    


      For example, we would use the sign test when assessing if a certain drug or treatment had an impact on a population or if a certain program made a difference in behavior. We first determine whether there is a positive or negative difference between each of the matched pairs. To determine this, we arrange the data in such a way that it is easy to identify what type of difference that we have. Let’s take a look at an example to help clarify this concept.
    


Example: Suppose we have a school psychologist who is interested in whether or not a behavior intervention program is working. He examines 8 middle school classrooms and records the number of referrals written per month both before and after the intervention program. Below are his observations:
    

Table 6.2




	
Observation Number

	
Referrals Before Program

	
Referrals After Program






	
            1
          
	
            8
          
	
            5
          



	
            2
          
	
            10
          
	
            8
          



	
            3
          
	
            2
          
	
            3
          



	
            4
          
	
            4
          
	
            1
          



	
            5
          
	
            6
          
	
            4
          



	
            6
          
	
            4
          
	
            1
          



	
            7
          
	
            5
          
	
            7
          



	
            8
          
	
            9
          
	
            6
          






      Since we need to determine the number of observations where there is a positive difference and the number of observations where there is a negative difference, it is helpful to add an additional column to the table to classify each observation as such (see below). We ignore all zero or equal observations.
    

Table 6.3




	
Observation Number

	
Referrals Before Program

	
Referrals After Program

	
Change






	
            1
          
	
            8
          
	
            5
          
	
[image: -]




	
            2
          
	
            10
          
	
            8
          
	
[image: -]




	
            3
          
	
            2
          
	
            3
          
	
[image: +]




	
            4
          
	
            4
          
	
            1
          
	
[image: -]




	
            5
          
	
            6
          
	
            4
          
	
[image: -]




	
            6
          
	
            4
          
	
            1
          
	
[image: -]




	
            7
          
	
            5
          
	
            7
          
	
[image: +]




	
            8
          
	
            9
          
	
            6
          
	
[image: -]







      The test statistic we use is [image: \frac{\big |\text{number of positive changes} \ - \ \text{number of negative changes}\big |-1}{\sqrt{n}}].
    


      If the sample has fewer than 30 observations, we use the [image: t]-distribution to determine a critical value and make a decision. If the sample has more than 30 observations, we use the normal distribution.
    


      Our example has only 8 observations, so we calculate our [image: t]-score as shown below:
    


[image: t=\frac{|2-6|-1}{\sqrt{8}} = 1.06]



      Similar to other hypothesis tests using standard scores, we establish null and alternative hypotheses about the population and use the test statistic to assess these hypotheses. As mentioned, this test is used with paired data and examines whether the medians of the two data sets are equal. When we conduct a pre-test and a post-test using matched data, our null hypothesis is that the difference between the data sets will be zero. In other words, under our null hypothesis, we would expect there to be some fluctuations between the pre-test and post-test, but nothing of significance. Therefore, our null and alternative hypotheses would be as follows:
    


[image: H_0 : m & = 0\ H_a : m & \neq 0]



      With the sign test, we set criterion for rejecting the null hypothesis in the same way as we did when we were testing hypotheses using parametric tests. For the example above, if we set [image: \alpha=0.05], we would have critical values at 2.36 standard scores above and below the mean. Since our standard score of 1.06 is less than the critical value of 2.36, we would fail to reject the null hypothesis and cannot conclude that there is a significant difference between the pre-test and post-test scores.
    


      When we use the sign test to evaluate a hypothesis about the median of a population, we are estimating the likelihood, or the probability, that the number of successes would occur by chance if there was no difference between pre-test and post-test data. When working with small samples, the sign test is actually the binomial test, with the null hypothesis being that the proportion of successes will equal 0.5.
    


Example: Suppose a physical education teacher is interested in the effect of a certain weight-training program on students’ strength. She measures the number of times students are able to lift a dumbbell of a certain weight before the program and then again after the program. Below are her results:
    

Table 6.4




	
Before Program

	
After Program

	
Change






	
            12
          
	
            21
          
	
[image: +]




	
            9
          
	
            16
          
	
[image: +]




	
            11
          
	
            14
          
	
[image: +]




	
            21
          
	
            36
          
	
[image: +]




	
            17
          
	
            28
          
	
[image: +]




	
            22
          
	
            20
          
	
[image: -]




	
            18
          
	
            29
          
	
[image: +]




	
            11
          
	
            22
          
	
[image: +]







      If the program had no effect, then the proportion of students with increased strength would equal 0.5. Looking at the data above, we see that 7 of the 8 students had increased strength after the program. But is this statistically significant? To answer this question, we use the binomial formula, which is as follows:
    


[image: P(r)=\frac{N!}{r!(N-r)!} p^r (1-p)^{N-r}]



      Using this formula, we need to determine the probability of having either 7 or 8 successes as shown below:
    


[image: P(7) & = \frac{8!}{7!(8-7)!} 0.5^7 (1-0.5)^{8-7} = (8)(00391) = 0.03125\ P(8) & = \frac{8!}{8!(8-8)!} 0.5^8 (1-0.5)^{8-8} = 0.00391]



      To determine the probability of having either 7 or 8 successes, we add the two probabilities together and get [image: 0.03125 + 0.00391 =0.0352]. This means that if the program had no effect on the matched data set, we have a 0.0352 likelihood of obtaining the number of successes that we did by chance.
    


      Using the Sign Test to Examine Categorical Data
    


      We can also use the sign test to examine differences and evaluate hypotheses with categorical data sets. Recall that we typically use the chi-square distribution to assess categorical data. We could use the sign test when determining if one categorical variable is really more than another. For example, we could use this test if we were interested in determining if there were equal numbers of students with brown eyes and blue eyes. In addition, we could use this test to determine if equal numbers of males and females get accepted to a four-year college.
    


      When using the sign test to examine a categorical data set and evaluate a hypothesis, we use the same formulas and methods as if we were using nominal data. The only major difference is that instead of labeling the observations as positives or negatives, we would label the observations with whatever dichotomy we want to use (male/female, brown/blue, etc.) and calculate the test statistic, or probability, accordingly. Again, we would not count zero or equal observations.
    


Example: The UC admissions committee is interested in determining if the numbers of males and females who are accepted into four-year colleges differ significantly. They take a random sample of 200 graduating high school seniors who have been accepted to four-year colleges. Out of these 200 students, they find that there are 134 females and 66 males. Do the numbers of males and females accepted into colleges differ significantly? Since we have a large sample, calculate the [image: z]-score and use [image: \alpha=0.05].
    


      To answer this question using the sign test, we would first establish our null and alternative hypotheses:
    


[image: H_0 : m & =0\ H_a : m & \neq 0]



      This null hypothesis states that the median numbers of males and females accepted into UC schools are equal.
    


      Next, we use [image: \alpha=0.05] to establish our critical values. Using the normal distribution table, we find that our critical values are equal to 1.96 standard scores above and below the mean.
    


      To calculate our test statistic, we use the following formula:
    


[image: \frac{\big |\text{number of positive changes} \ - \text{number of negative changes}\big |-1}{\sqrt{n}}]



      However, instead of the numbers of positive and negative observations, we substitute the number of females and the number of males. Because we are calculating the absolute value of the difference, the order of the variables does not matter. Therefore, our [image: z]-score can be calculated as shown:
    


[image: z=\frac{|134-66|-1}{\sqrt{200}}=4.74]



      With a calculated test statistic of 4.74, we can reject the null hypothesis and conclude that there is a difference between the number of graduating males and the number of graduating females accepted into the UC schools.
    


      The Benefit of Using the Sign Rank Test
    


      As previously mentioned, the sign test is a quick and easy way to test if there is a difference between pre-test and post-test matched data. When we use the sign test, we simply analyze the number of observations in which there is a difference. However, the sign test does not assess the magnitude of these differences.
    


      A more useful test that assesses the difference in size between the observations in a matched pair is the sign rank test. The sign rank test (also known as the Wilcoxon sign rank test) resembles the sign test, but it is much more sensitive. Similar to the sign test, the sign rank test is also a nonparametric alternative to the paired Student’s [image: t]-test. When we perform this test with large samples, it is almost as sensitive as Student’s [image: t]-test, and when we perform this test with small samples, it is actually more sensitive than Student’s [image: t]-test.
    


      The main difference with the sign rank test is that under this test, the hypothesis states that the difference between observations in each data pair (pre-test and post-test) is equal to zero. Essentially, the null hypothesis states that the two variables have identical distributions. The sign rank test is much more sensitive than the sign test, since it measures the difference between matched data sets. Therefore, it is important to note that the results from the sign and the sign rank test could be different for the same data set.
    


      To conduct the sign rank test, we first rank the differences between the observations in each matched pair, without regard to the sign of the difference. After this initial ranking, we affix the original sign to the rank numbers. All equal observations get the same rank and are ranked with the mean of the rank numbers that would have been assigned if they had varied. After this ranking, we sum the ranks in each sample and then determine the total number of observations. Finally, the one sample [image: z]-statistic is calculated from the signed ranks. For large samples, the [image: z]-statistic is compared to percentiles of the standard normal distribution.
    


      It is important to remember that the sign rank test is more precise and sensitive than the sign test. However, since we are ranking the nominal differences between variables, we are not able to use the sign rank test to examine the differences between categorical variables. In addition, this test can be a bit more time consuming to conduct, since the figures cannot be calculated directly in Excel or with a calculator.
    


      Lesson Summary
    


      We use non-parametric tests when the assumptions of normality and homogeneity of variance are not met.
    


      There are several different non-parametric tests that we can use in lieu of their parametric counterparts. These tests include the sign test, the sign rank test, the rank-sum test, the Kruskal-Wallis test, and the runs test.
    


      The sign test examines the difference in the medians of matched data sets. When testing hypotheses using the sign test, we can calculate the standard [image: z]-score when working with large samples or use the binomial formula when working with small samples.
    


      We can also use the sign test to examine differences and evaluate hypotheses with categorical data sets.
    


      A more precise test that assesses the difference in size between the observations in a matched pair is the sign rank test.
    


      The Rank Sum Test and Rank Correlation
    


      Learning Objectives
    


	Understand the conditions for use of the rank sum test to evaluate a hypothesis about non-paired data.
      

	Calculate the mean and the standard deviation of rank from two non-paired samples and use these values to calculate a [image: z]-score.
      

	Determine the correlation between two variables using the rank correlation test for situations that meet the appropriate criteria, using the appropriate test statistic formula.
      




      Introduction
    


      In the previous lesson, we explored the concept of nonparametric tests. We explored two tests-the sign test and the sign rank test. We use these tests when analyzing matched data pairs or categorical data samples. In both of these tests, our null hypothesis states that there is no difference between the medians of these variables. As mentioned, the sign rank test is a more precise test of this question, but the test statistic can be more difficult to calculate.
    


      But what happens if we want to test if two samples come from the same non-normal distribution? For this type of question, we use the rank sum test (also known as the Mann-Whitney [image: v]-test). This test is sensitive to both the median and the distribution of the sample and population.
    


      In this section, we will learn how to conduct hypothesis tests using the Mann-Whitney [image: v]-test and the situations in which it is appropriate to do so. In addition, we will also explore how to determine the correlation between two variables from non-normal distributions using the rank correlation test for situations that meet the appropriate criteria.
    


      Conditions for Use of the Rank Sum Test to Evaluate Hypotheses about Non-Paired Data
    


      The rank sum test tests the hypothesis that two independent samples are drawn from the same population. Recall that we use this test when we are not sure if the assumptions of normality or homogeneity of variance are met. Essentially, this test compares the medians and the distributions of the two independent samples. This test is considered stronger than other nonparametric tests that simply assess median values. For example, in the image below, we see that the two samples have the same median, but very different distributions. If we were assessing just the median value, we would not realize that these samples actually have distributions that are very distinct.
    


[image: ]



      When performing the rank sum test, there are several different conditions that need to be met. These include the following:
    


	Although the populations need not be normally distributed or have homogeneity of variance, the observations must be continuously distributed.
      

	The samples drawn from the population must be independent of one another.
      

	The samples must have 5 or more observations. The samples do not need to have the same number of observations.
      

	The observations must be on a numeric or ordinal scale. They cannot be categorical variables.
      




      Since the rank sum test evaluates both the medians and the distributions of two independent samples, we establish two null hypotheses. Our null hypotheses state that the two medians and the two standard deviations of the independent samples are equal. Symbolically, we could say [image: H_0 : m_1=m_2] and [image: \sigma_1 = \sigma_2]. The alternative hypotheses state that there is a difference in the medians and the standard deviations of the samples.
    


      Calculating the Mean and the Standard Deviation of Rank to Calculate a [image: z]-Score
    


      When performing the rank sum test, we need to calculate a figure known as the [image: U]-statistic. This statistic takes both the median and the total distribution of the two samples into account. The [image: U]-statistic actually has its own distribution, which we use when working with small samples. (In this test, a small sample is defined as a sample less than 20 observations.) This distribution is used in the same way that we would use the [image: t]-distribution and the chi-square distribution. Similar to the [image: t]-distribution, the [image: U]-distribution approaches the normal distribution as the sizes of both samples grow. When we have samples of 20 or more, we do not use the [image: U]-distribution. Instead, we use the [image: U]-statistic to calculate the standard [image: z]-score.
    


      To calculate the [image: U]-statistic, we must first arrange and rank the data from our two independent samples. First, we must rank all values from both samples from low to high, without regard to which sample each value belongs to. If two values are the same, then they both get the average of the two ranks for which they tie. The smallest number gets a rank of 1, and the largest number gets a rank of [image: n], where [image: n] is the total number of values in the two groups. After we arrange and rank the data in each of the samples, we sum the ranks assigned to the observations. We record both the sum of these ranks and the number of observations in each of the samples. After we have this information, we can use the following formulas to determine the [image: U]-statistic:
    


[image: U_1 & = n_1n_2 + \frac{n_1(n_1+1)}{2} - R_1\ U_2 & = n_1n_2 + \frac{n_2(n_2+1)}{2} - R_2]



      where:
    


[image: n_1] is the number of observations in sample 1.
    


[image: n_2] is the number of observations in sample 2.
    


[image: R_1] is the sum of the ranks assigned to sample 1.
    


[image: R_2] is the sum of the ranks assigned to sample 2.
    


      We use the smaller of the two calculated test statistics (i.e., the lesser of [image: U_1] and [image: U_2]) to evaluate our hypotheses in smaller samples or to calculate the [image: z]-score when working with larger samples.
    


      When working with larger samples, we need to calculate two additional pieces of information: the mean of the sampling distribution, [image: \mu_U], and the standard deviation of the sampling distribution, [image: \sigma_U]. These calculations are relatively straightforward when we know the numbers of observations in each of the samples. To calculate these figures, we use the following formulas:
    


[image: \mu_U = \frac{n_1n_2}{2} \ \text{and} \ \sigma_U = \sqrt{\frac{n_1(n_2)(n_1+n_2+1)}{12}}]



      Finally, we use the general formula for the test statistic to test our null hypothesis:
    


[image: z=\frac{U-\mu_U}{\sigma_U}]



Example: Suppose we are interested in determining the attitudes on the current status of the economy from women who work outside the home and from women who do not work outside the home. We take a sample of 20 women who work outside the home (sample 1) and a sample of 20 women who do not work outside the home (sample 2) and administer a questionnaire that measures their attitudes about the economy. These data are found in the tables below:
    

Table 6.5




	
Women Working Outside the Home

	
Women Working Outside the Home






	
            Score
          
	
            Rank
          



	
            9
          
	
            1
          



	
            12
          
	
            3
          



	
            13
          
	
            4
          



	
            19
          
	
            8
          



	
            21
          
	
            9
          



	
            27
          
	
            13
          



	
            31
          
	
            16
          



	
            33
          
	
            17
          



	
            34
          
	
            18
          



	
            35
          
	
            19
          



	
            39
          
	
            21
          



	
            40
          
	
            22
          



	
            44
          
	
            25
          



	
            46
          
	
            26
          



	
            49
          
	
            29
          



	
            58
          
	
            33
          



	
            61
          
	
            34
          



	
            63
          
	
            35
          



	
            64
          
	
            36
          



	
            70
          
	
            39
          



	
	
[image: R_1=408]






Table 6.6




	
Women Not Working Outside the Home

	
Women Not Working Outside the Home






	
            Score
          
	
            Rank
          



	
            10
          
	
            2
          



	
            15
          
	
            5
          



	
            17
          
	
            6
          



	
            18
          
	
            7
          



	
            23
          
	
            10
          



	
            24
          
	
            11
          



	
            25
          
	
            12
          



	
            28
          
	
            14
          



	
            30
          
	
            15
          



	
            37
          
	
            20
          



	
            41
          
	
            23
          



	
            42
          
	
            24
          



	
            47
          
	
            27
          



	
            48
          
	
            28
          



	
            52
          
	
            30
          



	
            55
          
	
            31
          



	
            56
          
	
            32
          



	
            65
          
	
            37
          



	
            69
          
	
            38
          



	
            71
          
	
            40
          



	
	
[image: R_2=412]







      Do these two groups of women have significantly different views on the issue?
    


      Since each of our samples has 20 observations, we need to calculate the standard [image: z]-score to test the hypothesis that these independent samples came from the same population. To calculate the [image: z]-score, we need to first calculate [image: U], [image: \mu_U], and [image: \sigma_U]. The [image: U]-statistic for each of the samples is calculated as follows:
    


[image: U_1 &= n_1n_2+ \frac{n_1(n_1+1)}{2}-R_1=(20)(20)+\frac{(20)(20+1)}{2}-408=202\ U_2 &= n_1n_2+ \frac{n_2(n_2+1)}{2}-R_2=(20)(20)+\frac{(20)(20+1)}{2}-412=198]



      Since we use the smaller of the two [image: U]-statistics, we set [image: U=198]. When calculating the other two figures, we find the following:
    


[image: \mu_U=\frac{n_1n_2}{2}=\frac{(20)(20)}{2}=200]



      and
    


[image: \sigma_U=\sqrt{\frac{n_1(n_2)(n_1+n_2+1)}{12}}=\sqrt{\frac{(20)(20)(20+20+1)}{12}}=\sqrt{\frac{(400)(41)}{12}}=36.97]



      Thus, we calculate the [image: z]-statistic as shown below:
    


[image: z=\frac{U-\mu_U}{\sigma_U}=\frac{198-200}{36.97}=-0.05]



      If we set [image: \alpha=0.05], we would find that the calculated test statistic does not exceed the critical value of [image: -1.96]. Therefore, we fail to reject the null hypothesis and conclude that these two samples come from the same population.
    


      We can use this [image: z]-score to evaluate our hypotheses just like we would with any other hypothesis test. When interpreting the results from the rank sum test, it is important to remember that we are really asking whether or not the populations have the same median and variance. In addition, we are assessing the chance that random sampling would result in medians and variances as far apart (or as close together) as observed in the test. If the [image: z]-score is large (meaning that we would have a small [image: P]-value), we can reject the idea that the difference is a coincidence. If the [image: z]-score is small, like in the example above (meaning that we would have a large [image: P]-value), we do not have any reason to conclude that the medians of the populations differ and, therefore, conclude that the samples likely came from the same population.
    


      Determining the Correlation between Two Variables Using the Rank Correlation Test
    


      It is possible to determine the correlation between two variables by calculating the Pearson product-moment correlation coefficient (more commonly known as the linear correlation coefficient, or [image: r]). The correlation coefficient helps us determine the strength, magnitude, and direction of the relationship between two variables with normal distributions.
    


      We also use the Spearman rank correlation coefficient (also known simply as the rank correlation coefficient, [image: \rho], or ‘rho’) to measure the strength, magnitude, and direction of the relationship between two variables. This test statistic is the nonparametric alternative to the correlation coefficient, and we use it when the data do not meet the assumptions of normality. The Spearman rank correlation coefficient, used as part of the rank correlation test, can also be used when one or both of the variables consist of ranks. The Spearman rank correlation coefficient is defined by the following formula:
    


[image: \rho=1-\frac{6 \sum d^2}{n(n^2-1)}]



      where [image: d] is the difference in statistical rank of corresponding observations.
    


      The test works by converting each of the observations to ranks, just like we learned about with the rank sum test. Therefore, if we were doing a rank correlation of scores on a final exam versus SAT scores, the lowest final exam score would get a rank of 1, the second lowest a rank of 2, and so on. Likewise, the lowest SAT score would get a rank of 1, the second lowest a rank of 2, and so on. Similar to the rank sum test, if two observations are equal, the average rank is used for both of the observations. Once the observations are converted to ranks, a correlation analysis is performed on the ranks. (Note: This analysis is not performed on the observations themselves.) The Spearman correlation coefficient is then calculated from the columns of ranks. However, because the distributions are non-normal, a regression line is rarely used, and we do not calculate a non-parametric equivalent of the regression line. It is easy to use a statistical programming package, such as SAS or SPSS, to calculate the Spearman rank correlation coefficient. However, for the purposes of this example, we will perform this test by hand as shown in the example below.
    


Example: The head of a math department is interested in the correlation between scores on a final math exam and math SAT scores. She took a random sample of 15 students and recorded each student's final exam score and math SAT score. Since SAT scores are designed to be normally distributed, the Spearman rank correlation test may be an especially effective tool for this comparison. Use the Spearman rank correlation test to determine the correlation coefficient. The data for this example are recorded below:
    

Table 6.7




	
Math SAT Score

	
Final Exam Score






	
            595
          
	
            68
          



	
            520
          
	
            55
          



	
            715
          
	
            65
          



	
            405
          
	
            42
          



	
            680
          
	
            64
          



	
            490
          
	
            45
          



	
            565
          
	
            56
          



	
            580
          
	
            59
          



	
            615
          
	
            56
          



	
            435
          
	
            42
          



	
            440
          
	
            38
          



	
            515
          
	
            50
          



	
            380
          
	
            37
          



	
            510
          
	
            42
          



	
            565
          
	
            53
          






      To calculate the Spearman rank correlation coefficient, we determine the ranks of each of the variables in the data set, calculate the difference for each of these ranks, and then calculate the squared difference.
    

Table 6.8




	
Math SAT Score ([image: X])

	
Final Exam Score ([image: Y])

	
[image: X] Rank

	
[image: Y] Rank

	
[image: d]

	
[image: d^2]






	
            595
          
	
            68
          
	
            4
          
	
            1
          
	
            3
          
	
            9
          



	
            520
          
	
            55
          
	
            8
          
	
            7
          
	
            1
          
	
            1
          



	
            715
          
	
            65
          
	
            1
          
	
            2
          
	
[image: -1]

	
            1
          



	
            405
          
	
            42
          
	
            14
          
	
            12
          
	
            2
          
	
            4
          



	
            680
          
	
            64
          
	
            2
          
	
            3
          
	
[image: -1]

	
            1
          



	
            490
          
	
            45
          
	
            11
          
	
            10
          
	
            1
          
	
            1
          



	
            565
          
	
            56
          
	
            6.5
          
	
            5.5
          
	
            1
          
	
            1
          



	
            580
          
	
            59
          
	
            5
          
	
            4
          
	
            1
          
	
            1
          



	
            615
          
	
            56
          
	
            3
          
	
            5.5
          
	
[image: -2.5]

	
            6.25
          



	
            435
          
	
            42
          
	
            13
          
	
            12
          
	
            1
          
	
            1
          



	
            440
          
	
            38
          
	
            12
          
	
            14
          
	
[image: -2]

	
            4
          



	
            515
          
	
            50
          
	
            9
          
	
            9
          
	
            0
          
	
            0
          



	
            380
          
	
            37
          
	
            15
          
	
            15
          
	
            0
          
	
            0
          



	
            510
          
	
            42
          
	
            10
          
	
            12
          
	
[image: -2]

	
            4
          



	
            565
          
	
            53
          
	
            6.5
          
	
            8
          
	
[image: -1.5]

	
            2.25
          



	
            Sum
          
	
	
	
	
            0
          
	
            36.50
          






      Using the formula for the Spearman correlation coefficient, we find the following:
    


[image: \rho=1-\frac{6 \sum d^2}{n(n^2-1)}=1-\frac{(6)(36.50)}{(15)(225-1)}=0.9348]



      We interpret this rank correlation coefficient in the same way as we interpret the linear correlation coefficient. This coefficient states that there is a strong, positive correlation between the two variables.
    


      Lesson Summary
    


      We use the rank sum test (also known as the Mann-Whitney [image: v]-test) to assess whether two samples come from the same distribution. This test is sensitive to both the median and the distribution of the samples.
    


      When performing the rank sum test, there are several different conditions that need to be met, including the population not being normally distributed, continuously distributed observations, independence of samples, the samples having greater than 5 observations, and the observations being on a numeric or ordinal scale.
    


      When performing the rank sum test, we need to calculate a figure known as the [image: U]-statistic. This statistic takes both the median and the total distribution of both samples into account and is derived from the ranks of the observations in both samples.
    


      When performing our hypotheses tests, we calculate the standard score, which is defined as follows:
    


[image: z=\frac{U-\mu_U}{\sigma_U}]



      We use the Spearman rank correlation coefficient (also known simply as the rank correlation coefficient) to measure the strength, magnitude, and direction of the relationship between two variables from non-normal distributions. This coefficient is calculated as shown:
    


[image: \rho=1-\frac{6 \sum d^2}{n(n^2-1)}]



      The Kruskal-Wallis Test and the Runs Test
    


      Learning Objectives
    


	Evaluate a hypothesis for several populations that are not normally distributed using multiple randomly selected independent samples with the Kruskal-Wallis Test.
      

	Determine the randomness of a sample using the runs test to access the number of data sequences and compute a test statistic using the appropriate formula.
      




      Introduction
    


      In the previous sections, we learned how to conduct nonparametric tests, including the sign test, the sign rank test, the rank sum test, and the rank correlation test. These tests allowed us to test hypotheses using data that did not meet the assumptions of being normally distributed or having homogeneity with respect to variance. In addition, each of these non-parametric tests had parametric counterparts.
    


      In this last section, we will examine another nonparametric test-the Kruskal-Wallis one-way analysis of variance (also known simply as the Kruskal-Wallis test). This test is similar to the ANOVA test, and the calculation of the test statistic is similar to that of the rank sum test. In addition, we will also explore something known as the runs test, which can be used to help decide if sequences observed within a data set are random.
    


      Evaluating Hypotheses Using the Kruskal-Wallis Test
    


      The Kruskal-Wallis test is the analog of the one-way ANOVA and is used when our data set does not meet the assumptions of normality or homogeneity of variance. However, this test has its own requirements: it is essential that the data set has identically shaped and scaled distributions for each group.
    


      As we learned in Chapter 11, when performing the one-way ANOVA test, we establish the null hypothesis that there is no difference between the means of the populations from which our samples were selected. However, we express the null hypothesis in more general terms when using the Kruskal-Wallis test. In this test, we state that there is no difference in the distributions of scores of the populations. Another way of stating this null hypothesis is that the average of the ranks of the random samples is expected to be the same.
    


      The test statistic for this test is the non-parametric alternative to the [image: F]-statistic. This test statistic is defined by the following formula:
    


[image: H=\frac{12}{N(N+1)} \sum^m_{k=1} \frac{R^2_k}{n_k}-3(N+1)]



      where:
    


[image: N=\sum n_k].
    


[image: n_k] is number of observations in the [image: k^{\text{th}}] sample.
    


[image: R_k] is the sum of the ranks in the [image: k^{\text{th}}] sample.
    


[image: m] is the number of samples.
    


      Like most nonparametric tests, the Kruskal-Wallis test relies on the use of ranked data to calculate a test statistic. In this test, the measurement observations from all the samples are converted to their ranks in the overall data set. The smallest observation is assigned a rank of 1, the next smallest is assigned a rank of 2, and so on. Similar to this procedure in the rank sum test, if two observations have the same value, we assign both of them the same rank.
    


      Once the observations in all of the samples are converted to ranks, we calculate the test statistic, [image: H], using the ranks and not the observations themselves. Similar to the other parametric and non-parametric tests, we use the test statistic to evaluate our hypothesis. For this test, the sampling distribution for [image: H] is the chi-square distribution with [image: m-1] degrees of freedom, where [image: m] is the number of samples.
    


      It is easy to use Microsoft Excel or a statistical programming package, such as SAS or SPSS, to calculate this test statistic and evaluate our hypothesis. However, for the purposes of this example, we will perform this test by hand.
    


Example: Suppose that a principal is interested in the differences among final exam scores from Mr. Red, Ms. White, and Mrs. Blue’s algebra classes. The principal takes random samples of students from each of these classes and records their final exam scores as shown:
    

Table 6.9




	
Mr. Red

	
Ms. White

	
Mrs. Blue






	
            52
          
	
            66
          
	
            63
          



	
            46
          
	
            49
          
	
            65
          



	
            62
          
	
            64
          
	
            58
          



	
            48
          
	
            53
          
	
            70
          



	
            57
          
	
            68
          
	
            71
          



	
            54
          
	
	
            73
          






      Determine if there is a difference between the final exam scores of the three teachers.
    


      Our hypothesis for the Kruskal-Wallis test is that there is no difference in the distributions of the scores of these three populations. Our alternative hypothesis is that at least two of the three populations differ. For this example, we will set our level of significance at [image: \alpha=0.05].
    


      To test this hypothesis, we need to calculate our test statistic. To calculate this statistic, it is necessary to assign and sum the ranks for each of the scores in the table above as follows:
    

Table 6.10




	
Mr. Red

	
Overall Rank

	
Ms. White

	
Overall Rank

	
Mrs. Blue

	
Overall Rank






	
            52
          
	
            4
          
	
            66
          
	
            13
          
	
            63
          
	
            10
          



	
            46
          
	
            1
          
	
            49
          
	
            3
          
	
            65
          
	
            12
          



	
            62
          
	
            9
          
	
            64
          
	
            11
          
	
            58
          
	
            8
          



	
            48
          
	
            2
          
	
            53
          
	
            5
          
	
            70
          
	
            15
          



	
            57
          
	
            7
          
	
            68
          
	
            14
          
	
            71
          
	
            16
          



	
            54
          
	
            6
          
	
	
	
            73
          
	
            17
          



	
            Rank Sum
          
	
            29
          
	
	
            46
          
	
	
            78
          






      Using this information, we can calculate our test statistic as shown:
    


[image: H=\frac{12}{N(N+1)} \sum^m_{k=1} \frac{R^2_k}{n_k}-3(N+1)=\frac{12}{(17)(18)} \left(\frac{29^2}{6}+\frac{46^2}{5}+\frac{78^2}{6}\right)-(3)(17+1)=7.86]



      Using the chi-square distribution, we determine that with [image: 3-1=2] degrees of freedom, our critical value at [image: \alpha=0.05] is 5.991. Since our test statistic of 7.86 exceeds the critical value, we can reject the null hypothesis that stated there is no difference in the final exam scores among students from the three different classes.
    


      Determining the Randomness of a Sample Using the Runs Test
    


      The runs test (also known as the Wald-Wolfowitz test) is another nonparametric test that is used to test the hypothesis that the samples taken from a population are independent of one another. We also say that the runs test checks the randomness of data when we are working with two variables. A run is essentially a grouping or a pattern of observations. For example, the sequence [image: ++--++--++--] has six runs. Three of these runs are designated by two positive signs, and three of the runs are designated by two negative signs.
    


      We often use the runs test in studies where measurements are made according to a ranking in either time or space. In these types of scenarios, one of the questions we are trying to answer is whether or not the average value of the measurement is different at different points in the sequence. For example, suppose that we are conducting a longitudinal study on the number of referrals that different teachers give throughout the year. After several months, we notice that the number of referrals appears to increase around the time that standardized tests are given. We could formally test this observation using the runs test.
    


      Using the laws of probability, it is possible to estimate the number of runs that one would expect by chance, given the proportion of the population in each of the categories and the sample size. Since we are dealing with proportions and probabilities between discrete variables, we consider the binomial distribution as the foundation of this test. When conducting a runs test, we establish the null hypothesis that the data samples are independent of one another and are random. On the contrary, our alternative hypothesis states that the data samples are not random and/or not independent of one another.
    


      The runs test can be used with either nominal or categorical data. When working with nominal data, the first step in conducting the test is to compute the mean of the data and then designate each observation as being either above the mean (i.e., [image: +]) or below the mean (i.e., -). Next, regardless of whether or not we are working with nominal or categorical data, we compute the number of runs within the data set. As mentioned, a run is a grouping of the variables. For example, in the following sequence, we would have 5 runs. We could also say that the sequence of the data switched five times.
    


[image: ++ - - - - + + + - +]



      After determining the number of runs, we also need to record each time a certain variable occurs and the total number of observations. In the example above, we have 11 observations in total, with 6 positives [image: (n_1=6)] and 5 negatives [image: (n_2=5)]. With this information, we are able to calculate our test statistic using the following formulas:
    


[image: z &= \frac{\text{number of observed runs}-\mu}{\sigma}\ \mu &= \text{expected number of runs}=1+\frac{2n_1n_2}{n_1+n_2}\ \sigma^2 &= \text{variance of the number of runs}=\frac{2n_1n_2(2n_1n_2-n_1-n_2)}{(n_1+n_2)^2(n_1+n_2-1)}]



      When conducting the runs test, we calculate the standard [image: z]-score and evaluate our hypotheses, just like we do with other parametric and non-parametric tests.
    


Example: A teacher is interested in assessing if the seating arrangement of males and females in his classroom is random. He observes the seating pattern of his students and records the following sequence:
    


      MFMMFFFFMMMFMFMMMMFFMFFMFFFF
    


      Is the seating arrangement random? Use [image: \alpha=0.05].
    


      To answer this question, we first generate the null hypothesis that the seating arrangement is random and independent. Our alternative hypothesis states that the seating arrangement is not random or independent. With [image: \alpha=0.05], we set our critical values at 1.96 standard scores above and below the mean.
    


      To calculate the test statistic, we first record the number of runs and the number of each type of observation as shown:
    


[image: R=14 \quad M:n_1=13 \quad F:n_2=15]



      With these data, we can easily compute the test statistic as follows:
    


[image: \mu &= \text{expected number of runs}=1+\frac{(2)(13)(15)}{13+15}=1+\frac{390}{28}=14.9\ \sigma^2 &= \text{variance of the number of runs}=\frac{(2)(13)(15)[(2)(13)(15)-13-15]}{(13+15)^2(13+15-1)}=\frac{(390)(362)}{(784)(27)}=6.67\ \sigma &= 2.58\ z &= \frac{\text{number of observed runs}-\mu}{\sigma}=\frac{14-14.9}{2.58}=-0.35]



      Since the calculated test statistic is not less than [image: z=-1.96], our critical value, we fail to reject the null hypothesis and conclude that the seating arrangement of males and females is random.
    


      Lesson Summary
    


      The Kruskal-Wallis test is used when we are assessing the one-way variance of a specific variable in non-normal distributions.
    


      The test statistic for the Kruskal-Wallis test is the non-parametric alternative to the [image: F]-statistic. This test statistic is defined by the following formula:
    


[image: H=\frac{12}{N(N+1)} \sum^m_{k=1} \frac{R^2_k}{n_k}-3(N+1)]



      The runs test (also known as the Wald-Wolfowitz test) is another non-parametric test that is used to test the hypothesis that the samples taken from a population are independent of one another. We use the [image: z]-statistic to evaluate this hypothesis.
    


On the Web



http://tinyurl.com/334e5to Good explanations of and examples of different nonparametric tests.
    


http://tinyurl.com/33s4h3o Allows you to enter data and then performs the Wilcoxon sign rank test.
    


http://tinyurl.com/33s4h3o Allows you to enter data and performs the Mann Whitney Test.
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      Chapter 13: CK-12 Advanced Probability and Statistics - Second Edition Resources
    


      Resources on the Web for Creating Examples and Activities
    


Disclaimer: All links here worked when this document was written.
    


In the Current News: Surveys, Observational Studies, and Randomized Experiments



	
http://www.gallup.com The Gallup Organization’s site. Frequent updating with current polls and good archive of polls conducted in last few years.
      

	
http://www.washingtonpost.com/wp-srv/politics/polls/datadir.htm A set of links to all of the major polls (USA Today, CNN, NY Times, ABC, Gallup Poll , etc.). Maintained by The Washington Post .
      

	
http://www.usatoday.com/news/health/healthindex.htm USA Today Health Index. An archive of past health stories reported in USA Today.
      

	
http://www.publicagenda.org Recent survey results for hot public issues (abortion, crime, etc.).
      

	
http://www.pollingreport.com A collection of recent poll results on business, politics, and society from many different sources.
      

	
http://sda.berkeley.edu/ SDA is a set of programs for the documentation and web-based analysis of survey data.
      




Resources by Teachers for Teachers



	
http://www.herkimershideaway.org/ Herkimer’s Hideaway, by Sanderson Smith, Department of Mathematics, Cate School, Carpinteria, California. Click on AP Statistics. Contains many ideas for projects and activities.
      

	
http://www.causeweb.org/repository/StarLibrary/activities/ Statistics Teaching and Resource Library. Started in Summer, 2001. The STAR Library collection is peer-reviewed by an editorial board. Mission is “to provide a peer-reviewed journal of resources for introductory statistics teachers that is free of cost, readily available, and easy to customize for the use of the teacher.”
      

	
http://www.dartmouth.edu/~chance/chance_news/news.html Chance News: A newsletter of recent (mostly United States) media items useful for class discussion.
      

	
http://exploringdata.net/ This website provides curriculum support materials for teachers of Introductory Statistics.
      

	
http://mathforum.org/workshops/usi/dataproject/usi.genwebsites.html This website has a variety of links to data sets and websites that provide support, ideas, and activities for teachers of statistics.
      




Survey Methodology



	
http://www.publicagenda.org Nice discussions of issues connected to surveys on hot public issues (abortion, crime, etc.). In particular, click on 'Red Flags' for each issue to see examples of how question wording, survey timing, and so on affect survey results.
      

	
http://whyfiles.org/009poll/math_primer.html University of Wisconsin Why Files on Polling. Discusses basic polling principles.
      




Data Sets



	
http://lib.stat.cmu.edu/DASL/ Carnegie Mellon Data and Story Library (DASL). Data sets are cross-indexed by statistical application and research discipline.
      

	
http://csa.berkeley.edu:7502/archive.htm General Social Survey archive and on-line data analysis program at the University of California at Berkeley.
      

	
http://www.cdc.gov/nchs/fastats/default.htm FedStats Home Page. “The gateway to statistics from over 100 U.S. Federal agencies.”
      

	
http://www.lib.umich.edu/govdocs/stats.html University of Michigan Statistical Resources Center. Huge set of links to government data sources.
      

	
http://dir.yahoo.com/Social_Science/Social_Research/Data_Collections/ Yahoo!’s directory of social science data collections.
      

	
http://dir.yahoo.com/Reference/Statistics/ Yahoo!’s directory of statistical data collections.
      




Miscellaneous Case Studies and Data Resources



	
http://www.flmnh.ufl.edu/fish/Sharks/ISAF/ISAF.htm Shark Attacks-International Shark Attack File. Shark attack statistics, including special sections for the great white shark and shark attacks on divers. (Thanks to Tom Hettmansperger of Penn State for pointing out this site.)
      

	
http://www.DrugAbuseStatistics.samhsa.gov/ Drug Abuse Statistics from Substance Abuse and Mental Health Services Administration, Office of Applied Statistics.
      




Java and JavaScript Activities



	
http://onlinestatbook.com/rvls.html The Rice University Virtual Lab in Statistics (David Lane). Includes simulations, activities, case studies, and many interesting links.
      

	
http://www-stat.stanford.edu/~susan/surprise/ Probability applets. One illustrates the birthday problem in a fun way.
      




Advanced Placement Statistics Listserve Archives



	
http://mathforum.org/kb/forum.jspa?forumID=67 Searchable archive of thousands of e-mail messages contributed by high school and college statistics teachers about topics as diverse as studies in the news to where to find test questions.
      




Journal of Statistics Education



	
http://www.amstat.org/publications/jse/ Free online journal sponsored by the American Statistical Association. Includes articles about teaching statistics, interesting data sets, and current articles in the news for discussion.
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